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1. Executive Summary 
CoherentPaaS targets at building a rich PaaS with different data stores optimized for 
particular tasks, data and workload, by providing a common programming model and 
language with holistic coherence across all cloud services and data stores. The goal of 
work package 11 is to promote and empower the dissemination, transfer, collaboration, 
exploitation, assessment, and broad up-take of the CoherentPaaS project results to the 
target audience and stakeholders. 

This deliverable reports about the organization of the 2nd and 3rd Public Project 
Workshops organized to disseminate the project results among stakeholders in the 
Databases and Cloud domains. 

The 2nd Public CoherentPaaS Workshop was organized on M33 of the project at 
Heraklion, Greece on June 9th, 2016. The workshop was collocated with a well-known 
conference in Europe, the 11th International Federated Conference on Distributed 
Computer Techniques (DISCOTEC 2016) [3]. The Workshop name was “Final Public 
Workshop from LeanBigData and CoherentPaaS’’ - RTPBD 2016 [2]. It was a joint 
Workshop with another project in Big Data, the LeanBigData EU Project [4]. During the 
2nd CoherentPaaS workshop 18 papers were presented in a full day workshop. 

A 3rd Public CoherentPaaS Workshop was organized by the consortium for better 
dissemination of the project’s results to the public. The 3rd Public CoherenPaaS 
Workshop is organized on September 9, 2016, after the VLDB 2016 [7] conference in 
New Delhi, India. The workshop name was “POLYGLOT DATABASES” [5] and it was 
announced as a session in a workshop of VLDB’s 2016 conference, the “BOSS'16” (Big 
Data Open Source Systems) [6] Workshop. During the 3rd CoherentPaaS workshop 4 
presentations were given in the polyglot databases landscape. 

This document is structured as follows: Sections 3 and 4 reports on the 2nd and 3rd 
Public Workshops of the CoherentPaaS project respectively. In more detail, Sections 3 
and 4 report on the date and place of the workshop, information about the workshop 
committees, the content of the workshop and the used dissemination channels. Finally, 
Annex A reports on 3rd workshop abstracts and Annexes B and C report on the 2nd 
workshop photos and papers.  

 



CoherentPaaS: Coherent and Rich PaaS with a Common Programming Model                                      page 6/21 

 

  

2. Introduction 
The data management world has been evolving towards a large diversity of data 
management technologies. This has been motivated by an increasing demand for 
flexibility, efficiency and scalability. This blooming of data management technologies, 
where each technology is specialized and optimal for specific processing, has led to a “no 
one size fits all” situation. On one hand, traditional SQL databases have diverged into 
operational and analytical databases and then an evolution of them has led to a 
specialization for particular challenges and workloads. On the other hand, a new world 
has appeared NoSQL data stores, where new data models and query languages and APIs 
appropriate for those data models have been proposed.  NoSQL data stores already 
targeted scalability, but it is achieved at the cost of renouncing to the data consistency 
provided by transactions, because at that point in time nobody transactional processing 
was the bottleneck.  

This trend has resulted in a large proliferation of query languages and APIs leading to a 
number of isolated silos that are creating increasing pains at enterprises due to the 
difficulties in updating these independent silos and joining data across them.  

CoherentPaaS addresses all these issues by providing a rich PaaS with a wide diversity 
of data stores and data management technologies optimized for particular tasks, data, 
and workloads. CoherentPaaS integrates NoSQL, SQL data stores, and complex event 
processing data management systems providing them with holistic transactional 
coherence and enabling correlation of data across data stores by means of a common 
query language. 

 
Figure 1: CoherentPaaS global architecture 

According to the Description of Work (DoW)[1] the consortium had to organize two 
public workshops for players in the Cloud and Databases landscapes. The objective of 
the workshops was to promote and disseminate the project and to provide a detailed 
view of the project results to the public. 

This deliverable is about the 2nd public CoherentPaaS workshop report. There is one 
more deliverable (D11.3) on the First public workshop report. 
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3. Second Public CoherentPaaS 
Workshop 

This section presents a general description of the Second Public Workshop of 
CoherentPaaS EU project.  

3.1. Date and Place of the Workshop 
The 2nd Public CoherentPaaS Workshop was organized on M33. The workshop was 
collocated with a well-known conference in Europe, 11th International Federated 
Conference on Distributed Computer Techniques. 

The Workshop name was “Final Public Workshop from LeanBigData and CoherentPaaS’’ 
- RTPBD 2016 [2] and it held on June 9, 2016 in Heraklion, Greece, as shown in Figure 1. 
It was a joint Workshop with another project in Big Data, the LeanBigData EU Project 
[4]. 

 

Image 1: RTPBD 2016 

The workshop was collocated with the DisCoTec Conference 2016 [3]-11th International 
Federated Conference on Distributed Computer Techniques, in Heraklion, Crete, Greece 
on June 6-9 (Image 2). The DisCoTec series of federated conferences is one of the major 
events sponsored by the International Federation for Information processing (IFIP). 
This year the main conferences, took place were: 

 COORDINATION – 18th IFIP International Conference on Coordination Models 

and Languages 

 DAIS – the 16th IFIP International Conference on Distributed Applications and 

Interoperable Systems 

 FORTE – the 36th IFIP International Conference on Formal Techniques for 

Distributed Objects, Components and Systems. 

 

Image 2: DISCOTEC 2016 poster 
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3.2. Workshop Committee 
The workshop program committee, which was including the project’s technical 
coordinator and the project’s manager, was: 

Table 1: 2nd Workshop program committee 

Name Affiliation 

Dr. Ricardo Jimenez-Peris LeanXcale, Spain 

Prof.  Marta Patiño-Martinez UPM, Spain 

Dr. Patrick Valduriez INRIA, France 

3.3. Contents of the Workshop 
Papers related to the CoherentPaaS project and to Data Management technologies were 
presented to the workshop.  

The workshop deadlines for the Call for Papers were: 

Table 2: 2nd Workshop Call for Papers Deadlines 

Deadline Description Deadline Date 

Paper Submission Sun 17 Apr 2016 

Author Notification Mon 2 May 2016 

 

The Submission Guidelines that were given by the workshop chairs were: 

 Only Full Papers were invited 

 The papers should not exceed 15 pages in length and no less than 5 pages. 

 All submissions must be prepared in Springer LNCS style. 

 Submissions must be made electronically in PDF format via EasyChair. 

 Accepted papers must be presented at the workshop by one of the authors. 

The workshop chairs were in charge of the reviewing process ensuring that all papers 
get at least two reviews, following a double-blind process. 

During the workshop 18 papers has been present in 4 sessions of a full day.  

The workshop was attended by over 40 researchers.  

The workshop schedule was: 

 

http://www.springer.com/computer/lncs?SGWID=0-164-0-0-0
https://easychair.org/conferences/?conf=rtpbd2016
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Table 3: 2nd Workshop Schedule 

Νο. 
Workshop 

Session 
Paper Title Authors 

1 
June 9 
Session 1 
(09:30 - 10:30) 
 

CoherentPaaS Vision Ricardo Jiménez Peris 

2 LeanBigData Vision Ricardo Jiménez Peris 

3 
ActivePivot improvements from 
CoherentPaaS 

Francois Sabary 

4 

June 9 
Session 2 
(11:00 - 12:00) 

CQE: A middleware to execute 
queries across heterogeneous 
databases 

Raquel Pau 

5 
Prepared Scan: Efficient Retrieval of 
Structured Data from HBase 

Francisco Neves, Ricardo 
Vilaça, José Pereira and Rui 
Oliveira 

6 
Big Data Stream Clustering 
Algorithms Empirical Evaluation 

Annie Ibrahim Rana, Giovani 
Estrada and Marc Sole 

7 

The LeanBigData Data Collection 
Framework An innovate and 
adaptable framework for collection 
and normalization of structured data 

Luigi Coppolino, Luigi 
Sgaglione, Gaetano Papale and 
Ferdinando Campanile 

8 

June 9 
Session 3 
(14:00 - 16:00) 

Detecting Performance Degradation 
with System Level Metrics 

Dimitris Ganosis, Yannis 
Sfakianakis, Manolis 
Marazakis and Angelos Bilas 

9 
Transactional Support for Cloud 
Data Stores 

Ricardo Jiménez Peris, Marta 
Patiño Martínez, Ivan 
Brondino 

10 

Satisfying Telecom and IoT big data 
application requirements using 
multiple data stores in a coherent 
way 

Vassilis Spitadakis, Dimitrios 
Bouras, Yiorgos Panagiotakis 
and Apostolos Hatzimanikatis 

11 
CoherentPaaS - Real-Time Network 
Performance Analysis in a Telco 
Environment Use Case 

Luis Cortesão and Diogo 
Regateiro 

12 A Taxonomy of Multistore Systems 
Carlyna Bondiombouy and 
Patrick Valduriez 

13 
Targeted Advertisement case-study: 
a LeanBigData benchmark 

Jorge Teixeira, Miguel Biscaia, 
Ivan Brondino and Mario 
Moreira 

14 

June 9 
Session 4 
(16:30 - 18:30) 

Sentiment Analysis over politics-
related big Twitter datasets 

Fotis Aisopos, Vrettos Moulos, 
Athanasia Evangelinou 

15 
STREAM-OPS: a Streaming Operator 
Library 

Ricardo Jiménez Peris, Valerio 
Vianello, Marta Patiño 
Martínez 

16 Transactional MongoDB 
Pavlos Kranas, Sotiris 
Stamokostas, George Vafiadis, 
Athanasia Evangelinou 

17 

Distributed Processing and 
Transaction Replication in MonetDB 
- Towards a Scalable Analytical 
Database System in the Cloud 

Ying Zhang, Dimitar Nedev, 
Panagiotis Koutsourakis and 
Martin Kersten 

18 
Gestural Interaction with Data 
Center 3D Visualizations 

Giannis Drossis, Chryssi 
Birliraki, Nikolaos Patsiouras, 
George Margetis, 
andConstantine Stephanidis 
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3.4. Workshop Dissemination 
Awareness of the workshop was achieved through a web site which was designed and 
properly linked for the disseminating purpose. The workshop web site was 
[2]:http://2016.discotec.org/index.php?MG=60&Mid=34&sub1=1 

 

Image 3: Part of 2nd Workshop web site 

 Moreover, the Workshop was announced in the project’s web site in the “News 
tab”, as shown in the Image 4 below. 

 

Image 4: 2nd Workshop in the "News" of the web site 

http://2016.discotec.org/index.php?MG=60&Mid=34&sub1=1
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4. Third Public CoherentPaaS Workshop 
The project organized a third workshop  collocated with VLDB 2016, which was held in 
New Delhi, India on September 5-9 2016. Its scope was to present CoherentPaaS project 
result to the academic and industrial interested parties. VLDB was selected because is 
one of the top conferences in databases. 
The workshop was organized as a session of the BOSS (Big Data Open Source Systems) 
workshop.  

4.1. Date and Place of the Workshop 
The 3rd Public CoherentPaaS Workshop was organized in M36 of the project and its goal 
was to disseminate the project results.   

Being part of VLDB the workshop attracted the most relevant audience from both 
academia and industry for better dissemination outcome of CoherentPaaS results. 

The workshop name was “POLYGLOT DATABASES” [5] and was held the 9th of 
September 2016, after the VLDB 2016 conference, in New Delhi, India as shown in Image 
5. 

 

Image 5: Polyglot Databases Session 

 
The session “POLYGLOT DATABASES” was announced as part of the “BOSS'16” (Big Data 
Open Source Systems) [6] Workshop, as shown in Image 6. The first workshop on Big 
Data Open Source Systems (BOSS'15) had great success, and the second Workshop on 
Big Data Open Source Systems (BOSS'16) gave a deep-dive introduction into several 
active, publicly available, open-source big data systems.  
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Image 6: BOSS' 16 

 

 

Image 7: VLDB 2016 conference 

4.2. Workshop Committee 
The “POLYGLOT DATABASES” session’s chairs, which were including the project’s 
manager, were: 

Table 4: 3 rd Workshop chairs 

Name Affiliation 

Prof.  Marta Patiño-Martinez UPM, Spain 

Dr. Patrick Valduriez INRIA, France 

4.3. Content of the Workshop 
Presentations related to Polyglot Persistence and the CoherentPaaS project and also 
Data Management technologies were presented to the workshop. 

During the workshop 4 presentations were presented. The workshop schedule was: 
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Table 5: 3rd Workshop Schedule 

Νο. 
Session 

Schedule 
Task Title Presenter – Affiliation 

1 
Sep’ 9 
Task 1 
(12:00 - 12:30) 

Big Data processing using Polybase 
Karthik Ramachandra 
(Microsoft Gray Systems Lab) 

2 
Sep’ 9 
Task 2  
(14:00 - 14:30) 

Multistore Systems: Retrospection 
on CloudMdsQL 

Jose Pereira (Univ. do Minho 
& INESC) 

3 
Sep’ 9 
Task 3  
(14:30 - 15:00) 

Exploiting the data center in 
contemporary commodity boxes: 
The scaling-in approach 

Jignesh Patel (Univ. of 
Wisconsin-Madison) 

4 
Sep’ 9 
Task 4  
(15:00 - 15:30) 

LeanBigData: Blending OLTP and 
OLAP to Deliver Real-Time 
Analytical Queries 

Ricardo Jimenez-Peris 
(LeanXcale) 

 
The workshop was attended by 50+ top researchers interested in polyglot systems 
and attracted by the interesting program and high profile of the presenters. One of the 
presenters, Jignesh Patel, comes from the David Dewitt’s group, one of the top database 
research groups in the world, and the other presenter, Karthik Ramachandra, comes 
from the Microsoft’s database group and also a personality in the area having 
transferred his research to different startups. The other two presentations 
corresponded to the CoherentPaaS and LeanBigData projects. 
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4.4. Workshop Dissemination 
Awareness of the workshop was achieved through a web site which was designed and 
properly linked for the disseminating purpose. The workshop web site was [5]: 

http://lsd.ls.fi.upm.es/polyglot2016 

 

Image 8: Part of 3rd Workshop web site 

Moreover, the Workshop was announced in the project’s web site in the “News tab”, as 
shown in the Image 9 below. 

 

Image 9: 3rd Workshop in the "News" of the web site 

http://lsd.ls.fi.upm.es/polyglot2016
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5. Conclusions 
The 2nd Public CoherentPaaS Workshop, “Final Public Workshop from LeanBigData and 
CoherentPaaS’’ - RTPBD 2016 [2], was organized on M33 of the project in Heraklion, 
Greece on June 9, 2016.  The workshop was collocated with a well-known conference in 
Europe DISCOTEC 2016 [3]. It was a joint Workshop with another project in Big Data, 
the LeanBigData EU Project [4]. 18 papers have been presented in a full day workshop in 
order to disseminate the project. 

For better dissemination of the outcomes and finding of the project to the public it was 
organized by the CoherentPaaS another workshop in the VLDB 2016 conference [7]. The 
3rd Public CoherentPaaS Workshop, “POLYGLOT DATABASES” [5] was organized on M36 
of the project in New Delhi, India on September 9, 2016 and it was announced as a 
session in a workshop of VLDB’s 2016 conference , the “BOSS'16” (Big Data Open Source 
Systems) [6] Workshop.  4 presentations were performed during the workshop on 
Polyglot systems. This was the last workshop(s) for the CoherentPaaS project. 
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Annex A. 3rd Workshop Abstracts  
List of the 4 presentations abstracts which presented at the CoherentPaaS’s 3rd 
Workshop: 

1. Title: Big Data processing using Polybase 
Abstract: To make good decisions, business decision makers need to analyze both 
relational data and other data that is not structured into tables – notably, data 
stored in Hadoop and other similar Big Data systems. This is difficult to do unless 
there exists an efficient way to process queries that access data across these 
different types of data stores. PolyBase bridges this gap by operating on data that 
is external to Microsoft SQL Server. PolyBase is a technology that accesses and 
combines both non-relational and relational data, all from within SQL Server. It 
allows queries on external data in Hadoop or Azure blob storage. The queries are 
optimized to push computation to Hadoop when beneficial. The talk will give an 
overview of Polybase and describe the architecture of Polybase in SQL Server 
2016. Some of the key technical challenges and design approaches will also be 
discussed. 

2. Title: Multistore Systems: Retrospection on CloudMdsQL 
Abstract: The blooming of different cloud data management infrastructures has 
turned multistore systems to a major topic in the nowadays cloud landscape. In 
this paper, we give an overview of the Cloud Multidatastore Query Language 
(CloudMdsQL), and the implementation of its query engine. CloudMdsQL is a 
functional SQL-like language, capable of querying multiple heterogeneous data 
stores (relational, NoSQL, HDFS) within a single query that can contain 
embedded invocations to each data store’s native query interface. The major 
innovation is that a CloudMdsQL query can exploit the full power of local data 
stores, by simply allowing some local data store native queries (e.g. a breadth-
first search query against a graph database) to be called as functions, and at the 
same time be optimized, e.g. by pushing down select predicates, using bind join, 
performing join ordering, or planning intermediate data shipping. 

3. Title: Exploiting the data center in contemporary commodity boxes: The scaling-
in approach 
Abstract: Modern servers pack enough storage and computing power that just a 
decade ago was spread across a modest-sized cluster. In addition, we are on a 
technological roadmap in which the storage and compute densities of individual 
server nodes will continue to increase at a faster rate that the networks that 
connect the nodes. Thus, we must complement methods that focus on "scaling-
out" by also developing methods to "scale-in" to fully exploit the hardware 
capabilities that are packed in each server node. This is especially true for an 
important class of real-time in-memory analytic data applications. The recent 
Apache-incubated Quickstep project focuses on this scaling-in aspect. Quickstep 
uses novel methods for organizing data (including columnar and hybrid storage 
organization), template metaprogramming for vectorized query execution, and a 
query execution paradigm that separates control-flow from data-flow. 
Collectively, these methods produce more than an order-of-magnitude 
performance improvement over many existing open-source platforms. 

4. Title: LeanBigData: Blending OLTP and OLAP to Deliver Real-Time Analytical 
Queries 
Abstract: Traditionally, OLTP and OLAP workloads have been served by different 
kinds of databases systems, transactional databases and data warehouses. This 
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separation has resulted in having to organize a process to copy the data from the 
operational database into the data warehouse known as extract-transform-load 
(ETL). This process is estimated to cost 80% of the budget of doing business 
analytics. LeanXcale is a NewSQL database that scales transactional processing in 
a linear manner to 100s of nodes. With this it provides an ultra-scalable OLTP 
database. Thanks to its ability to scale the OLTP engine as much as needed an 
OLAP engine has been built that works over the operational data delivering in 
this way real-time analytical queries. 
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Annex B. 2nd Workshop Photos  

 
Image 10: from RTPBD 2016 Workshop 
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Annex C. 2nd Workshop Papers 
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The LeanBigData Data Collection Framework 

An innovate and adaptable framework for collection and 

normalization of structured data. 

Luigi Coppolino1, Luigi Sgaglione1, Gaetano Papale1, and Ferdinando Campanile2  

1Department of Engineering, University of Naples “Parthenope”, Naples, Italy 

{luigi.coppolino, luigi.sgaglione, 

gaetano.papale}@uniparthenope.it} 

2Sync Lab S.r.l., Naples, Italy 

{f.campanile@synclab.it} 

Abstract. The data collection for eventual analysis is an old concept that today 

receives a revisited interest due to the emerging of new research trend such Big 

Data. Furthermore, considering that a current market trend is to provide inte-

grated solution to achieve multiple purposes (such as ISOC, SIEM, CEP, etc.), 

the data became very heterogeneous. In this paper an innovate and adaptable 

framework for collection and normalization of structured data, describing the 

approach used to collect structured data and the additional features (pre-

processing) provided with it. 

1 Introduction 

Current market shows a trend of the vendors to offer integrated solution to their cus-

tomers in the domain of the Big Data. This is the case, for example, of the Infor-

mation Security Operations Center (ISOC) where enterprise information systems 

(applications, databases, web sites, networks, desktops, data centers, servers, and 

other endpoints) are monitored, assessed, and protected using advanced processing 

techniques (Complex Event Processing CEP). Another example is the new generation 

of Security Information and Event Management (SIEM) systems that combine Securi-

ty Information Management (SIM) and Security Event Management (SEM) technolo-

gies [1]. These examples are characterized by the high heterogeneity of the data pro-

duced by the sensors used to monitor the infrastructure to be protected. 

The Data Collection Framework that is presented in this paper aims at mastering 

the data heterogeneity by providing an innovate and adaptable framework for collec-

tion and normalization of structured information. Furthermore, we believe that, in 

many cases the possibility to perform a coarse-grain analysis of the data at the edge of 

the domain to be monitored can provide relevant advantages, such as an early detec-

tion of particular conditions, a reduction of the data stream volume that feeds the data 

mailto:%7Bf.campanile@synclab.it%7D


and event processing platform, and the anonymization of the data with respect to pri-

vacy requirements. 

This tool has been developed in the context of the LeanBigData (LBD) EU project. 

LeanBigData targets at building an ultra-scalable and ultra-efficient integrated big 

data platform addressing important open issues in big data analytics. 

This paper is organized as follows. Section 2 describes the developed Data Collec-

tion Framework, Section 2.1 provides global implementation details, Section 2.2 de-

scribes the DCF Input Adapters, Section 2.3 describes the DCF Output Adapters, 

Section 2.4 describes the Processing At The Edge Component, Section 2.6 describes 

the configuration of the DCF, Section 2.7 reports an execution example, and Section 3 

provides some concluding remarks. 

2 Data Collection Framework 

The main features of the Data Collection Framework (DCF) are 1) effective (i.e. high 

throughput) collection of data via a declarative approach and 2) efficient inclusion of 

new data sources. The Data Collection Framework enables the user to configure data 

sensors via a declarative approach, and to transform data that can be described via 

EBNF (Extended Backus-Naur Form [Errore. L'origine riferimento non è stata 

trovata.]) notation into structured data, by leveraging a “compiler-compiler” ap-

proach [2]. 

The data collection framework allows users: 

 to specify via a grammar the structure of the data to be collected,  

 to provide a bidirectional data collection layer, with the capability to perform sim-

ple operations on data, such as aggregation, filtering, and pattern recognition, at the 

edge of the domain,  

 to provide sensors for a broad set of common data sources, such as: operating sys-

tem and server logs, network and security device logs, CPU information, VM in-

formation, IPMI, and application level information.  

The Data Collection Framework is able to translate the format of virtually any data 

source into a general format in a declarative manner, by providing the translation 

scheme. 

Fig. 1 shows the global architecture of the Data Collection Framework. It is com-

posed of three main building blocks, namely: 

1. Data Acquisition module; 

2. Data Parsing/Processing at the edge module; 

3. Data Output module. 

The Data Acquisition module is the part responsible for acquiring data from the 

sources, and of forwarding them to the Data Parsing/ Processing at the edge module. 

The Data Acquisition module provides many Agents in order to gather data from 

different types of sources and uses two possible collection modes: 



1. Push - with this mechanism, the sources are responsible for forwarding data to the 

acquisition agent. The Syslog protocol [4] is used to allow a simple integration of 

systems that already use this protocol to log their data. 

2. Pull - with this mechanism, the agent reads data directly from the source (log file). 

 

 

Fig. 1. DCF architecture. 

The Data Parsing/Processing at the edge module is in charge of transforming raw 

data to structured data by leveraging a “compiler-compiler” approach. Furthermore, 

each generated parser also converts raw data to a format compatible with the one used 

by the LeanBigData CEP and possibly pre-processes them using a State Machine 

Approach [3] depending on the requirements of the application domain. The result of 

this module is passed to the Data Output module. 

The Data Output module is in charge of forwarding parsed data to one or more 

components responsible for attack detection. 

The Data Output module is in charge of forwarding parsed data to one or more 

components responsible for attack detection. 

2.1 DCF implementation 

The Data Collection Framework has been implemented in Java for the following rea-

sons:  

 The APIs of the LeanBigData CEP are provided for this language; 

 The “write once, run anywhere (WORA)” advantages of Java code allow to run an 

application on different architectures without rebuild it; 

 Only the presence of a Java Virtual Machine (JVM) is required. 



The DCF is provided as a single runnable jar file that can be executed by a user: 

 to acquire raw data; 

 to parse data; 

 to format data; 

 to pre-process data; 

 to provide input to a correlator. 

All these functionalities are fully integrated in a single component to allow the ex-

ecution on a single machine (the host to monitor). 

2.2 DCF input adapters 

The DCF comes with a series of input adapters already available to cover a high 

range of sources: 

 Grammar Based 

 Syslog source 

 Log source 

 Ganglia source 

 DB source 

New input adapters can be added in a simple way to allow future extensions. It is 

worth noting that at runtime only a single type of input adapter can be configured for 

each DCF instance (if more input adapters are configured only one will be executed). 

Grammar Based Input adapter.  

This class of adapters covers a high range of possible sources. These adapters will 

be responsible for transforming raw data (that can be described using an EBNF nota-

tion) to structured data, leveraging a “compiler-compiler” approach, that consists in 

the generation of a data parser. 

Since 1960, the tools that offer automatic generation of parsers are increased in 

number and sophistications. Today about one hundred different parser generator tools, 

including commercial products and open source software, are available. We analysed 

such tools and compared them taking into account the following requirements: 

 Formal description of the target language in EBNF or EBNF-like notation; 

 Generated parser in Java programming language; 

 Optimized and high performance parsing; 

 Low or no-runtime dependencies; 

 BSD license; 

 High quality error reporting; 

 High availability of online/literature documentation. 



The result of the comparison is that JavaCC [6] and ANTRL [7] are both valuable 

solutions for generating a parser. We selected them for the DCF implementation for 

the following motivations:  

 Input Grammar notation 

Both JavaCC and ANTLR accept a formal description of the language in EBNF 

notation. The EBNF notation is the ISO standard, well-known by developers and 

allows high flexibility. 

 Type of parsers generated 

JavaCC produces top-down parsers. ANTLR generates top-down parsers as well. A 

top-down parser is strongly customizable, simple to read and understand. These ad-

vantages allow high productivity and improve the debugging process. 

 Output language 

ANTLR, and in particular version 4, is able to generate parsers in Java, C# , Py-

thon2 and 3. JavaCC is strongly targeted to Java, but also supports C++ and JavaS-

cript. The main advantage of a parser in Java is its high portability.  

 Run-time dependencies 

JavaCC generates a parser with no runtime dependencies, while ANTLR needs ex-

ternal libraries. 

 Performance 

To test the performance of JavaCC and ANTLR we have conducted many tests. 

One of the performance indicator that has been evaluated is the parsing time. 

An example of the conducted tests (on the same machine – Windows 7 - 64 bit - i7 

- 6GB) is the measurement of the time needed to parse the following mathematical 

expression: 

11+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+12*(24/8)+(120

4*3)+11+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+12*(24/8)

+(1204*3)+11+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+12*(

24/8)+(1204*3)  (1) 

The grammar files written for the two parser generators are perfectly equivalent to 

have a common starting point. JavaCC is faster than ANTLR, in fact after repeated 

measures it is capable to parse the expression in an average time less than 3ms, while 

ANTLR(version 4) takes over 60ms. 

 Generated code footprint 

Starting from the same code used to evaluate the performance, JavaCC and 

ANTLR require, for the generated code, a comparable footprint (less than 20KB). 



ANTLR however, due to runtime dependencies, requires adding into the project an 

external library that takes about 1 MB. 

 License 

Both parser generators are under BSD license. BSD provides high flexibility for 

the developers and minimum restrictions for the redistribution of the software.  

From this analysis, even if the features of JavaCC and ANTLR are comparable, the 

best performance in parsing and generation of the output source code, the smaller 

code footprint and the absence of runtime dependencies, have led us to select JavaCC 

as the parser generator to be used in the Data Collection Framework. 

The adoption of the JavaCC parser generator, requires a declarative description of 

the data structure. 

The declarative description of the data structure is provided via a grammar file (.jj) 

that describes the tokens and the relative semantics of the data to parse using an Ex-

tended-Backus-Naur Form [Errore. L'origine riferimento non è stata trovata.]. 

The following classes have been used to optimize the integration of the parser with 

the DCF: 

─ The TupleElement class, to represent a parsed value in the paradigm 

(Name,Type,Value); 

─ The Tuple class, to represent a collection of parsed events (TupleElement) 

─ The ConvertAndSend class, to format the data in the DCF format and to forward 

them to the data analysis module. 

The push and the pull operation mode have been implemented as shown in Fig. 2. 

 

Fig. 2. DCF push and pull mode. 

In the push mode, the DCF instantiates a SysLog server to receive data using the 

SysLog protocol. In this way a generic method is provided to receive data from exter-

nal sources and to integrate, with no overhead, sources that already use the SysLog 

format to log information. 

In the pull mode data are retrieved from a log file. This method is useful when the 

sources save information in log files. The input adapters will be responsible for gath-



ering data from the log files. This is implemented using a non-blocking (for the 

source) piped mechanism. In particular, the log file is read as a “RandomAccessFile” 

and, when it reaches the end of file, the reader goes into sleep mode for a pre-

configured amount of time. On wakeup, it checks if there have been any changes in 

the file. The raw data is read and is pushed to an output pipe, which is connected to an 

input pipe that is used as input by the parsers during the parsing phase. 

Ganglia Source.  

This adapter has been implemented to retrieve data from sources that already use 

the Ganglia monitoring system [8]. Ganglia is a scalable distributed monitoring sys-

tem for high-performance computing systems, such as clusters and Grids. Ganglia 

allows to monitor a lot of physical machine parameters defined as metrics with very 

low per-node overhead and high concurrency. The physical machine metrics that are 

of interest to the application can be measured by appropriately configuring Ganglia. 

This input adapter uses a TCP server hosted by Ganglia to retrieve all monitored data. 

DB source input adapter.  

This adapter has been implemented to retrieve data from a specific table of a data-

base. Typically, this adapter requires a trigger enabled on the table to be monitored in 

order to notify the adapter when a new value is ready. This adapter requires the table 

be ordered by means of an identifier of Integer type. This is needed to retrieve only 

new rows of the table. 

2.3 DCF output adapters 

The DCF provides the following output adapters to forward parsed data: 

 Lean Big Data CEP Adapter 

 Ganglia adapter 

 TCP JSON adapter 

New output adapter can be easily added to allow future extensions. It is worth not-

ing that at runtime multiple types of output adapters can be configured for each DCF 

instance. 

LDB CEP Output Adapter.  

This adapter is used to forward data to the Lean Big Data CEP using the LBD 

JCEPC driver. In particular, data are forwarded to a specific stream of a topology 

loaded into the LBD CEP. 

Ganglia Output Adapter.  

This adapter is used to forward data to the Ganglia monitoring system. It is useful 

to create specific metrics using the DCF data. This adapter can be used in a machine 

running Ganglia. 



TCP JSON Output Adapter.  

This adapter provides a general output adapter. It forwards data to a TCP server us-

ing the JSON format [9]. An example of the output format is provided in the code 

below. This example is about the output produced by a DCF configured with a Gan-

glia input adapter and a TCP JSON output adapter. The code shows that all metrics 

configured in Ganglia are forwarded to the destination in a generic JSON format. 

{"Type":"Long", "Attribute":"ganglia_timestamp", "Value":"1449740799000"}, 

{"Type":"String", "Attribute":"ganglia_IP", "Value":"127.0.0.1"},         

{"Type":"String", "Attribute":"ganglia_location", "Value":"192.168.10.206"}, 

{"Type":"Double", "Attribute":"cpu_user", "Value":"6.4"},                   

{"Type":"Double", "Attribute":"cpu_nice", "Value":"0.0"},              

{"Type":"Double", "Attribute":"load_five", "Value":"1.03"},             

{"Type":"Double", "Attribute":"cpu_system", "Value":"5.6"} 

 (2) 

2.4 DCF Processing At The Edge 

The “Processing At The Edge” (PATE) has been implemented using the State Ma-

chine Compiler technologies. This component is optional and can be enabled via a 

configuration file. 

The idea is that the user can perform simple processing operation on the collected 

data before forwarding them to the output adapter. This pre-processing task allows for 

an early detection of specific conditions end events, a reduction of the data stream 

volume, and the anonymization of the data with respect to privacy requirements. 

Many technological solutions have been evaluated, based on the following criteria: 

 Simple processing operation definable by the user 

 Low dependences 

 Low overhead 

 Good performance 

 JAVA support 

Based on the results of the evaluation process we adopted the Finite State Machine 

Approach. The user specifies the operations to perform on the data using a state ma-

chine description. Starting from the declarative description of the state machine the 

DCF generates and runs the corresponding finite state machine using the State Ma-

chine Compiler [3]. The template for writing a state machine is provided in the fol-

lowing code excerpt. 

%class Manager 

%import com.parser.Tuple 

%package com.stateMachine 

%start StateMachineMap::State1 

%fsmclass StateMachineName 

%map StateMachineMap 



%% 

State1 { 

  “transition(input: Tuple)[condition]  NextState 

    { actions…}” 

… 

} 

… 

StateN {…} 

%% 

In each state machine one or more states can be defined and each state is character-

ized by one or more transitions. Each transition has an input value of the Tuple type 

(i.e. a collection of parsed values), an activating condition (if the condition is true the 

transition is activated), a next state to be reached when the activating condition is 

satisfied, and a list of actions to be performed during the transition activation. The 

current implementation provides the following list of possible actions that can be 

performed while activating the transition: 

 send(Tuple) to forward event to the DCF Output Adapter; 

 print(Object) for debug purpose; 

 getIntField(Tuple, String) to retrieve an integer field form the input Tuple; 

 getStringField(Tuple, String); 

 getDoubleField(Tuple, String); 

 getTimestampField(Tuple, String); 

 getLongField(Tuple, String); 

 getFloatField(Tuple, String); 

 addToAVG(int index, double value), resetAVG(int index), getAVG(int index) a set 

of functionalities to allow the computation of average values. Many averages can 

be managed, and each average is identified by a numeric index; 

 incCounter(int index, int x), decCounter(int index, int x), getCounter(int index) a 

set of functionalities to allow the counting operation. Many counters can be man-

aged, and each counter is identified by a numeric index; 

 anonymize(Tuple tuple, String... name) to anonymize specific fields of the input 

tuple; 

 addField(Tuple tuple, String name, types type, Object value) to add a new field to 

the input tuple; 

 saveValue(String name, types type, Object value ), sendSavedData(String id), get-

IntSavedData(String name), getDoubleSavedData(String name), getLongSavedDa-

ta(String name) to save and retrieve data between states; 

 sendValue(String id, String name, types type, Object value) to forward specific 

value to the DCF Output Adapter. 



2.5 DCF configuration 

All the DCF functions are integrated in a single component which can be config-

ured via two configuration files, one for the input configuration and one for the 

PATE/output configuration. Both files are in XML format. 

Input file configuration: “ParserConf.xml” 

In this file, the input adapter, that should be used for the data acquisition, must be 

specified, only one input adapter can be specified for a single instance of the DCF. 

Table 1 presents the configuration files of the different input adapters to show all 

information needed for the DCF configuration. 

Table 1. Input configuration file examples 

File Input Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<configuration> 

  <log-source> 

<logFile>logFilePath</logFile> 

<history>false</history> 

  </log-source>  

  <grammar> grammar.jj </grammar> 

  <delay>5000</delay> 

</configuration> 

Syslog Input Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<configuration> 

  <syslog-source> 

<ip>127.0.0.1</ip> 

<port>1234</port> 

<protocol>tcp</protocol> 

  </syslog-source> 

  <grammar>grammar.jj</grammar> 

</configuration> 

Ganglia Input Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<configuration> 

  <ganglia-source> 

     <ip>127.0.0.1</ip> 

     <port>8649</port> 

  </ganglia-source>  

  <delay>5000</delay>  

</configuration> 

Data Base Input Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<configuration> 

   <db-source> 

       <ip>192.168.10.202</ip> 

       <port>5432</port> 

       <dbUser>postgres</dbUser> 

       <dbPwd>postgres</dbPwd> 

   </db-source>  

</configuration> 

PATE/Output file configuration: “Forwarding.xml” 

This file specifies the output adapters that should be used for data forwarding. This 

configuration file is used also to specify if the PATE module should be activated or 

not. If activated one or more state machine with relative output adapters (each state 

machine can have one or more output adapters) will be deployed. More output adapt-

ers can be activated at the same time and combination between output adapters and 

state machines can be achieved. Examples of this configuration file are reported in 

Table 2. 



Table 2. Output configuration file examples 

Lean Big Data CEP Output Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<forwarding> 

   <cep>  

      <topology> TopologyName     

</topology> 

      <input> input </input> 

   </cep> 

</forwarding> 

TCP JSON Output Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<forwarding> 

   <tcp-json> 

      <source-name> ganglia        

</source-name> 

      <ip>172.28.167.41</ip> 

      <port>2514</port>  

   </tcp-json> 

</forwarding> 

Ganglia and LBD CEP Output Adapter  

<?xml version="1.0" encoding="UTF-

8"?> 

<forwarding> 

   <ganglia> 

      <name> Rate </name> 

      <type> int  </type> 

      <group> DCF-Sensors</group> 

   </ganglia> 

 

   <cep>  

      <topology> TopologyName 

</topology> 

      <name> input </name> 

      <address> 127.0.0.1</address> 

   </cep> 

</forwarding> 

State Machine and LBD CEP Output 

Adapter 

<?xml version="1.0" encoding="UTF-

8"?> 

<forwarding> 

  <state-machine> 

     <name> FilterGanglia </name> 

     <forwarding> 

          <cep>  

       <topology>  

TopologyName  

            </topology> 

            <name> input </name> 

            <address> 127.0.0.1</address> 

         </cep> 

     </forwarding> 

  </state-machine> 

</forwarding> 

2.6 Data Collection Framework example 

The DCF is provided as a single runnable jar file with all dependencies included in 

the DCF Lib folder. The configuration files, the grammar and the state machines must 

be located in specific subfolders and in particular: 

• The configuration files must be located under the “configurationFiles” folder, 

• The state machine should be located under the “StateMachine” folder, 

• The grammar file must be located in the same folder of the DCF jar, 

• The subfolders “configurationFiles” and “StateMachine” must be located in 

the same folder of the DCF jar.  

An example of the typical DCF folder structure is described in Figure 3.3.    

  



 

Fig. 3. DCF folder structure 

Next, we describe an example of the configuration and execution of the DCF com-

ponent. The execution command of the DCF component is always the following one: 

java –jar DCF-NEW.jar 

Example: 

Input source: Ganglia Monitoring System (ip: 192.168.247.128; port: 8649; delay: 

5 seconds) 

PATE: FilterGanglia.sm  

Output: LBD CEP (Topology name: TopologyName; Input stream: inputStream) 

 

The configuration files related to this setup are reported in Table 3. The FilterGan-

glia state machine is a very simple state machine that operates a filter action over the 

input stream to forward only events with the “cpu_user” value greater than 50. The 

“cpu_user” is one of the metrics monitored by Ganglia (it represents the percentage of 

the CPU used by the user).  

Table 3. configuration files example 

<?xml version="1.0" encoding="UTF-

8"?> 

<configuration> 

   <ganglia-source> 

      <ip>192.168.247.128</ip> 

      <port>8649</port> 

   </ganglia-source>  

   <delay>5000</delay>  

</configuration> 

<?xml version="1.0" encoding="UTF-

8"?> 

<forwarding> 

  <state-machine> 

      <name> FilterGanglia </name> 

      <forwarding> 

         <cep>  

       <topology> TopologyName  

</topology> 

       <input> inputStream </input> 

         </cep> 

      </forwarding> 

    </state-machine> 

</forwarding> 

 

The corresponding state machine is described in Errore. L'autoriferimento non è va-

lido per un segnalibro.. 



Table 4. FilterGanglia 

%class Manager 

%import com.parser.Tuple 

%package com.stateMachine 

%start  StateMachineMap::Filter 

%fsmclass FilterGanglia 

%map  StateMachineMap 

%% 

Filter { 

 transition(input: Tuple)[ctxt.getFloatField(input, "cpu_user")> 50] 

 nil {  

                        print("Event Forwarded");     

           send(input); 

 } 

 transition(input: Tuple)[ctxt.getFloatField(input, "cpu_user")<=50] nil { 

                        print("Event Filtered"); 

 }     

} 

%% 

 

The execution result of the DCF with these configuration files is reported in Table 

5. Each 5 seconds all metrics monitored by Ganglia are acquired by the DCF and if 

the cpu_user value is greater than 50, they are forwarded to the input stream of the 

topology loaded in the LBD CEP. 

Table 5. Execution 

C:\Users\Luigi\Desktop\DCF-NEW\Example2>java -jar DCF-NEW.jar 

ParserManager Started 

Provided parameters: 

        Delay                   : 5000 

        Ganglia source 

                IP                      : 192.168.10.206 

                Port                    : 8649 

Forwarder name :state-machine 

        SM Name  :FilterGanglia 

                FW Name    :cep 

                        FW topology    :TopologyName 

                        FW input :inputStream 

Creating state machine :FilterGanglia 

SM generated!!! 

SM compiled with success 

--------------------------- 

State Machine in Start state 

--------------------------- 



Starting Ganglia Client ip: 192.168.10.206 port:8649 

Acquired values 

mem_shared 0 float 

machine_type x86 string 

proc_total 371 uint32 

… 

cpu_user 0.1 float 

cpu_nice 0.0 float 

load_five 0.01 float 

cpu_system 0.1 float 

============Send to SM: FilterGanglia========================== 

        SM Output: Event Filtered 

 

3 Conclusion 

This paper presents the final implementation of a Data Collection Framework. The 

proposed framework provides an integrated and modular framework for instrumenta-

tion and performance analysis that has been explicitly designed to support the Lean-

BigData project, but can be used also in different context. The collection framework 

includes a number of features for achieving high-throughput, such as being able to 

handle thousands asynchronous data streams as well as having processing capabilities 

at the edge. 
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Abstract. NoSQL systems are getting more popular and, for this rea-
son, they are constantly the target of performance evaluation and opti-
mization. The ability of these systems to scale better than traditional
relational databases, so much for being schema-less, motivates a large
set of applications to migrate their data to these systems, even without
the intention to exploit schema flexibility provided by NoSQL systems.
However, accessing structured data in schema-less systems is costly due
to provided flexibility, incurring in an increase of bandwidth usage and
thus overall performance degradation.
In this paper, we analyse this cost in Apache HBase, a distributed, open-
source and non-relational database. We propose a new operation named
Prepared Scan that optimizes access to data which follows a well-defined
and regular schema by taking advantage of this in the context of appli-
cations.
We evaluate its performance using an industry standard benchmark for
both non-relational and relational databases. The evaluation shows that
Prepared Scan improves throughput up to 25% while reducing network
bandwidth consumption up to 20%.

1 Introduction

In recent years, processed and exchanged data among connected devices grew
exponentially, leading traditional relational databases to reveal their limitations
in scaling properly. Those limitations leveraged the design and development of
more scalable database systems, namelly NoSQL data stores [1].

NoSQL data store is usually defined as non-relational database because of
the schema-less and “shared nothing” characteristics of stored data. Additionally,
they do not provide the Structured Query Language out-of-the-box as relational
databases do for querying data.

These systems favor data denormalization, which consists in duplicate por-
tions of data across multiple tables [2]. This allows data partition without any
dependency among resulting partitions that allocation to different nodes. There-
fore, these systems are able to scale horizontally by adding commodity nodes. In
contrast, it is not possible in relational databases without either increasing the
complexity of the applications or adding a middleware to manage a distributed
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architecture. Alternatively, many prefer to scale vertically, i.e, buying more ca-
pable hardware, for being an easier but however much more expensive solution
than horizontal scalability.

Once NoSQL data stores are schema-less, flexibility in data structure is also
one of the attractive features of NoSQL data stores, thus, it does not require a
strict schema specification. For instance, in row-oriented key-value data stores,
a subset of NoSQL data stores, is possible to dynamically change columns just
by inserting new key-value pairs.

However, flexibility is not always the main motivation of applications that
tend to migrate. Many applications firstly migrate from relational databases
to NoSQL databases exclusively for scalability purposes, keeping the previous
schema defined in a relational database. Existing tools, such as Apache Phoenix
and Cloudera Impala, also make migration easier by providing a common query
language, quite similar to Structured Query Language, over the simple set of
operations exposed in NoSQL systems: get, put, scan and delete. [3].

On the other hand, when migrated applications maintain a regular schema,
NoSQL systems constantly store and process redundant data. In particular,
meta-information, such as names of columns, is repeatedly stored, processed and
sent to client because these systems are unable to predict that meta-information
is related to all rows. Therefore, operations that deal with a lot of data, for
instance, the table’s scan operation, make more evident the negative impact in
performance associated with redundant meta-information.

In this paper, we focus on Apache HBase, a non-relational, distributed and
open-source database.

Using the standard benchmark Yahoo! Cloud Service Benchmark (YCSB), we
were able to verify that in Apache HBase, for each 20 bytes in column’s name, the
returned results of a scan operation with 10 columns increase bandwith usage up
to 12%. This behavior is common in schema-less databases and unevitable when
applications store its data under an undefined schema. However, in migrated
applications, sending meta-information that is already defined at first makes the
network a bottleneck because it is easy to reach its maximum bandwidth and,
in such way, degrades the performance.

It is an important problem in Apache HBase, despite being a component of
the biggest NoSQL applications like Facebook [4].

Contribution We present and evaluate the new operation Prepared Scan for
Apache HBase. It performs like native scan operation but decreases the amount
of data returned to client across the network by taking advantage of the well-
defined schema already known by application.

Roadmap The remainder of this paper is structured as follows. Section 2 is
a background section that describes HBase. Then we present Prepared Scan
methodology and how it interacts with HBase in Section 3, followed by its evalu-
ation using two standard industry benchmarks, in Section 4. Finally, we conclude
in Section 5.
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2 Background

NoSQL englobes a diverse set of databases technologies designed to grow with
data volume. In this paper, we focus on Apache HBase, one of the most successful
and widely used NoSQL databases [5].

2.1 Apache HBase

Apache HBase [6] is a distributed, scalable and open-source non-relational database.
Inspired by Google’s BigTable [7], it can be thought as a multi-dimensional sorted
map. This map is indexed by tuples composed by row key, column name and
timestamp, as illustrated of Figure 1.

Value
byte array

Time 

Stamp
int64

Column

Qualifier
byte array

Column

Family
string

Row

Key
byte array

Column

Key

Fig. 1: HBase key-value pair.

Row keys might have an unbounded and dynamic number of qualifiers grouped
into column families. Each column is identified by concatenating name of col-
umn family and qualifier’s byte array, i.e, family:qualifier. A set of rows forms a
table, being possible to create several tables. Both row key and value are arbi-
trary non-interpreted array of bytes. Data is mantained in a lexicographic order
first by row key, second by name of column family followed by qualifier and, in
descendent order, by timestamp.

For comprehension, in Figure 2, assume that presented ordered key-value
pairs are inserted in a database. Another representation is the logical view, i.e,
represent data as a table, where each cell is given by intersection of a row key and
a column. Additionally, timestamp may be used to represent a multi-dimensional
table, meaning that several versions of a cell might exist simultaneously. From
this point, we use “row” to denote a single row logical view.

Typically, column families are defined and created offline before store any
data. In contrast, qualifiers are dynamically created and deleted in runtime by
inserting new key-value pairs. Besides flexibility this approach provides, NoSQL
data store lacks the concept of schema. Thus, in every single operation that con-
sists in returning results, meta-information of each column is sent to client, even
if data is followig a regular schema, i.e., application doesn’t add new columns
when it inserts new key-value pairs. This is usually compared to denormalization
in traditional databases.
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(row-2, cfb:q1, ts1) -> value
(row-3, cfa:q2, ts2) -> value

Fig. 2: Logical view of data.

Keyspace is the full range of keys that may be horizontally partitioned by
regions, the scalable unit of HBase. After performing partition, resulting regions
can be distributed across several nodes named RegionServers, making them re-
sponsible for serving one or more regions of whole keyspace. All columns and
values of a given key belong to a single Region served by a single RegionServer.
Thus, by accessing a Region, all information for any key belonging to that Region
is read without communicating with other RegionServers.

In typical configurations, HBase runs on top of Hadoop Distributed File
System [8], a distributed file system inspired by Google File System [9]. Each
RegionServer is co-located with DataNode, a HDFS node responsible for serving
data, to promote locality of data. However, RegionServers might serve regions
that are stored remotely, degrading performance.

API To access stored data, HBase exposes a set of operations that is quite
common in other key-value data stores. This set of operations is available in
HTable interface that represents a connection to a single table. The available
operations are the following:

– get Get key-value pairs of a given row key;
– put Insert a key-value pair for existing or new row key;
– scan Get all key-value pairs in a row key range;
– delete Remove one or more key-value pairs;

In addition to usual key-value operations set, HBase also provides read-write-
modify operations to client in an atomic way, for instance, IncrementColumn-
Value increments a value of a key-value pair and CheckAndPut tests a boolean
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expression and if it is true, then inserts a new key-value pair. Both operations
take advantage of atomicity of each read and write operations in a single row,
regardless of the number of columns being read or written in it.

Coprocessors HBase has a very effective MapReduce integration but, in several
cases, pushing the computation to server side may improve performance because
servers are typically located with data they serve. To provide extensability of
current functionality, coprocessors are implemented in order to allow execution of
arbitrary code. Google Procotol Buffers is the data serialization library ellected
by HBase and must be used when a coprocessor is implemented. Two types of
coprocessors are available: observers and endpoints.

Observer coprocessor binds a piece of code to system events, for instance, it
can be the most suitable way to implement access control for client requests.
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Fig. 3: Endpoint coprocessor

On the other hand, endpoint coprocessors extend the client-server protocol
communication and thus remotely arbitrary code execution is allowed through
Remote Procedure Calls (RPC).

This kind of coprocessors is similar to stored procedures of traditional rela-
tional databases. From version 0.94.2, each RegionServer contains a region-level
shared map of type Map<String, Object>, where indexed key is an identifier
of state and object is an arbitrary stored state, making possible to keep state
between RPC calls.

Figure 3 shows the typical flow of endpoint coprocessor. First, client calls
coprocessor service in HTable interface for a given endpoint coprocessor. Then,
parallel RPC calls are triggered to one or more Regions according to target row
range. Each Region instantiates the called endpoint and, in its turn, executes
arbitrary code that possibly handle data in shared map. Once done, result is
then collected and associated with the name of current Region which is an array
of bytes. Finally, results are returned and interpreted by client.
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Configuration Parameters Many parameters are available in HBase config-
uration in order to improve performance, such as how to use of block cache and
bloom filters.

In particular, hbase.client.rpc.compressor configuration parameter allows to
set a compression algorithm in order to decrease the amount of data transmitted
between client and server. For instance, when a client executes a full scan in a
given table, since it may contains a lot of meta-information related to columns
and also redundant row keys in every single key-value pair, compressing all data
may improve network bandwidth usage.

However, using a compression algorithm will increase CPU usage since all
collected data must be compressed.

3 Prepared Scan

The native scan operation is optionally applied against a specific row range
and returns key-value pairs to client including all fields presented in background
section. This is still true even if the set of desired columns is passed to scan
operation, considering in this case that application knows how data is structured.
Because native scan does not consider the current schema of stored data, it
fetches and returns all fields of key-value pairs.

We present Prepared Scan, a new operation based on native scan that aims
to optimize query structured data in Apache HBase by taking advantage of
well-known schema by application. It extends the client-server communication
protocol through implementation of endpoint coprocessor interface.

Prepared Scan is performed in three steps: preparation, execution and con-
clusion.

– Preparation Data’s structure is sent by application to all Regions to pre-
pare the environment for execution;

– Execution Results are requested, optimized with respect to data structure
and then returned to client.

– Conclusion Finishes operation and free all resources used in execution step.

In this section, we present exposed application programming interface (API)
followed by the implementation of each one of three mentioned steps.

3.1 API

Since Prepared Scan performs accordingly to mentioned three steps: preparation,
execution and conclusion; the client interface was designed in order to match this
flow. Figure 4 shows the available methods.

To prepare the operation, prepare method must be called with Scan object,
an instance of native scan operation where, among other options, is mandatory
to specify columns for further optimization of returned results. Once finished,
the environment is ready for execution.
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interface PreparedScan {
PreparedScan prepare(Scan scan);
ResultScanner execute(byte[] startRow , byte[] stopRow ,

int caching);
void close();

}

Fig. 4: Prepared Scan client interface

The second step is performed through the execute method. It receives three
parameters: both startRow and endRow define the target row range where scan
will perform; caching hints how much rows should be returned in each result
set. At the end, as native scan does, it also returns a ResultScanner for further
result set iteration.

Moreover, execution step can be called several times with a single prepa-
ration. For instance, a client may scan data that respects the schema already
defined in preparation step but changing only row range throughout consecutive
executions. This allows to reuse specified schema, options and filters as well in
multiple executions without sending them again.

The conclusion step, given by close method, removes all state kept since
prepare step and free all allocated resources associated with client.

The Prepared Scan client interface is quite similar to native scan interface.
Therefore, it requires only very small changes to migrate from native scan to
this new optimized scan.

3.2 Implementation

Most of the Prepared Scan functionality falls into an endpoint coprocessor im-
plementation, which relies on Google Procotol Buffers for data serialization.

In this new operation, we follow the same approach as native scan follows
in terms of how results are returned to client. This means we only serialize
meta-information using Protocol Buffers and send results as they are. However,
natively, endpoint coprocessors force messages to be serialized utilizing Protocol
Buffers, degrading performance when operations returns a lot a of data. In order
to avoid it, we must use external connections to behave the same way as native
scan.

The following sections describe the flow of each Prepared Scan step including
client and server points of view.

First Step: Preparation The preparation is the first of three steps to perform
a Prepared Scan.

In this step, called through prepare, a connection to table where scan is
scoped is created. Through this connection, and since it is not possible to predict
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in which row range the Scan instance will be applied in further steps, it is
parallelly sent to all active Regions of the connected table.

When a Region receives a preparation message with Scan instance, it stores
it in the region-level shared map, indexed by an identification of client Finally,
it returns a message, serialized with Protocol Buffers library, to client.

Second Step: Execution Client executes the Prepared Scan with a given row
range and caching size. An execution request message containing those parame-
ters is sent to first eligible Region for the specified row range. In its turn, Region
merges parameters in Scan instance previously stored in preparation step which
result in a Scan instance ready for execution.

An InternalScanner, a scanner that executes under the scope of the Region-
Server, is then called with prepared Scan instance. Each returned result, namelly
row, is processed in order to remove meta-information. InternalScanner finishes
when either caching value is hit or there are no more results in current Region
that satisfy Scan parameters. When latter verifies, following eligible Regions are
the target of next iterations.

In the optimization phase, two important tasks are performed in each cell of
rows. First, each column is replaced by its index in respect with schema known
by both client and server. Secondly, row’s key is removed from all cells but first.
In the end of execution, cells got rid of column names and repeated row keys.

Meta

Row
…Meta Row

More

Results
boolean

Cells

Positions
int32 array

Cells

Count
int32

Row

Key
byte array

Meta Row

Fig. 5: Serialized results meta-information

Meta-information of optimized results is then built following the format illus-
trated in Figure 5. It shows a boolean first field, More Results, that represents
the existence or absence of more results in current Region, preventing another
RPC call to this end. This field is always false if InternalScanner was exhausted.
Followed by this field, for each row, three fields are included: Row Key is the row
key where cells belong to, Cells Count is number of cells of the row and, finally,
Cells Positions is a list of indexes for each cell in schema. Results themselves
are roughly reduced only to their timestamps, type of cell and values. All data
is then serialized using Protocol Buffers and then sent to client.

Results Rebuild Process Client reads meta-information of results from the end-
point coprocessor response and rebuild results themselves copying row key to all
its corresponding cells and replacing indexes with the actual names of columns.
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Third Step: Conclusion In the last step, conclusion step, all allocated re-
sources like created connection and stored Scan instance in preparation step
must be free.

To conclude execution, a close message request is sent to all Regions parallelly
and, once resources free and connections closed, a message from each Region is
returned to client that also closes its connection afterwards.

4 Evaluation

Prepared Scan is a new operation that performs similar to native scan devel-
oped in order to optimize returned results from an operation that usually re-
turns a large set of data. This optimization aims to tackle the high bandwidth
usage caused by redundant meta-information when application deals with a well-
defined schema.

In this section, we evaluate Prepared Scan and discuss results comparing
with native scan.

4.1 Scenario Setup

The experimental evaluation described in this paper was performed using three
machines with the specifications outlined in Table 1 and one node for clients. All
nodes are connected with 1Gbps network bandwidth.

Table 1: Hardware specifications
Resource Properties
Processor Intel(R) Core(TM) i3-2100 @ 3.10GHz
RAM 8 GBytes @ 1333MHz
Disk 250GB 7200RPM
Op. System Linux Ubuntu 64bits

Figure 6 illustrates the prepared distributed configuration, using Apache HBase
1.0.0 and HDFS 2.6.0 releases, for the benchmark. Two nodes acting as Region-
Servers, each with 4GB of heap, and one node acting as Master.

Co-located with each RegionServer, there is also a HDFS DataNode in order
to guarantee data locality. In its turn, the HDFS NameNode is allocated with
Master.

Moreover, client instances run in a single node with AMD Opteron (tm)
Processor 6172, 120GB RAM and a 7200 RPM hard disk.

We used Yahoo! Cloud Service Benchmark (YCSB), an industry benchmark
for relational and non-relational databases, to evaluate our proposal. The source
code of this benchmark was modified in order to allow the replacement of native
scan with Prepared Scan.
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Apache HBase 1.0.0

HDFS 2.6.0
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HDFS 2.6.0
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Fig. 6: Distributed configuration.

4.2 Results

In this proposal, we are presenting an optimization targeting bandwidth usage
optimization. We still want to get, at least, same performance as native scan.

We created a single table with a single family in HBase database. Afterwards,
it was populated with one million rows composed by ten qualifiers, reulting in
ten million key-value pairs. In each inserted key-value pair, value field is fixed
in 100 bytes and row key ranges from 5 and 10 bytes. Column’s size, the size of
column family plus qualifier, is fixed in 13 bytes. This roughly means that each
key-value pair ranges from 126 to 131 bytes, including timestamp field with 8
bytes.

A run consists in clients executing only Scan operations with static length of
one hundred rows. Caching hint is set to the exact amount of rows client expects
to collect, leading to collect all results in a single call.

Moreover, in order to understand how much Prepared Scan can improve
performance from native scan’s point of view, we excluded both preparation and
conclusion steps from measurements because they are executed exactly once per
client. We ran YCSB benchmark with 2, 4, 6, 8, 16, 32 and 64 clients.

Figure 7 shows the obtained results for native scan, that is our baseline, and
Prepared Scan.

Prepared Scan shows, in Figure 7a, a better throughput than Native Scan and
it becomes more evident when we increase the number of clients. Our approach
increases throughput up to 25% when compared to native scan.
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In terms of latency, in Figure 7b, Prepared Scan also behaves better than
native scan.

Finally, we have the most important metric that motivated our work. Fig-
ure 7c depicts how Prepared Scan decreases the amount of data sent to client.
We optimized this data by removing redundant column’s names and row keys,
which means that Prepared Scan, in this benchmark, uses less 20% of network
bandwith than native scan.

According to these results, Prepared Scan improves the overall performance
of scan operation by taking advantage of a well-defined schema.

5 Conclusion

In this paper, we proposed a new operation, Prepared Scan, for HBase that aims
to optimize table’s scan by decreasing the amount of data returned exchanged
between client and RegionServers. This operation process returned results, yet in
server-side, in order to remove repeated row keys and replacing column’s names
with corresponding indexes.

In Prepared Scan’s evaluation we presented, 20% of total data is removed,
as shown up in Section 4.2. Therefore, it immediatly improved throughput up
to 25%, even with the need to pre-process all data. That means that network
bandwith is a real bottleneck in non-relational database systems for this specific
scenario.

However, since Prepared Scan pre-processes data, we predict that when it
works with larger data, CPU may become a problem. It will be our concern in
further improvements.

This operation does not replace native scan and is implemented as a copro-
cessor endpoint. In such way, it is easily included in every HBase distribution.
Nonetheless, serialization in HBase is performed by Google Protocol Buffers,
which is a topic of discussion in community. Protocol Buffers consume a lot of
CPU with lots of data and we believe this proposal can be improved bypassing
some standard behaviors.

As final consideration, Prepared Scan does not intent to replace native scan.
It is an alternative to consider when schema is regular and already known by
application, which fits well in migrated applications from relational context.
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1 Abstract

With recent consolidation trends, it is today typical to run multiple applications on servers within
datacenters. Due to the diversity of applications and the lack of generic models for comprehension
of application behavior, data centers (DC) operators and providers cannot easily infer how well
an application is behaving, with respect to user-expectation. Therefore, they tend to resort to
application-level metrics that are not always easy to obtain via instrumentation.

In this work we examine how system-level metrics can be used to infer application behavior and
specifically performance degradation when mixed workloads are deployed on consolidated servers.
We introduce a lightweight and inexpensive monitoring framework that detects a performance
degradation of unknown applications by using only system level metrics. We examine more than
700 hardware and software level metrics and identify correlations with various application classes.
Using this analysis, we reduce these metrics to 24 useful metrics. Then, we use automated profiling
to establish acceptable baselines for applications and we monitor applications dynamically during
execution to identify any significant degradation. We evaluate our approach on ten benchmarks
of different categories (cpu, memory, I/O, and network intensive applications) and we find that
our approach is able to identify changes in application behavior without any specific knowledge
about the applications.

Keywords: Datacenter workloads, Workload characterization, Benchmarking, Performance
counters, Performance evaluation

2 Introduction

High level metrics (HLMs), such as cpu and memory utilization, are the dominant tools to monitor
and understand the behavior of systems and applications. This is a well-established approach
which every DC operator and administrator has adopted and provides valuable information for
the infrastructure behavior. HLMs are gathered from various sources related to the infrastructure,
such as hardware counters and operating system statistics.

On the other hand, this approach is unable to provide information about application per-
formance and behavior because typically multiple applications run on servers at any point in
time. This is particularly true today with virtualization and the current trend towards workload
consolidation.

Therefore, today it is not easy for providers to infer wether an application, treated as a
black box, performs in a manner that is desirable or acceptable to the user. However, providers
are required to make decisions on application placement (scheduling) as applications arrive,

1 Also with the Department of Computer Science, University of Crete, Greece.
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or migration depending on various conditions. Large scale providers, such as Amazon EC2 [1],
Google Compute Engine [3], Microsoft Windows Azure [5] and Rackspace [4] need to schedule
incoming applications in a manner that results in acceptable performance for customers without
over-provisioning resources. Amazon reports that it loses 1% of sales for an increase of 100ms in
response latency [2]. In addition, improved provisioning for applications is important not only for
financial reasons but also for infrastructure utilization and energy consumption.

The importance of achieving this composition contributes to the creation of many sophisticated
schedulers which contain profilers, migration techniques for aggressive VMs and anomaly detection
mechanisms [7]. It also led to many frameworks which use machine learning algorithms to classify
the normal and abnormal behavior of the workloads and to others which try to predict the expected
and unexpected behavior [9, 11, 14]. All these efforts denote the importance of understanding the
dynamic behavior of applications and the potential benefits of this understanding, in regard to
interference management in consolidated servers.

Today, the main way to monitor application performance remains the use of application-level
metrics. However, with increasing complexity and diversity in applications it becomes difficult
and impractical for providers to have visibility into application metrics. Therefore, an interesting
problem today is monitoring the performance and behavior of an application without requiring
applications-level metrics.

Our goal in this work is to examine how we can use system-level metrics during mixed workload
execution to infer information about individual applications. For instance, a server that is running
a number of VMs, can then pinpoint a VM that might be performing below expectation and flag
this VM for migration to another server. Similarly, such an approach could allow providers to
detect applications that are underprovisioned and that could benefit from more resources than
currently allocated, without examining specific application metrics.

In this paper we examine a large number of system level metrics, both from the hardware
and software sides, and how they correlated to application metrics for different application types.
We collect more than 700 metrics that include hardware counters, block device interface metrics,
and system calls. We distil these metrics down to a set of 24 useful metrics that present above
0.90 Pearson correlation coefficients for different kind of applications (cpu, memory, I/O, and
network intensive). We then use these metrics during a profiling phase for applications to infer an
acceptable baseline. Our profiling treats applications as black boxes and runs them in isolation on
dedicated infrastructure to ensure that there are adequate resources. Then, we monitor the useful
metrics during regular system operation for each workload and use the baseline measurements to
infer how close is each application to its acceptable behavior.

Our results show that in several runs of different application mixes, we are able to detect
performance degradation of specific applications in consolidated servers, without using application-
level metrics.

3 Analysis of metrics and framework for application behavior

inference

To understand if system-level metrics can be used to infer application behavior we perform the
following analysis.

3.1 Collection of metrics

First, we collect a large number of system level metrics, both at the hardware and the software
level. We use 128 hardware counters, 588 system call counters, 19 block device counters, and 58
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other OS-level metrics. We collect these metrics by using operf with appropriate parameters and
other OS-level sources, such as /proc. Specifically, for hardware performance counters there are
two issues:

– Only a subset of the counters can be observed duirng execution because there is limited
hardware resources. To address this issue we use an approach typically employed in profiling:
We set operf to capture as many counters as it can, typically 5-10, for an interval of a few
minutes, and then switch the set of monitored counters for the next interval. Between intervals
we keep one counter common so we can perform sanity checks and also to correlate the values
of different counters across intervals.

– How can hardware counters be attributed to each application. For this, we rely on operf,
which attributes the measured values of counters to specific processes during context switches.
We only need to associate processes to applications and then we are able to collect hardware
counters per application.

We calculate correlation between metrics by considering the two timeseries (one for each
metric) over a time interval. We use Pearson’s correlation coefficient [10], which is the covariance
of two variables X and Y, divided by the product of their standard deviation. X and Y are the
timeseries of the metric values.The result of this calculation is a value between +1 and -1, where 1
is high positive correlation, 0 means no correlation, and -1 is high negative correlation. From our
anlysis so far, we consider as strong correlation values from -0.8 to -1.0 and from 0.8 to 1.0.

3.2 Correlation of system level metrics to application metrics

To examine if system level metrics correlate to application level metrics, we profile a set of
benchmarks and applications with different characteristics for which we know their application-
level metrics. Table 1 shows the benchmarks we use. We select benchmarks that broadly belong
in four categories: cpu-intensive, memory-intensive, I/O-intensive, and network-intensive.

Category Benchmarks

cpu-intensive apache, sysbench cpu, tpc-h

memory-intensive blast, tpc-e, sysbench memory

I/O-intensive fio, sysbench I/O

network-intensive memcached, iperf

Table 1. List of benchmarks we use in each application category.

The server we use in our experiments for this profiling step is an Intel(R) Xeon(R) CPU
E5520 @2.27GHz with 8 CPU cores, each with two hyperthreads, and 24 GBytes of memory
with CentOS Linux release 7.2.1511. During profiling we collect metric samples every 10s.

Our profiling consists of two phases: In the first phase, each application is profiled separately,
in standalone mode on a server with “adequate” resources. This profling step aims to establish
a baseline of acceptable behavior, assuming that most applications when run on their own on
a single server will exhibit acceptable performance. In the second phase, we induce variability
in application behavior by running at the same time other, varying workloads. After collecting
application and system level metrics for both phases (standalone, consolidated) we examine
correlation between application and system level metrics.

Figure 1 shows the two profiling steps for tpc-e. In tpc-e the main metric of interest is
transactions/s (tps). We observe that during the first 140s, when tpc-e is running on its own,
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three hardware counters (L2_Rqsts_ifetches, Mem_Load_Retired, and BR_Miss_Pred_retired)
exhibit similar trends as transactions/s. From 140s to 167s, when apache is running as well, we
see that tpc-e performance is not affected. Additionally, we see that the hardware counters exhibit
the same trends as tps. In the third interval, when fio is added to the load, there is a slight
deviation in tps and hardware counters follow the same trend. Finally, when blast is added, after
360s, tpc-e performance changes drammatically and so do the values of hardware counters. At
this point tpc-e performance drops from 6.97 tps to 0.82 tps.
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Figure 1. Tpc-e with apache, fio, and blast.

Correlation with TpS
Workload Time intervals in s

TPC-E +Apache +Fio +Blast 364 - 380 381 - 396 397 - 463

L2_RQSTS:ifetches -0.07 -0.14 0.14 0.90 0.49 0.66 0.043

MEM_LOAD_RETIRED -0.07 -0.14 0.25 0.91 0.49 0.65 0.065

BR_MISS_PRED_RETIRED -0.04 -0.14 0.16 0.91 0.50 0.64 0.046

Table 2. The first four columns show correlation coefficients of three hardware counters with respect to

tpc-e TpS when run in standalone mode and then when adding more load. Columns are cumulative, so

the last column represents a run where tpc-e runs alongside apache, fio, and blast. The last three columns

show correlation between the same hardware counters and TpS for different intervals.

Table 2 shows the correlation among the three hardware counters and tps as load increases,
including the full interval from the start of tpc-e. The first column indicates correlation between
hardware counters and tps during the period tpc-e runs on its own, the second column during this
period and the next when tpc-e is run alongside apache, and so on. The last three columns show
correlation of hardware counters and tps for each interval separately. We see that correlation is
high only the interval over which counters are calculated includes large variations in performance,
e.g. the interval when blast is added to the workload.

This implies that system level metrics correlate well to application metrics when there is
variation in application performance. Therefore, if we compare system level metrics when an
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application is running in standalone mode (baseline) with system level metrics for the application
when running with other applications in a consolidated environment, we can infer large variations
in application performance. Additionally, we see that correlation coefficients also indicate the
magnitude of the deviation, in this case performance degradation (in tps), throughout the run as
workload increases.

Table 2 shows that correlation coefficients in different time intervals seem to indicate the
degree of performance deviation. Most of the times in our experiments, an application which
runs in isolation has no noticeable deviations until the degradation and for this time interval
correlation coefficients are close to zero. In the case of cpu intensive applications, Figure 2 (a),
the correlation coefficient until the degradation is 0.60. In the time interval of the degradation is
0.97 and the last 50 seconds is close to 0.02.

We also note that the same system level metrics follow both positive and negative trends
and the correlation coefficients adjust accordingly. In Table 1 we see that the next 16s after the
drop at 364s, hardware counter values follow the increase in tps, with a correlation value of 0.50
calculated only over the 16s interval.

Therefore, we believe that (a) system-level metrics when measured individually for applications
correlate with application-level metrics when there are variations, and (b) system-level metrics
can track both improvements and degradation of application performance.

In addition to tpc-e we perform this profiling step for a number of other benchrmarks and
workload mixes. In Figure 2 we show part of our results for an I/O, memory, cpu, and network
intensive application which initially are running in isolation and then endure an interference from
a second application. Metrics are normalized for sake of clarity and the correlation coefficients
are higher than 0.90.

(a) cpu (b) net

(c) mem (d) io

Figure 2. Metric correlation for cpu, memory, I/O, and network intensive workloads.
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3.3 Reduction of metrics

After profiling a number of applications in different senarios, we reduce the system level metrics
from the initial set of about 700 metrics to 24. Table 3 shows the set of 24 metrics that exhibit
correlation with application level metrics for all the workloads we examine. We also identify for
each system level metric for what type of application it exhibits correlation.

Most of these metrics are common across the different application types. For instance, hardware
counters for misspredicted branches, instruction queue writes, L1D references, and instructions
retired are higher than 0.90 in cpu, memory, and network intensive benchmarks. I/O intensive
applications exhibit correlation with one hardware counter, I/O transactions, with correlation
higher than 0.90. However, we found that eight OS metrics from the block layer, have correlation
higher than 0.90 for I/O intesive workloads, hence we include four of them in our set.

Based on our results, we compile a set of 24 system-level metrics based on the correlations we
observe across application types, as shown in Table 3.

Name Appl. type Description

BR_INST_RETIRED cpu, mem, net branch instructions retired

BR_MISS_PRED_RETIRED cpu, mem, net mispredicted branches retired

CPU_CLK_UNHALTED net clock cycles when not halted

DTLB_LOAD_MISSES cpu dtlb page walks

INST_QUEUE_WRITES cpu, mem, net instructions written into the

instruction queue every cycle

INST_QUEUE_WRITES_CYCLES cpu, mem, net cycles during which instructions

are written to the instruction queue

INST_RETIRED cpu, mem, net instructions retired

IO_TRANSACTIONS cpu, io completed I/O transactions

L1D cpu, mem, net lines brought from/to the L1 data cache

L1D_ALL_REF cpu, mem, net all references to the L1 data cache

L1D_WB_L2 cpu, mem, net L1 writebacks to the L2

L1I cpu, mem, net L1i instruction cache accesses

L2_LINES_IN cpu, net cache lines allocated in the L2

cache in various states

L2_RQSTS:ifetches cpu, net all instruction fetches

L2_TRANSACTIONS cpu, mem, net L2 transactions

LLC_MISSES cpu last level cache demand requests

from this core that missed the LLC

LONGEST_LAT_CACHE cpu, net LLC cache reference latencies

MEM_LOAD_RETIRED cpu, mem, net retired loads

RESOURCE_STALLS cpu, net allocator resource related stalls

L1D_CACHE_ST net L1 data cache stores

block:block_rq_insert io determine which device and sectors the pending operations would access

block:block_bio_queue io about to place the new io block operation inte queue

block:block_bio_remap io an operation for a logical device has been mapped to the raw block device

block:block_rq_complete io indicates the portion of request has been completed by the device driver

Table 3. The set of (twenty) counters that present high correlation with application metrics for different

application types.

3.4 Framework for inferring application behavior

The framework we propose for inferring application behavior in consolidated environment uses the
following components. When a new application arrives for the first time in the system, we profile
the application on a dedicated server with adequate resources for the tasks of the application.
We use the baseline performance of an application in standalone mode to detect performance
variations via system-level metrics only.
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We observe that system level metrics which are high correlated with application level metrics,
are also high correlated with each other. This finding facilitates us to use only high correlated
system metrics for each application and proceed to more accurate analysis. The comparision with
system level metrics during standalone execution assumes that when an application is run on its
own, the performance it achieves is considered acceptable by users. We believe this is a reasonable
assumption in modern infrastructures.

During a standalone application execution, we measure the system level metrics of our set,
Table 3 and we record these measurements as the expected application behavior.

For each OS metric, we calculate the mean (µ) and standard deviation (σ) of the first ten
samples (s). As a sample we consider the values of our sets’ counters every ten seconds. Based
on our experiments we have seen that ten samples are sufficient to capture application behavior
and form its baseline performance. The consolidated server, which also monitors the specific
application, feeds our framework with new samples.

We check every new subsequent sample, of the consolidated server, if it is within the range
s < µ ± 2σ < s that has been defined during the standalone application execution. Two sigmas
correspond to 95% which we consider a reasonable threshold, when there is no SLA to define an
alternative accepted behavior.

Whenever more than the 65% of the high correlated counters lie out of the defined range,
we raise a flag about application behavior. We have decided to raise a flag on this percentage,
instead of using just one system metric, in order to eliminate potential false positives.

Figure 3 illustrates the main components and steps of the framework.

Figure 3. Diagram for inferring application behavior

4 Related Work

Therea are two main approaches in monitoring application’s performance. Either providing insight
on the sensitivity of applications to resource contention by running various benchmarks prior to



8 Dimitris Ganosis, Yannis Sfakianakis1, Manolis Marazakis, and Angelos Bilas1

deployment [6,12], or providing insight for the performance by monotoring the application during
the execution time. Requiring from the administrator to have access to co-located VMs prior to
deployment is usual [8, 11, 16]. In both cases, there is no usage of hardware counters in order to
monitor the performance of individual aplications.

Recently, there have been efforts to identify and manage interference in consolidated servers,
based on system-level metrics. Understanding the behavior of a system in which a diverse set of
applications is running is critical.

It facilitates to generate alerts when certain conditions are met, migrate aggressive VMs [13]
or classifying the workloads and estimate an interference index [15].

Although, these approaches are limited to the performance of a system, without the ability to
capture the performance of individual applications.

5 Conclusions and Future Work

In this work we examine how system level metrics can be used to infer application performance
degradation in consolidated environments.

The current trends towards consolidation lead providers to run multiple applications on
datacenter servers, in an effort to increase infrastructure efficiency. However, consolidation causes
interference and application performance degradation. Therefore, there is a tendency to keep the
degree of consolidation low, so that user experience does not deteriorate significantly.

Therefore, in consolidated servers, it is important for the providers to track application
behavior as new applications are co-located in each server. Application behavior is best tracked
directly with application-level metrics. However, with the diveristy of modern applications, it is
difficult for providers to have visibility into individual applications.

In this work, we examine how performance degradation of individual applications can be
detected in consolidated environments via system level metrics. We collect and examine about
700 metrics that are available in modern servers. We then reduce these metrics to a set of 24 that
exhibits high correlation with application behavior for different application classes (cpu, memory,
I/O and network intensive). We then introduce an automated profiling step, where individual
applications are profiled with adequate server resources and we form a baseline for acceptable
application behavior. Then, we monitor applications during execution in consolidated servers and
we use the profiler baseline to infer any performance degradation.

Our results show that our approach is able to detect application degradation without any
application-specific knowledge and is able to pinpoint applications that exhibit problematic
behavior in consolidated environments.

As future work, we plan to examine more thoroughly larger classes of applications under
different consolidation conditions. We also intend to expand our work towards detecting the
causes of deviations from expected behavior so providers can also take corrective actions on the
infrastructure side.
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ABSTRACT
Building cloud data-intensive applications often requires us-
ing multiple data stores (NoSQL, HDFS, RDBMS, etc.).
However, the wide diversification of data store interfaces
makes it difficult to integrate data from multiple data stores.
This problem has motivated the design of a new generation
of systems, called multistore systems, which provide inte-
grated or transparent access to a number of cloud data stores
through one or more query languages. In this paper, we
give a taxonomy of multistore systems, based on their archi-
tecture, data model, query languages and query processing
techniques. To ease comparison, we divide multistore sys-
tems based on the level of coupling with the underlying data
stores, i.e. loosely-coupled, tightly-coupled and hybrid.

Keywords
Cloud data stores, Multistore systems, Multidatabase sys-
tems, Query processing.

1. INTRODUCTION
A major trend in data management for the cloud is the

understanding that there is “no one size fits all” solution.
Thus, there has been a blooming of different cloud data
management solutions, specialized for different kinds of data
and tasks and able to perform orders of magnitude better
than traditional relational DBMS (RDBMS). Examples of
new data management technologies include distributed file
systems (e.g. GFS and HDFS), NoSQL data stores (e.g.
Dynamo, Bigtable, Hbase, Mongodb, Neo4j), and data pro-
cessing frameworks (e.g. MapReduce, Spark).

This has resulted in a rich offering of services that can
be used to build cloud data-intensive applications that can
scale and exhibit high performance. However, this has also
led to a wide diversification of data store interfaces and the
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loss of a common programming paradigm. Thus, this makes
it very hard for a user to build applications that use multiple
data stores, e.g. relational, document and graph databases.

The problem of accessing heterogeneous data sources, i.e.
managed by different data management systems such as
RDBMS or XML DBMS, has long been studied in the con-
text of multidatabase systems [14] (also called federated
database systems, or more recently data integration sys-
tems [6]). Most of the work on multidatabase query process-
ing has been done in the context of the mediator-wrapper
architecture, using a declarative, SQL-like language. The
mediator-wrapper architecture allows dealing with three ma-
jor properties of the data sources: distribution (i.e. located
at different sites), heterogeneity (i.e. with different data
models and languages) and autonomy (i.e. under local con-
trol) [14].

The state-of-the-art solutions for multidatabase query pro-
cessing can be useful to transparently access multiple data
stores in the cloud. However, operating in the cloud makes
it quite different from accessing data sources on a wide-area
network or the Internet. First, the kinds of queries are dif-
ferent. For instance, a web data integration query, e.g. from
a price comparator, could access lots of similar web data
sources, whereas a cloud query should be on a few but quite
different cloud data stores and the user needs to have access
rights to each data store. Second, both mediator and data
source wrappers can only be installed at one or more servers
that communicate with the data sources through the net-
work. However, operating in a cloud, where data stores are
typically distributed over the nodes of a computer cluster,
provides more control over where the system components
can be installed and thus, more opportunities to design an
efficient architecture.

These differences have motivated the design of more spe-
cialized multistore systems [11] (also called polystores [7])
that provide integrated access to a number of cloud data
stores through one or more query languages. Several multi-
store systems are being built, with different objectives, ar-
chitectures and query processing approaches, which makes
it hard to compare them. To ease comparison, we divide
multistore systems based on the level of coupling with the
underlying data stores, i.e. loosely-coupled, tightly-coupled
and hybrid.

Loosely-coupled systems are reminiscent of multidatabase
systems in that they can deal with autonomous data stores,
which can then be accessed through the multistore system
common language as well as separately through their local
language.



Tightly-coupled systems trade autonomy for performance,
typically in a shared-nothing cluster, so that data stores
can only be accessed through the multistore system, directly
through their local language.

Hybrid systems tightly-couple some data stores, typically
an RDBMS, and loosely-couple some others, typically HDFS
through a data processing framework like MapReduce or
Spark.

In this paper, we give a taxonomy of multistore systems,
based on this classification. For each class, we introduce
a generic architecture, and discuss representative systems.
Then, we give a comparative analysis of these systems, based
on their architecture, data model, query languages and query
processing techniques.

2. LOOSELY-COUPLED MULTISTORE SYS-
TEMS

Loosely-coupled multistore systems are reminiscent of mul-
tidatabase systems in that they can deal with autonomous
data stores, which can be accessed through the multistore
system common interface as well as separately through their
local API. They follow the mediator-wrapper architecture
with several data stores (e.g. NoSQL and RDBMS) as de-
picted in Figure 1. Each data store is autonomous, i.e. lo-
cally controlled, and can be accessed by other applications.
Like web data integration systems that use the mediator-
wrapper architecture, the number of data stores can be very
high.

There are two main modules: one query processor and one
wrapper per data store. The query processor has a catalog
of data stores, and each wrapper has a local catalog of its
data store. After the catalogs and wrappers have been built,
the query processor can start processing input queries from
the users, by interacting with wrappers. The typical query
processing is as follows:

1. Analyze the input query and translate it into sub-
queries (one per data store), each expressed in a com-
mon language, and an integration subquery.

2. Send the subqueries to the relevant wrappers, which
trigger execution at the corresponding data stores and
translate the results into the common language format.

3. Integrate the results from the wrappers (which may
involve executing operators such union and join), and
return the results to the user. We describe below
three loosely-coupled multistore systems: BigIntegra-
tor, Forward and Qox.

BigIntegrator
BigIntegrator [19] supports SQL-like queries that combines
data in Bigtable data stores in the cloud and data in rela-
tional data stores. Bigtable is accessed through the Google
Query Language (GQL), which has very limited query ex-
pressions, e.g. no join and only basic select predicates. To
capture GQL’s limited capabilities, BigIntegrator provides a
novel query processing mechanism based on plugins, called
absorber and finalizer, which enable to pre and post-process
those operations that cannot be processed by Bigtable. For
instance, a “LIKE” select predicate on a Bigtable or a join of
two Bigtables will be processed through operations in Big-
Integrator’s query processor.

Figure 1: Loosely-coupled multistore systems

BigIntegrator uses the Local-As-View (LAV) approach for
defining the global schema of the Bigtable and relational
data sources as flat relational tables. Each Bigtable or rela-
tional data source can contain several collections, each rep-
resented as a source table of the form “table-name source-
name”, where table-name is the name of the table in the
global schema and source-name is the name of the data
source. For instance, “Employees A” represents an Employ-
ees table at source A, i.e. a local view of Employees. The
source tables are referenced as tables in the SQL queries.

The architecture of BigIntegrator consists of two data
sources, one relational database and one Bigtable data store.
Each wrapper has an importer module and absorber and fi-
nalizer plug-ins. The importer creates the source tables and
stores them in the local catalog. The absorber extracts a
subquery, called access filter, from a user query that selects
data from a particular source table, based on the capabili-
ties of the source. The finalizer translates each access filter
(produced by the absorber) into an operator called interface
function, specific for each kind of source. The interface func-
tion is used to send a query to the data source (i.e. a GQL
or SQL query).

Query processing is performed in three steps, using an ab-
sorber manager, a query optimizer and a finalizer manager.
The absorber manager takes the (parsed) user query and,
for each source table referenced in the query, calls the cor-
responding absorber of its wrapper. In order to replace the
source table with an access filter, the absorber collects from
the query the source tables and the possible other predicates,
based on the capabilities of the data source. The query op-
timizer reorders the access filters and other predicates to
produce an algebra expression that contains calls to both ac-
cess filters and other relational operators. It also performs
traditional transformations such as select push down and
bind join The finalizer manager takes the algebra expression
and, for each access filter operator in the algebra expression,
calls the corresponding finalizer of its wrapper. The finalizer
transforms the access filters into interface function calls.

Finally, query execution is performed by the query pro-
cessor that interprets the algebra expression, by calling the
interface functions to access the different data sources and
executing the subsequent relational operations, using in-
memory techniques.



Forward
The Forward multistore system, or so-called Forward mid-
dleware in [13], supports SQL++, an SQL-like language de-
signed to unify the data model and query language capa-
bilities of NoSQL and relational databases. SQL++ has a
powerful, semi-structured data model that extends both the
JSON and relational data models. FORWARD also provides
a rich web development framework [8], which exploits its
JSON compatibility to integrate visualization components
(e.g. Google Maps).

The design of SQL++ is based on the observation that the
concepts are similar across both data models, e.g. a JSON
array is similar to an SQL table with order, and an SQL tu-
ple to a JSON object literal. Thus, an SQL++ collection is
an array or a bag, which may contain duplicate elements. An
array is ordered (similar to a JSON array) and each element
is accessible by its ordinal position while a bag is unordered
(similar to a SQL table). Furthermore, SQL++ extends the
relational model with arbitrary composition of complex val-
ues and element heterogeneity. As in nested data models,
a complex value can be either a tuple or collection. Nested
collections can be accessed by nesting SELECT expressions
in the SQL FROM clause or composed using the GROUP
BY operator. They can also be unnested using the FLAT-
TEN operator. And unlike an SQL table that requires all
tuples to have the same attributes, an SQL++ collection
may also contain heterogeneous elements comprising a mix
of tuples, scalars, and nested collections.

Forward uses the Global-As-View (GA approach, where
each data source (SQL or NoSQL) appears to the user as
an SQL++ virtual view, defined over SQL++ collections.
Thus, the user can issue SQL++ queries involving multiple
virtual views. The Forward architecture includes a query
processor and one wrapper per data source. The query pro-
cessor performs SQL++ query decomposition, by exploit-
ing the underlying data store capabilities as much as possi-
ble. However, given an SQL++ query that is not directly
supported by the underlying data source, Forward will de-
compose it into one or more native queries that are sup-
ported and combine the native query results in order to
compensate for the semantics or capabilities gap between
SQL++ and the underlying data source. Although not de-
scribed in the original paper [13] cost-based optimization
of SQL++ queries is possible, by reusing techniques from
multidatabase systems when dealing with flat collections.
However, it would be much harder considering the nesting
and element heterogeneity capabilities of SQL++.

QoX
QoX [16] is a special kind of loosely-coupled multistore sys-
tem, where queries are analytical data-driven workflows (or
data flows) that integrate data from relational databases,
and various execution engines such as MapReduce or Extract-
Transform-Load (ETL) tools. A typical data flow may com-
bine unstructured data (e.g. tweets) with structured data
and use both generic data flow operations like filtering, join,
aggregation and user-defined functions like sentiment anal-
ysis and product identification. In a previous work [15], the
authors proposed a novel approach to ETL design that in-
corporates a suite of quality metrics, termed QoX, at all
stages of the design process. The QoX Optimizer deals with
the QoX performance metrics, with the objective of opti-
mizing the execution of dataflows that integrate both the

back-end ETL integration pipeline and the front-end query
operations into a single analytics pipeline.

The QoX Optimizer uses xLM, a proprietary XML-based
language to represent data flows, typically created with some
ETL tool. xLM allows capturing the flow structure, with
nodes showing operations and data stores and edges inter-
connecting these nodes, and important operation proper-
ties such as operation type, schema, statistics, and param-
eters. Using appropriate wrappers to translate xLM to a
tool-specific XML format and vice versa, the QoX Optimizer
may connect to external ETL engines and import or export
dataflows to and from these engines.

Given a data flow for multiple data stores and execution
engines, the QoX Optimizer evaluates alternative execution
plans, estimates their costs, and generates a physical plan
(executable code). The search space of equivalent execution
plans is defined by flow transformations that model data
shipping (moving the data to where the operation will be ex-
ecuted), function shipping (moving the operation to where
the data is), and operation decomposition (into smaller op-
erations). The cost of each operation is estimated based
on statistics (e.g. cardinalities, selectivities). Finally, the
QoX Optimizer produces SQL code for relational database
engines, Pig and Hive code for MapReduce engines, and cre-
ates Unix shell scripts as the necessary glue code for orches-
trating different subflows running on different engines. This
approach could be extended to access NoSQL engines as
well, provided SQL-like interfaces and wrappers.

3. TIGHTLY-COUPLED MULTISTORE SYS-
TEMS

Tightly-coupled multistore systems aim at efficient query-
ing of structured and unstructured data for (big) data an-
alytics. They may also have a specific objective, such as
self-tuning or integration of HDFS and RDBMS data. How-
ever, they all trade autonomy for performance, typically in
a shared-nothing cluster, so that data stores can only be ac-
cessed through the multistore system, directly through their
local API.

Like loosely-coupled systems, they provide a single lan-
guage for querying of structured and unstructured data.
However, the query processor directly uses the data store
local interfaces (see Figure 2), or in the case of HDFS, it in-
terfaces a data processing framework such as MapReduce or
Spark. Thus, during query execution, the query processor
directly accesses the data stores. This allows efficient data
movement across data stores. However, the number of data
stores that can be interfaced is typically very limited.

In the rest of this section, we describe three representative
tightly-coupled multistore systems: Polybase, HadoopDB
and Estocada. Two other interesting systems are Odyssey
and JEN. Odyssey [9] is a multistore system that can work
with different analytic engines, such as parallel OLAP sys-
tem or Hadoop. It enables storing and querying data within
HDFS and RDBMS, using opportunistic materialized views,
based on MISO [12]. MISO is a method for tuning the physi-
cal design of a multistore system (Hive/HDFS and RDBMS),
i.e. deciding in which data store the data should reside, in or-
der to improve the performance of big data query processing.
The intermediate results of query execution are treated as
opportunistic materialized views, which can then be placed
in the underlying stores to optimize the evaluation of sub-



Figure 2: Tightly-coupled multistore systems

sequent queries. JEN [18] is a component on top of HDFS
to provide tight-coupling with a parallel RDBMS. It allows
joining data from two data stores, HDFS and RDBMS, with
parallel join algorithms, in particular, an efficient zigzag join
algorithm, and techniques to minimize data movement. As
the data size grows, executing the join on the HDFS side
appears to be more efficient.

Polybase
Polybase [5] is a feature of the SQL Server Parallel Data
Warehouse (PDW) product, which allows users to query un-
structured (HDFS) data stored in a Hadoop cluster using
SQL and integrate them with relational data in PDW. The
HDFS data can be referenced in Polybase as external ta-
bles, which make the correspondence with the HDFS file on
the Hadoop cluster, and thus be manipulated together with
PDW native tables using SQL queries Polybase leverages the
capabilities of PDW, a shared-nothing parallel DBMS. Us-
ing the PDW query optimizer, SQL operators on HDFS data
are translated into MapReduce jobs to be executed directly
on the Hadoop cluster. Furthermore, the HDFS data can
be imported/exported to/from PDW in parallel, using the
same PDW service that allows shuffling PDW data among
compute nodes.

Polybase takes advantage of PDW’s Data Movement Ser-
vice (DMS), which is responsible for shuffling intermediate
data across PDW nodes, e.g. to repartition tuples, so that
any matching tuples of an equi-join be collocated at the same
computing node that performs the join. DMS is extended
with an HDFS Bridge component, which is responsible for
all communications with HDFS. The HDFS Bridge enables
DMS instances to also exchange data with HDFS in parallel
(by directly accessing HDFS splits).

Polybase relies on the PDW cost-based query optimizer
to determine when it is advantageous to push SQL oper-
ations on HDFS data to the Hadoop cluster for execution.
Thus, it requires detailed statistics on external tables, which
are obtained by exploring statistically significant samples of
HDFS tables. The query optimizer enumerates the equiv-
alent QEPs and select the one with least cost. The search
space is obtained by considering the different decompositions
of the query into two parts: one to be executed as MapRe-
duce jobs at the Hadoop cluster and the other as regular
relational operators at the PDW side. MapReduce jobs can
be used to perform select and project operations on external
tables, as well as joins of two external tables. However, no
bind join optimization is supported. The data produced by

the MapReduce jobs can then be exported to PDW to be
joined with relational data, using parallel hash-based join
algorithms.

One strong limitation of pushing operations on HDFS
data as MapReduce jobs is that even simple lookup queries
have long latencies. A solution proposed for Polybase [17] is
to exploit an index built on the external HDFS data using
a B+-tree that is stored inside PDW. This method lever-
ages the robust and efficient indexing code in PDW without
forcing a dramatic increase in the space that is required to
store or cache the entire (large) HDFS data inside PDW.
Thus, the index can be used as a pre-filter by the query
optimizer to reduce the amount of work that is carried out
as MapReduce jobs. To keep the index synchronized with
the data that is stored in HDFS, an incremental approach is
used which records that the index is out-of-date, and lazily
rebuilds it. Queries posed against the index before the re-
build process is completed can be answered using a method
that carefully executes parts of the query using the index in
PDW, and the remaining part of the query is executed as a
MapReduce job on just the changed data in HDFS.

HadoopDB
The objective of HadoopDB [1] is to provide the best of
both parallel DBMS (high-performance data analysis over
structured data) and MapReduce-based systems (scalability,
fault-tolerance, and flexibility to handle unstructured data)
with an SQL-like language (HiveQL). To do so, HadoopDB
tightly couples the Hadoop framework, including MapRe-
duce and HDFS, with multiple single-node RDBMS (e.g.
PostgreSQL or MySQL) deployed across a cluster, as in a
shared-nothing parallel DBMS.

HadoopDB extends the Hadoop architecture with four
components: database connector, catalog, data loader, and
SQL-MapReduce-SQL (SMS) planner. The database con-
nector provides the wrappers to the underlying RDBMS,
using JDBC drivers. The catalog maintains information
about the databases as an XML file in HDFS, and is used
for query processing. The data loader is responsible for
(re)partitioning (key, value) data collections using hashing
on a key and loading the single-node databases with the
partitions (or chunks). The SMS planner extends Hive, an
Hadoop component that transforms HiveQL into MapRe-
duce jobs that connect to tables stored as files in HDFS. This
architecture yields a cost-effective parallel RDBMS, where
data is partitioned both in RDBMS tables and in HDFS
files, and the partitions can collocated at cluster nodes for
efficient parallel processing.

Query processing is simple, relying on the SMS planner
for translation and optimization, and MapReduce for execu-
tion. The optimization consists in pushing as much work as
possible into the single node databases, and repartitioning
data collections whenever needed. The SMS planner de-
composes a HiveQL query to a QEP of relational operators.
Then the operators are translated to MapReduce jobs, while
the leaf nodes are again transformed into SQL to query the
underlying RDBMS instances. In MapReduce, repartition-
ing should take place before the reduce phase. However, if
the optimizer detects that an input table is partitioned on a
column used as aggregation key for Reduce, it will simplify
the QEP by turning it to a single Map-only job, leaving all
the aggregation to be done by the RDBMS nodes. Similarly,
repartitioning is avoided for equi-joins as well, if both sides



of the join are partitioned on the join key.

Estocada
Estocada [4] is a self-tuning multistore system with the goal
of optimizing the performance of applications that must deal
with data in multiple data models, including relational, key-
value, document and graph. To obtain the best possible per-
formance from the available data stores, Estocada automat-
ically distributes and partitions the data across the different
data stores, which are entirely under its control and hence
not autonomous. Hence, it is a tighly-coupled multistore
system.

Data distribution is dynamic and decided based on a com-
bination of heuristics and cost-based decisions, taking into
account data access patterns as they become available. Each
data collection is stored as a set of partitions, whose content
may overlap, and each partition may be stored in any of the
underlying data stores. Thus, it may happen that a partition
is stored in a data store that has a different data model than
its native one. To make Estocada applications independent
of the data stores, each data partition is internally described
as a materialized view over one or several data collections.
Thus, query processing involves view-based query rewriting.

Estocada support two kinds of requests, for storing data
and querying, with three main modules: storage advisor,
catalog, query processor and execution engine. These com-
ponents can directly access the data stores through their
local interface. The query processor deals with single model
queries only, each expressed in the query language of the cor-
responding data source. However, to integrate various data
sources, one would need a common data model and language
on top of Estocada. The storage advisor is responsible for
partitioning data collections and delegating the storage of
partitions to the data stores. For self-tuning the applica-
tions, it may also recommend repartitioning or moving data
from one data store to the other, based on access patterns.
Each partition is defined as a materialized view expressed
as a query over the collection in its native language. The
catalog keeps track of information about partitions, includ-
ing some cost information about data access operations by
means of binding patterns which are specific to the data
stores.

Using the catalog, the query processor transforms a query
on a data collection into a logical QEP on possibly multi-
ple data stores (if there are partitions of the collection in
different stores). This is done by rewriting the initial query
using the materialized views associated with the data collec-
tion, and selecting the best rewriting, based on the estimated
execution costs. The execution engine translates the logical
QEP into a physical QEP which can be directly executed by
dividing the work between the data stores and Estocada’s
runtime engine, which provides its own operators (select,
join, aggregate, etc.).

4. HYBRID SYSTEMS
Hybrid systems try to combine the advantages of loosely-

coupled systems, e.g. accessing many different data stores,
and tightly-coupled systems, e.g. accessing some data stores
directly through their local interface for efficient access.

Therefore, the architecture (see Figure 3) follows the me-
diator-wrapper architecture, while the query processor can
also directly access some data stores, e.g. HDFS through
MapReduce or Spark. We describe below the three hy-

Figure 3: Hybrid architecture

brid multistore systems: Spark SQL, CloudMdsQL and Big-
DAWG.

Spark SQL
Spark SQL [2] is a recent module in Apache Spark that in-
tegrates relational data processing with Spark’sfunctional
programming API. It supports SQL-like queries that can
integrate HDFS data accessed through Spark and external
data sources (e.g. relational databases) accessed through a
wrapper. Thus, it is a hybrid multistore system with tight-
coupling of Spark/HDFS and loose-coupling of external data
sources.

Spark SQL uses a nested data model that includes tables
and DataFrames. It supports all major SQL data types, as
well as user-defined types and complex data types (structs,
arrays, maps and unions), which can be nested together.
A DataFrame is a distributed collection of rows with the
same schema, like a relational table. It can be constructed
from a table in an external data source or from an existing
Spark Resilinet Distributed Dataset (RDD) of native Java or
Python objects. Once constructed, DataFrames can be ma-
nipulated with various relational operators, such as WHERE
and GROUPBY, which take expressions in procedural Spark
code.

The architecture of Spark SQL runs as a library on top
of Spark, The query processor directly accesses the Spark
engine through the Spark Java interface, while it accesses
external data sources (e.g. an RDBMS or a key-value store)
through the Spark SQL common interface supported by wrap-
pers (JDBC drivers). The query processor includes two
main components: the DataFrame API and the Catalyst
query optimizer. The DataFrame API offers tight integra-
tion between relational and procedural processing, allowing
relational operations to be performed on both external data
sources and Spark’s RDDs. It is integrated into Spark’s
supported programming languages (Java, Scala, Python)
and supports easy inline definition of user-defined functions,
without the complicated registration process typically found
in other database systems. Thus, the DataFrame API lets
developers seamlessly mix relational and procedural pro-
gramming, e.g. to perform advanced analytics (which is
cumbersome to express in SQL) on large data collections
(accessed though relational operations).

Catalyst is an extensible query optimizer that supports
both rule-based and cost-based optimization. The motiva-
tion for an extensible design is to make it easy to add new
optimization techniques, e.g. to support new features of
Spark SQL, as well as to enable developers to extend the
optimizer to deal with external data sources, e.g. by adding
data source specific rules to push down select predicates. Al-



though extensible query optimizers have been proposed in
the past, they have typically required a complex language to
specify rules, and a specific compiler to translate the rules
into executable code. In contrast, Catalyst uses standard
features of the Scala functional programming language, such
as pattern-matching, to make it easy for developers to spec-
ify rules, which can be complied to Java code.

Catalyst provides a general transformation framework for
representing query trees and applying rules to manipulate
them. This framework is used in four phases: (1) query
analysis, (2) logical optimization, (3) physical optimization,
and (4) code generation. Query analysis resolves name ref-
erences using a catalog (with schema information) and pro-
duces a logical plan. Logical optimization applies standard
rule-based optimizations to the logical plan, such as pred-
icate pushdown, null propagation, and Boolean expression
simplification. Physical optimization takes a logical plan
and enumerates a search space of equivalent physical plans,
using physical operators implemented in the Spark execution
engine or in the external data sources. It then selects a plan
using a simple cost model, in particular, to select the join
algorithms. Code generation relies on the Scala language, in
particular, to ease the construction of abstract syntax trees
(ASTs) in the Scala language. ASTs can then be fed to the
Scala compiler at runtime to generate Java bytecode to be
directly executed by compute nodes.

To speed up query execution, Spark SQL exploits in-me-
mory caching of hot data using a columnar storage (i.e. stor-
ing data collections as sections of columns of data rather
than as rows of data). Compared with Spark’s native cache,
which simply stores data as Java native objects, this colum-
nar cache can reduce memory footprint by an order of mag-
nitude by applying columnar compression schemes (e.g. dic-
tionary encoding and run-length encoding). Caching is par-
ticularly useful for interactive queries and for the iterative
algorithms common in machine learning.

CloudMdsQL
The CloudMdsQL multistore system [11, 10] supports a pow-
erful functional SQL-like language, designed for querying
multiple heterogeneous data sources (e.g. relational and
NoSQL) A CloudMdsQL query may contain nested sub-
queries, and each subquery addresses directly a particular
data store and may contain embedded invocations to the
data store native query interface. Thus, the major innova-
tion is that a CloudMdsQL query can exploit the full power
of local data stores, by simply allowing some local data store
native queries (e.g. a breadth-first search query against a
graph database) to be called as functions, and at the same
time be optimized based on a simple cost model, CloudMd-
sQL has been extended [3] to address distributed processing
frameworks such as Apache Spark by enabling the ad-hoc
usage of user defined map/filter/reduce operators as sub-
queries.

The CloudMdsQL language is SQL-based with the ex-
tended capabilities for embedding subqueries expressed in
terms of each data store’s native query interface. The com-
mon data model is table-based, with support of rich datatypes
that can capture a wide range of the underlying data stores
datatypes, such as arrays and JSON objects, in order to han-
dle non-flat and nested data, with basic operators over such
composite datatypes. CloudMdsQL allows named table ex-
pressions to be defined as Python functions, which is useful

for querying data stores that have only API-based query in-
terface. A CloudMdsQL query is executed in the context of
an ad-hoc schema, formed by all named table expressions
within the query. This approach fills the gap produced by
the lack of a global schema and allows the query compiler
to perform semantic analysis of the query.

The design of the CloudMdsQL query engine [10] takes
advantage of the fact that it operates in a cloud platform,
with full control over where the system components can be
installed. The architecture of the query engine is fully dis-
tributed, so that query engine nodes can directly communi-
cate with each other, by exchanging code (query plans) and
data. This distributed architecture yields important opti-
mization opportunities, e.g. minimizing data transfers by
moving the smallest intermediate data for subsequent pro-
cessing by one particular node. Each query engine node
consists of two parts âĂŞ master and worker âĂŞ and is col-
located at each data store node in a computer cluster. Each
master or worker has a communication processor that sup-
ports send and receive operators to exchange data and com-
mands between nodes. A master takes as input a query and
produces, using a query planner and calatog (with metadata
and cost information on data sources) a query plan, which it
sends to one chosen query engine node for execution. Each
worker acts as a lightweight runtime database processor atop
a data store and is composed of three generic modules (i.e.
same code library) - query execution controller, operator
engine, and table storage - and one wrapper module that is
specific to a data store.

The query planner performs cost-based optimization. To
compare alternative rewritings of a query, the optimizer uses
a simple catalog, which provides basic information about
data store collections such as cardinalities, attribute selec-
tivities and indexes, and a simple cost model. Such infor-
mation can be exposed by the wrappers in the form of cost
functions or database statistics. The query language also
provides a possibility for the user to define cost and selec-
tivity functions whenever they cannot be derived from the
catalog, mostly in the case of using native subqueries. The
search space of alternative plans is obtained using traditional
transformations, e.g. by pushing down select predicates, us-
ing bind join, performing join ordering, or planning inter-
mediate data shipping.

BigDAWG
Like multidatabase systems, all the multistore systems we
have seen so far provide transparent access across multiple
data stores with the same data model and language. The
BigDAWG (Big Data Analytics Working Group) multistore
system (called polystore) [7] takes a different path, with the
goal of unifying querying over a variety of data models and
languages, Thus, there is no common data model and lan-
guage. A key user abstraction in BigDAWG is an island
of information, which is a collection of data stores accessed
with a single query language. And there can be a vari-
ety of islands, including relational (RDBMS), Array DBMS,
NoSQL and Data Stream Management System (DSMS).

Within an island, there is loose-coupling of the data stores,
which need to provide a wrapper (called shim) to map the
island language to their native one. When a query accesses
more than one data store, objects may have to be copied
between local databases, using a CAST operation, which
provides a form of tight-coupling. This is why BigDAWG



can be viewed as a hybrid multistore system.
The architecture of BigDAWG is highly distributed, with

a thin layer that interfaces the tools (e.g. visualization) and
applications, with the islands of information. Since there is
no common data model and language, there is no common
query processor either. Instead, each island has its specific
query processor. Query processing within an island is simi-
lar to that in multidatabase systems: most of the processing
is pushed to the data stores and the query processor only
integrates the results. The query optimizer does not use a
cost model, but heuristics and some knowledge of the high
performance of some data stores. For simple queries, e.g.
select-project-join, the optimizer will use function shipping,
in order to minimize data movement and network traffic
among data stores. For complex queries, e.g. analytics, the
optimizer may consider data shipping, to to move the data
to a data store that provides a high-performance implemen-
tation.

A query submitted to an island may involve multiple is-
lands. In this case, the query must be expressed as multiple
subqueries, each in a specific island language. To specify the
island for which a subquery is intended, the user encloses the
subquery in a SCOPE specification. Thus, a multi-island
query will have multiple scopes to indicate the expected be-
havior of its subqueries. Furthermore, the user may insert
CAST operations to move intermediate datasets between is-
lands in an efficient way. Thus, the multi-island query pro-
cessing is dictated by the way the subqueries, SCOPE and
CAST operations are specified by the user.

5. COMPARATIVE ANALYSIS
The multistore systems we presented above share some

similarities, but do have important differences. The objec-
tive of this section is to compare these systems along impor-
tant dimensions and identify the major trends. We divide
the dimensions between functionality and implementation
techniques.

Although all multistore systems share the same overall
goal of querying multiple data stores, there are many dif-
ferent paths toward this goal, depending on the functional
objective to be achieved. And this objective has important
impact on the design choices. The major trend that dom-
inates is the ability to integrate relational data (stored in
RDBMS) with other kinds of data in different data stores,
such as HDFS (Polybase, HadoopDB, SparkSQL, JEN) or
NoSQL (BigTable only for BigIntegrator, document stores
for Forward). Thus, an important difference lies in the kind
of data stores that are supported. For instance, Estocada,
BigDAWG and CloudMdsQL can support a wide variety of
data stores while Polybase and JEN target the integration
of RDBMS with HDFS only. We can also note the growing
importance of accessing HDFS within Hadoop, in particu-
lar, with MapReduce or Spark, which corresponds to major
use cases in structured/unstructured data integration.

Another trend is the emergence of self-tuning multistore
systems, such as Estocada and Odyssey, with the objective
of leveraging the available data stores for performance. In
terms of data model and query language, most systems pro-
vide a relational/ SQL-like abstraction. However, QoX has
a more general graph abstraction to capture analytic data
flows. And both Estocada and BigDAWG allow the data
stores to be directly accessed with their native (or island)
languages. CloudMdsQL also allows native queries, but as

subqueries within an SQL-like language.
The implementation techniques of multistore systems can

be captured along four dimensions: special modules, schema
management, query processing, and query optimization. The
first dimension captures the system modules that either re-
fine those of the generic architecture (e.g. importer, ab-
sorber and finalizer, which refine the wrapper module, Cat-
alyst extensible optimizer or QoX’s data flow engine, which
replace the query processor) or bring new functionality (e.g.
Estocada’s storage advisor). Most multistore systems pro-
vide some support for managing a global schema, using the
GAV or LAV approaches, with some variations (e.g. Big-
DAWG uses GAV within (single model) islands of informa-
tion). However, QoX, Estocada, SparkSQL and CloudMd-
sQL do not support global schemas, although they provide
some way to deal with the data stores local schemas. The
query processing techniques are extensions of known tech-
niques from distributed database systems, e.g. data/function
shipping, query decomposition (based on the data stores’s
capabilities, bind join, select pushdown). Query optimiza-
tion is also supported, with either a (simple) cost model or
heuristics.

6. CONCLUSION
Building cloud data-intensive applications often requires

using multiple data stores (NoSQL, HDFS, RDBMS, etc.),
each optimized for one kind of data and tasks. In particular,
many use cases exhibit the need to combine loosely struc-
tured data (e.g. log files, tweets, web pages) which are best
supported by HDFS or NoSQL with more structured data
in RDBMS. However, the wide diversification of data store
interfaces makes it difficult to access and integrate data from
multiple data stores.

Although useful, the solutions devised for multidatabase
systems (also called federated database systems) or Web
data integration systems need be extended in major ways
to deal with the specific context of the cloud. This has mo-
tivated the design of multistore systems (also called poly-
stores) that provide integrated or transparent access to a
number of cloud data stores through one or more query lan-
guages. As NoSQL and related technologies such as Hadoop
and Spark, multistore systems is a recent, important topic
in data management, and we can expect much evolution in
the coming years.

In this paper, we gave a taxonomy of multistore systems,
based on their architecture, data model, query languages
and query processing techniques. To ease comparison, we
divided multistore systems based on the level of coupling
with the underlying data stores, i.e. loosely-coupled, tightly-
coupled and hybrid. We discussed three multistore systems
for each class: BigIntegrator, Forward and QoX (loosely-
coupled); Polybase, HadoopDB and Estocada (tightly-cou-
pled); SparkSQL, BigDAWG and CloudMdsQL (hybrid).

Our comparisons reveal several important trends. The
major trend that dominates is the ability to integrate re-
lational data (stored in RDBMS) with other kinds of data
in different data stores, such as HDFS or NoSQL. However,
an important difference between multistore systems lies in
the kind of data stores that are supported. We also note
the growing importance of accessing HDFS within Hadoop,
in particular, with MapReduce or Spark. Another trend is
the emergence of self-tuning multistore systems, with the
objective of leveraging the available data stores for perfor-



mance. In terms of data model and query language, most
systems provide a relational/ SQL-like abstraction. How-
ever, QoX has a more general graph abstraction to capture
analytic data flows. And both Estocada and BigDAWG al-
low the data stores to be directly accessed with their native
(or island) languages.
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Abstract. The nature of the data passing through data-driven organ-
isations is changing dramatically. Despite clear technological advances,
analysing big data and extracting valuable knowledge is still a great chal-
lenge. Big data needs big storage and highly frequent volumes of data
streams make operations such as analytical operations, process opera-
tions, retrieval operations real difficult and hugely time consuming. Due
to evolving nature of the data, unsupervised methods are recommended.
Big data summarisation requires lesser storage and extremely shorter
time to get processed and retrieved. Stream clustering is an efficient
strategy against mining of evolving big data. In this article, we evalu-
ated most popular stream clustering techniques using the simulated data
and the data collected from our test-bed, and presented our evaluation
results.

1 Introduction

Nowadays, the Internet faces huge volumes of information and data coming from
many different sources. The Internet of Things (IoT) is on its way to becom-
ing the next technological revolution. Transactional databases are also facing
the big data challenge [9]. Nevertheless, big data offers tremendous insights and
knowledge to data centric companies but with huge volume of data pouring in
everyday, traditional architectures and infrastructures are not up to the chal-
lenge. Big data needs big storages and the high volume makes operations, such
as analytical, process or retrieval operations, real difficult and hugely time con-
suming [11]. Summarised big data requires less storage and extremely shorter
time to get processed and retrieved. Big data summarisation offers a solution to
deal with high volume processing and storage issue. Due to evolving nature of the
data, unsupervised methods are highly recommended, especially clustering [3].
Data clustering algorithms are widely used for data summarisation, however,
traditional clustering techniques are not up to the challenge of big data due to
the highly frequent evolving nature of the data. Stream clustering is a very ef-
fective approach in discovering valuable information in various systems such as
data centers, embedded sensors in ubiquitous environments (IoT) and genome
as shown in Fig. 1.
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However, focusing on the efficiency and scalability of these algorithms to deal
with time series data has come at the expense of losing the usability and effec-
tiveness of clustering. Traditional data mining approaches are no more suitable
due to gigantic size of data streams produced every second. Main objectives of
stream analysis are to gain compactness of data representation, swift processing
of new data, and agile identification of anomalies. Stream clustering provides
a potential solution to achieve these objectives. However, there are many chal-
lenges in stream clustering due to size, diversity and complexity of the data.
Those challenges are briefly discussed in following section.

1.1 Challenges of Data Streams

As reported in [23,21], following are challenges in data stream clustering:

www.solstice-mobile.com/blog/big-data-baby-steps
beyondplm.com/2012/07/30/plm-supply-chain-go-big-data-or-go-home/


– Infinite Size and High Speed - Data streams are of infinite size and con-
tinuously flowing at very high speed of data. Due to this complexity, it is
impossible to store data streams and processing off-line is computationally
very expensive.

– Dynamic Nature - Streaming data behaviour keeps on changing over time.
A clustering model developed on partial data stream must be updated with
new incoming data.

– Lack of global view of Data - In the traditional data clustering problem, the
whole data, for which clustering model has to be built, is usually available. It
is very helpful for generating good quality clusters but unfortunately stream
clustering lacks this global view as streams are infinite.

– Outliers - Handling outliers is a big challenge for data stream clustering as
outliers can distort the complete clustering structure. In case of streaming
data even an outlier may behave like normal data points and normal data
points may behave like outliers with change in the data over time.

– Labels - Availability of labelled data for training/validation of models used
by anomaly detection techniques is usually a major issue.

– High Dimensional Data Streams - High dimensionality of data further mag-
nifies the challenge of working with data streams due to the curse of dimen-
sionality. Because of the sparsity of the data in the high dimensional space.
In such spaces, all pairs of points tend to look almost equidistant from one
another.

– Parameter Setting - Setting the parameters require the domain knowledge,
which is not always available and even more difficult in streaming data en-
vironment.

1.2 Features of Data Streams Analysis

As reported in [23,21], following are the desired features of data streams cluster-
ing:

– Incremental in Nature - Clustering technique should be such that it can build
and update the clustering model with new in coming data without the need
to build the model from scratch every time. For this summaries or sketches
of streaming data can be used for clustering.

– Single Scan of Data - Due to the tremendous volume of the data stream
it is not possible to store it in contrast with traditional data sets that can
be stored in memory. This leads to the necessity of performing a one time
access to the streaming data. Therefore, the clustering technique should be
able to update the clustering model or store the summaries of data for further
analysis in a single scan of the streaming data.

– Handling Concept Evolution - Concept evolution occurs when new classes
come to existence and old may extinct from streaming data over time. In
simple way, a new cluster emerges and old cluster may die out from the
streaming data over the time, this phenomenon is referred as concept evolu-
tion. The concept evolution occurs due to the change in the characteristics



of data. A clustering model must be adaptive to concept evolution to adapt
the real nature of streaming data in the clusters that the model yields. This
is done by providing more importance to new data and less importance to
old data.

– Low Time and Space Complexity - Data streams flow at very high speed
so to match this speed and have good clustering results, processing time
per data point and memory used for storing summarised cluster information
clustering technique must be small.

– Any time clustering Model - Data streams are infinite; it is not possible to
wait for the clustering results until the end of data. Therefore, the clustering
technique must be able to generate approximate results for available data
whenever user demands it.

– Robustness to Outliers - A data stream clustering technique must be able to
identify the outlying data points because outliers can distort the complete
clustering structure of data.

2 Stream Data Clustering Algorithms

In this article, we evaluated 4 off-the-selves streaming clustering algorithms that
are commonly used and we present our evaluation results using MOA (Massive
On-line Analysis) framework for data stream mining [7] based on the data col-
lected from our test-bed. There are some other proposed algorithms and tech-
niques [10,20,19,17] in this research area but we have not included them in
our evaluation as these algorithms are not available off-the-shelves yet. Fuzzy-
Cmean [6] is another very promising approach. Though, there have been at-
tempts to optimize C-Mean for evolving streaming data [13], however, just like
K-Mean, it is also parametrized (requires an initial number of clusters to be pro-
vided beforehand). Following are the four commonly used algorithms for stream-
ing data clustering.

1. StreamKM,
2. CluStream,
3. ClusTree,
4. DenStream.

2.1 StreamKM Clustering Algorithm

StreamKM [4,8] is based on k-means clustering [16], which is a method of vector
quantization, originally from the signal processing field that is popular for cluster
analysis in data mining. K-means is one of the simplest unsupervised learning
algorithms that solve the well-known clustering problem. The procedure follows
a simple and easy way to classify a given data set through a certain number of
clusters (assume k clusters) fixed apriori. The main idea is to define k centers,
one for each cluster. These centers should be placed in an intelligent way because
different starting locations may yield different results. Usually, a good choice is



to place the initial centers far away from each other. The next step is to take each
point belonging to a given data set and associate it to the nearest center. When
no point is pending, the first step is completed and an early group age is done.
At this point we need to re-calculate k new centroids as the barycentre of the
clusters resulting from the previous step. After we have these k new centroids,
a new binding has to be done between the same data set points and the nearest
new center. K-Mean clustering for streaming data [8] is not designed for evolving
data streams. And second big disadvantage is that it is parametrised.

2.2 DenStream Clustering Algorithm

Density-based methods [18] construct a density profile of the data for clustering
purposes. Typically, kernel density estimation methods [22] are used in order to
construct a smooth density profile of the underlying data. Subsequently, the data
is separated out into density-connected regions. These density connected regions
may be of different shapes and sizes. One of the advantages of density-based
algorithms is that an implicit shape is not assumed for the clusters. For exam-
ple, when euclidean distance functions are used in distance-based clustering, it is
always assumed that the clusters have spherical shapes. Similarly, the Manhat-
tan metric assumes that the clusters are of a diamond shape. In density-based
clustering, connected regions of high density may often have arbitrary shapes.
Another aspect of density based clustering is that it does not pre-decide the
number of clusters. Rather, a threshold on the density is used in order to deter-
mine the connected regions. Of course, this changes the nature of the parameter
which needs to be presented to the algorithm (density threshold instead of num-
ber of clusters), but it does not necessarily make the approach parameter-free.
The main challenge in the stream scenario is to construct density-based algo-
rithms which can be efficiently executed in a single pass of the data, since the
process of density estimation may be computationally intensive.

2.3 CluStream Clustering Algorithm

CluStream [1] maintains statistical information about the data using micro-
clusters. These micro-clusters are temporal extensions of cluster feature vectors.
The micro-clusters are stored at snapshots in time following a pyramidal pattern.
This pattern allows to recall summary statistics from different time horizons. The
algorithm is divided into a statistical data collection component and an on-line
analytical component based on a pyramidal time window. CluStream claims to
achieve a higher accuracy than other popular stream clustering techniques [1].
It takes into account the clusters got at previous instants of time, but provides a
very trivial mechanism to cluster data (incremental clustering done by comparing
the point location with the previous clusters got and the point is added to
the cluster based on a threshold value set). The experimental results [1] prove
that CluStream is more efficient than other data stream clustering algorithms.
However, we believe that some improvements, such as handling outliers, are yet
to be done on ClusTream in order to make it truly efficient and accurate.



2.4 ClusTree Clustering Algorithm

ClusTree [14] enables an easy and intuitive way to cluster, analyse and compare
some hierarchical clustering methods. It is a compact and self-adaptive index
structure for maintaining stream summaries. Additionally it presents solutions
to handle very fast streams through aggregation mechanisms and proposes novel
descent strategies that improve the clustering result on slower streams as long as
time permits. The experiments [14] show that the approach is capable of handling
a multitude of different stream characteristics for accurate and scalable any time
stream clustering.

3 Comparison of Stream Clustering Algorithms

CluStream is the most commonly used stream data clustering algorithm [15],
therefore we compared CluStream against the other evaluated algorithms. We
used the following metrics [5] of clustering for the evaluation of the algorithms:

– Homogeneity score - it tells that if each cluster contains only members of a
single class.

– Completeness score - it tells that if all members of a given class are assigned
to the same cluster.

– Precision - it is the number of correct positive results divided by the number
of all positive results.

– Recall - it is the number of correct positive results divided by the number of
positive results that should have been returned.

– Purity - it is a function of the relative size of the largest class in the resulting
clusters. Purity of a cluster is the number of occurrences of the most frequent
class divided the size of the cluster. For good clustering, its value should be
high.

– Entropy - it is a function of the distribution of classes in the resulting clus-
ters. It is a measure of how dispersed classes are with a cluster. For good
clustering, its value should be low.

Moreover, we evaluated the stream clustering algorithms based on their fea-
tures set [21] as listed below rather than measuring just the quality of the clusters
they produce as in the previous list:

– Incremental - A data stream clustering must be incremental to handle the
tremendous volume and high speed of streaming data.

– Concept Evolution - For handling the dynamic nature of streaming data,
clustering technique must address the issue of upcoming new clusters, prun-
ing old clusters and split and merges of clusters with changing behaviour of
data.

– Data Fading - This feature focus on giving more importance of recent data
and less importance to old data.



Fig. 2. Comparison of StreamKM and CluStream

– Clustering Approach - There are following five types of clustering approaches [2]
and each has its own advantages: Partitioning clustering, Hierarchical clus-
tering, Density based clustering, Grid based clustering, and Model based
clustering.

– Shape of Clusters - In real world data arbitrary shaped clusters exists. But
some approaches assume that clusters will tend to have particular shapes
(usually spherical).

– Parameters Required - Setting the algorithmic parameters requires domain
knowledge, which is not always available and can be even more difficult
to obtain in a streaming data environment. Therefore, a good clustering
technique should a have small number of parameters.

– Clustering Type - Two categories of clustering methods for streaming data
are considered that are data stream clustering by example and data stream
clustering by variable. Data stream clustering by variable treats data points
coming from a single source as a stream of data and all the data points of
same data stream must belong to the same cluster. Data stream clustering
by example treats data points coming at same time-stamp from different
data source as one unit in clustering process. Each data unit describes the
features of an entity at a particular time stamp.

4 Stream Clustering Algorithms Evaluation

Our evaluation is based on two data sets: the first data is simulated data gener-
ated using MOA stream data generator and the data collected from our test-bed.
Following evaluation results are based on simulated data.

4.1 StreamKM vs CluStream

Using simulated data, we compared StreamKm and CluStream. Both are based
on K-Mean [16] technique. Both algorithms are parametric (requires initial num-
ber of clusters beforehand), however, CluStream performed better in terms of
cluster homogeneity, completeness, purity, recall and entropy as shown in Fig. 2
using the simulated data.



Fig. 3. Comparison of ClusTree and CluStream

4.2 ClusTree vs CluStream

CluStream is based on K-Mean [16] technique and CluStree [14] is based on
hierarchical [12] clustering. CluStream marginally performed better in terms of
cluster homogeneity, completeness, purity, recall and entropy as shown in Fig.
3.

4.3 DenStream vs CluStream

DenStream is based on Density-based [18] technique and online analysis com-
ponent uses hierarchical [12] clustering for merging and pruning micro clusters.
CluStream performed better in terms of cluster homogeneity, completeness, pu-
rity, recall and entropy as shown in Fig. 4.

However, the big advantages of DenStream are: (1) it is non-parametric, (2)
its capacity to cluster arbitrary shapes, (3) and it can handle noise as well.

5 Result Analysis of Stream Clustering

Our experiments showed that CluStream performed better in clustering based
on cluster’s homogeneity, purity, precision and recall, however, the number of

Fig. 4. Comparison of DenStream and CluStream
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Fig. 5. Stream wise Clustering using CluStream

clusters needs to be provided to the algorithm beforehand. Based on our further
experimentation using the data collected from our test-bed, DenStream per-
formed better in terms of identifying macro clusters and ClusTree showed more
accuracy in term of micro clustering as shown in Fig. 5, 6 and 7.

Based on evaluation features discussed in Section 3, we have the following
features for the evaluated algorithms as shown in Table 1. Table 2 shows the
comparison of Time and Space complexity of the evaluated stream clustering
algorithms [14].

6 Conclusion and Future Work

In this article, we evaluated four mostly used stream clustering algorithms and
presented our evaluation results. Though, CluStream was efficient with both
sets of stream data, its dependency on knowing the initial number of clusters
beforehand, unable to discover concept evolution; it was a similar case with
StreamKM algorithm. CluStream and StreamKM were also affected by the pres-
ence of outliers and noise. DenStream performed better in most cases even in
the presence of outliers, however, in some cases it reported inaccurate high num-
ber of micro-clusters. ClusTree performed good with both data sets, however,
it does not provide accurate measures of macro clusters. From Table 1, Den-
Stream is the algorithm having a better set of features for stream clustering.
From Table 2, DenStream and CluStream are more efficient in terms of time
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Table 1. Comparison of Algorithms based on Evaluation Features

Technique INC HCE HDF APR ACS PR TP

StreamKM No Yes Yes Partitioning No
Clusters

Number

Variable
Clustering

DenStream Yes Yes Yes
Density
&
Hierarchical

Yes
Cluster
Radius
Threshold

Example
Clustering

CluStream Yes Yes Yes
Partitioning
&
Hierarchical

No

Clusters
Number,
Time
Window

Example
Clustering

ClusTree Yes Yes Yes Hierarchical No

Clustering
Split

Threshold

Variable
Clustering

INC = Incremental
HCE = Handling Concept Evolution
HDF = Handling Data Fading,
APR = Approach
ACS = Arbitrary Cluster Shapes
PR = Parameters Required
TP = Type

Table 2. Comparison of Time and Space Complexity of Stream Clustering Algorithms

Clustering Technique Time Complexity Space Complexity

StreamKM O(n log n) O(cn)

DenStream O(log n) O(n2)

CluStream O(n log n) O(n2)

ClusTree O(n3) O(n2)

and space complexity. A suggested approach could be then using a combination
of DenStream/ClusTree or DenStream/ClusTree to work together for stream
clustering, however, this may cause an increase in computational cost. Our eval-
uation shows that DenStream qualifies more in terms of its good features set
for evolving data and to get more precise micro-clusters, some of the discovered
micro-clusters can be re-clustered in case of high number of micro-clusters. Our
future plan is to identify ideal sub-cases for the use of different stream clustering
algorithms in different scenarios.
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Abstract. In this paper, we propose a novel sentiment analysis tech-
nique for messages exchanged in Twitter, related political debates, using
the novel technique of n-gram graphs in the context of a big data anal-
ysis platform (LeanBigData). Towards this direction, we make use of a
big dataset of tweets posted during the pre-election period in Greece
on September 2015. Tweets are divided among three sentiment classes,
according to specific patterns recognized (emoticons) to create the re-
spective n-gram graphs and calculate node similarities, so as to train
multiple classifiers and compare their behavior. Also, we compare the
performance of various sub-sets to come up with the optimal patterns to
aggregate tweets for a concrete analysis.Classification experiments pro-
vided promising results, comparing to the real sentiment of the testing
dataset, as described in the last section of the paper.

Keywords: sentiment analysis, big data

1 Introduction

Sentiment Analysis constitutes an emerging technology with a important appli-
cations in a series of domains. The meaning of sentiment is twofold; it describes
either an attitude towards something or a mental feeling or emotion1. Exist-
ing methods typically rely on patterns extracted from textual content, with the
vector space and the n-grams model lying at the core of the majority of methods.

Written sentiment expressions denote either the mood of their author or her
opinion with respect to a specific entity. The Web is abundant in such expres-
sions, since Web 2.0 technologies enable common users to comment and post
on-line their thoughts about anything. For example, expressing personal feelings
is so typical for bloggers that a specialized, emotional search engine, named We
Feel Fine, has been developed for monitoring them [6].

1 Definition in http://dictionary.com.



Most common, though, is the expression of personal feelings through Social
Networking Services (SNSs). Networks like Facebook2 and Twitter3 have re-
cently acquired a huge share of the overall web activity4, enabling their users
to discuss everyday issues, exchange political views, and evaluate services and
products. The extended use of emotional expressions led to the development
of specialized notations that signal feeling, namely the emoticons like “:)” and
“:(”. In a similar vein, the Social Networking platforms developed special func-
tionalities to support the expression of opinions; the “Like” button of Facebook
constituting the most typical example of such functionalities.

In view of the high volume of on-line, user-generated, emotional expressions,
numerous serious efforts have been made to leverage on them. A rich diversity
of applications can benefit from such approaches. Marketing campaigns, for in-
stance, can receive and evaluate feedback from a large user base, politicians are
able to estimate their popularity, manufacturers can identify the drawbacks of
their products, while common users are facilitated to navigate the bulk of on-line
content. The usefulness of sentiment analysis testifies the high number of rele-
vant services that built on Social Media to offer real-time sentiment detection:
Twendz5, Twitter Sentiment6 and TweetFeel7, to name but a few.

Existing techniques typically rely on identifying patterns in the free-text that
expresses a feeling. These patterns involve either discriminative (series of) words
or character n-grams. The former methods are based on the vector space model,
while the latter ones on the n-grams model (see Section 4 for more details).
Although they achieve high performances in the context of specific settings,
they are inadequate for handling the user-generated data of Social Media. The
reason is that existing techniques are language specific: they are crafted for a
certain language, usually relying on a dictionary (like WordNet8) for assessing
the meaning or the lexical category of specific words or phrases. The textual
content of Social Media, however, breaks the fundamental assumption of these
methods, due to its inherent characteristics:

1. Multilinguality. Although the majority of their users stems from English-
speaking countries, SNSs are popular world-wide. Their user base encom-
passes, therefore, people talking in many different languages and dialects.

2. Slang and Neologisms. The textual content of Social Media is rather in-
formal, since it principally comprises communication between fellows. There-
fore, users employ words and expressions that are not considered standard
in any dialect or language (e.g., “koo” instead of “cool”) [2]. In addition, the
limited size of their messages (Twitter, for example, allows messages of up
to 140 characters) urges them to shorten words into new forms that do not

2 http://www.facebook.com
3 http://twitter.com
4 Alexa, July 2011: http://www.alexa.com.
5 http://twendz.waggeneredstrom.com
6 http://twittersentiment.appspot.com
7 http://www.tweetfeel.com
8 http://wordnet.princeton.edu



necessarily bear strong similarities to the original one. For example, “gr8”
is commonly used instead of “great” and “congratz” instead of “congratula-
tions”.

3. Noise. The real-time nature of SM encourages users to post their messages
without verifying first their correctness with respect to grammar or meaning.
In case a message (or part of it) is not comprehensible, the author replaces it
with a new one. This is the case, for instance, with on-line chats. As a result,
the user-generated content abounds in misspelled words and incorrect use of
phrases.

All these practices apparently turn the task of pattern analysis even more
complex, calling for a language-neutral method that is tolerant to noise.

In this paper, we propose the use of a new method for the task of content-
based sentiment analysis: the n-gram graphs. In essence, it improves the char-
acter n-grams model by adding contextual information: instead of generating a
plain bag of n-grams, it considers the sequence of appearance to model a sen-
tence or document as a graph. Its nodes correspond to specific n-grams, and
the edges connecting them signal how close they are found - on average - in a
sentence or document. In this way, they capture more information than n-grams,
while making no assumptions on the language of the documents at hand. Thus,
they ensure high effectiveness, combining it with higher efficiency: they do not
suffer from the dimensionality curse of the other content-based methods, as they
require three different similarities for each class of sentiments. In summary, the
main contributions of the paper can be summarized as follows:

– We explain how n-gram graphs model can be used to effectively capture
patterns in the polarized textual content of Social Media.

– We explain the advantages of the n-gram graphs over the established content-
based methods (i.e., the vector and the n-grams model), both with respect
to effectiveness and efficiency.

– We conduct a comparative analysis between the three content-based models,
evaluating their performance over a large-scale collection of real-world data
from Twitter. The outcomes of our study verify the higher performance
conveyed by the n-gram graphs.

The rest of the paper is structured as follows: Section 2 discusses and cate-
gorizes appropriately previous work in the field, while Section 3 formally defines
the problem we are tackling. Section 4 introduces our approach and compares
it with the established methods of content-based sentiment analysis. Section 5
presents our thorough experimental evaluation on a large-scale, real-world data
set, and concludes the paper along with directions for future work.

2 Related Work

Many authors have tried to analyze the average sentiment in Twitter concerning
specific politicians or political parties. An interesting work was provided by



O’Connor et al. [9] who worked on a correlation between telephone public opinion
polls and simple text sentiment analysis of 1 billion tweets. The idea was to verify
that consumer confidence and political opinions related to 2008 US Presidential
Elections and Presidential Job Approval as analyzed by traditional polls are
similarly reflected in Twitter messages. Twitter messages selection was based
on topic keywords and tweets sentiment was simply decided by the frequency of
certain words defined in a subjectivity lexicon available from OpinionFinder [13],
resulting into an average sentiment score for each day, successfully approaching
public poll results.

Tumasjan et al. [12] investigated how accurately can Twitter inform us about
the electorate’s political sentiment by analyzing about 100 thousand political
tweets related to the 2009 German elections. Using the LIWC text analysis
methodology [11] to extract the tweets sentiment, the authors calculated the
degree to which text samples contain words of defined psychological and struc-
tural categories. Analyzing the respective rates, they came to the conclusion
that the more number of tweets mentioning a political party can be considered
a plausible reflection of the vote share. Papers mentioned above used a plain
dictionary-based technique on sentiment analysis, simply by identifying sets of
words of defined sentiment and measuring their occurrence frequency.

T. Lake [7] presents a more complex approach, dividing 2,5 million tweets
to training, validation, and testing data to feed into a Naive Bayesian classifier,
a probabilistic model used to estimate the probability of a tweet belonging to
a specific class. A Naive Bayes classifier was also built by Go et al. [5], using
also third-party libraries for Maximum Entropy and Support Vector Machines
(SVM). The authors used Weka software as in the current work, for testing SVM
with a unigram feature extractor, achieving only 73.913% accuracy for the tweet
classification.

Even closer to our approach is the work of Pac et al. [10], where the au-
thors generate n-grams for each of the 3 sentiment categories (positive, negative,
neutral) based on the respective emoticons detected and build a Naive Bayes
classifier, which yields better results compared to a SVM and CRF approach.
Davidov et al. [1] are also using n-gram features for the classification, consider-
ing patterns composed from sufficiently frequent words and n-grams. Replacing
URL links, hashtags and references by URL/REF/TAG meta-words and an-
alyzing hashtag-based sentiment labels, the authors evaluated the consistency
and quality of sentiment classification using a k-nearest neighbors (kNN)-like
strategy. None of the authors mentioned above, however, created the respective
n-gram graphs, analysing contextual relations between the generated n-grams,
in the way that we deal with in the context of the current work.

3 Problem Formulation

In the following, we focus on the microblogging service of Twitter as the test-
bed for evaluating our approach. There are several reasons for this choice: first,
it entails strict rules for social interaction, as it encompasses a limited - yet



extremely flexible and expressive - way of communicating opinions and emotions;
users are only allowed to post short messages of free text of up to 140 characters,
which are called tweets. In contrast, other Social Media offer a more diverse
set of interactions between users, thus complicating the study of content-based
sentiment analysis. Second, Twitter offers easy ways to access great volumes of
real-world, user-generated data through its handy API. There is, also, a standard
and well-established representation model (i.e., emoticons) for data, which allows
for efficiently extracting the features of interest from debates on a topic. Last
but not least, Twitter is one of the most popular Social Media, comprising a user
base of around 200 million users that post 1 billion short messages per week9.
To its success also attest the large number of specialized services that have been
developed on top of it, like twitrratr10, an application that tracks opinions on
Twitter. These characteristics explain why Twitter currently lies on the focus of
intensive research.

Our analysis mainly considers the polarized tweets; that is, the tweets that
express either a positive or a negative sentiment, as denoted by the appropriate
emoticon. This is a common approach as also seen in related papers [5], [7],
[10] referenced in our work. In more detail, we consider as a positive tweet one
that contains either of the following smileys: “:)”, “(:”, “:-)”, “(-:”, “: )”, “( :”,
“:D” or “=)”. On the other hand, we classify as negative tweets those that are
a marked with “:(”, “):”, “:-(”, “)-:”, “: (” or “) :”. Tweets that lack any polarity
indicator are considered to express neither a positive nor a negative sentiment
(i.e., neutral tweets). Note that in our analysis we completely disregard tweets
that contain both a positive and a negative emoticon (i.e., they are considered
neither polarized nor neutral).

Sentiment analysis is typically modelled in the literature is as binary classi-
fication problem. That is, the goal is to identify whether a document or tweet is
negative or positive. Based on the above definitions, this problem can be formally
defined in the context of Twitter as follows:

Problem 1 (Binary Polarity Classification). Given a collection of tweets T and
the set of binary polarization classes PB = {negative, positive}, the goal is to
approximate the unknown target function ⊕ : T → PB, which describes the
polarization of tweets according to a golden standard, by means of a function
⊕′ : T → PB, which is called the binary polarity classifier.

This settings simplify the problem of sentiment analysis, resulting in high
performance for the classification. However, the input of real-world applications
rarely consists solely of polarized tweets. Practical methods have to consider,
therefore, the additional class of neutral tweets. Thus, the following, more general
problem of polarity classification has to be address:

Problem 2 (Polarity Classification). Given a collection of tweets T and the set of
all polarization classes P = {negative, neutral, positive}, the goal is to approx-
imate the unknown target function ⊕ : T → P, which describes the polarization

9 See http://blog.twitter.com/2011/03/numbers.html for more details.
10 http://twitrratr.com.



of tweets according to a golden standard, by means of a function ⊕′ : T → P,
which is called the polarity classifier.

Existing works addressing this problem invariably split it in two steps: the
first one aims at categorizing documents into subjective and objective (i.e., neu-
tral) ones, while the second one further distinguishes subjective documents into
positive and negative ones. In this work, we apply our method on both problems,
in order to provide a holistic overview of of its performance and to estimate the
effect of considering an additional class in the binary polarity classification.

It is worth noting at this point that both problems are modelled as single-
labeled classification ones: each instance (i.e., tweet) belongs to a single category.

4 Approach

In this section, we first present the text classification methods that are typi-
cally employed in the context of content-based sentiment analysis. We analyze
their differences and explain their weaknesses, when applied to the multilingual,
noisy content of Twitter and the other Social Media. We then introduce a novel
technique for capturing textual patterns, and elaborate on its technical charac-
teristics that turn it suitable for polarity classification.

4.1 Vector Space Model

Outline. Known also as Term Vector Model, this method constitutes the cor-
nerstone of Information Retrieval as the dominant technique for detecting the
documents that are most relevant to a keyword query [8]. In the context of text
classification and, thus, sentiment analysis, it is employed as follows: given a
collection of documents D, it aggregates the set of distinct terms (i.e., tokens)
T that are contained in it. Each document di ∈ D is then represented as a vec-
tor vdi

= (v1, v2, . . . , v|T |) of size |T | with its j-th dimension vj quantifying the
“importance” of the j-th term tj ∈ T for di. This measure is actually expressed
either on a binary or on a numeric scale. In the former case, a value of vj = 1
indicates that di contains the term tj , whereas a value of vj = 0 signals the
absence of tj from di.

For the latter case of numeric vectors, there are two possibilities: (i) plain
Term Frequency (TF), and (ii) TF-IDF weights. As its name suggests, Term
Frequency denotes the number of times the corresponding term occurs in a spe-
cific document. Though more informative that binary vectors, the performance
of TF-based vectors is hampered by their inherent bias towards commonly used
terms, such as stop-words (e.g., articles). These words take exceptionally high
values, but carry little discriminative information: they result in associating ir-
relevant documents, thus adding noise to the classification process. To overcome
this problem, TF-IDF vectors are employed in practice: the weight of each term
ti is defined as the product of its Term Frequency TFi and its Inverse Docu-
ment Frequency (IDFi). The latter encapsulates the cross-document frequency



of terms in order to degrade the weight of tokens that appear in many documents
(e.g., stop words). In more detail, it is defined as follows:

DFi = log
|Dtr|

|d : ti ∈ d ∧ d ∈ Dtr|
,

where the numerator stands for the size of the document collection, and the de-
nominator expresses the number of documents that contain the term ti. Though
based on heuristics, TF-IDF vectors exhibit the highest performance in the vast
majority of applications [8].

Regardless of the definition of vectors, the most critical step of this model is
the identification of the distinct words. The reason is that the same word may
appear in different forms; for instance, a verb may appear as a gerund or in
some other inflected form. In addition, the same word might have a different
meaning, depending on its context. To fine-tune this process, several established
techniques attempt to group together different manifestations of the same word
or meaning (i.e., synonymous words). The simplest one is Stemming : it reduces
the inflected or derived words to their root form, usually by removing their suffix.
For example, it removes the plural s from the nouns in English. Lematization
improves on this process by taking into account the context of the word in
order to identify its actual meaning. This can be accomplished, for instance, by
inferring the lexical or grammatical category of a specific word inside a phrase
or sentence (i.e., Part-Of-Speech tagging).

Qualitative analysis. Though significantly augmenting the performance of
the vector model, the above techniques suffer from a significant restriction: they
are language-specific in the sense that their processing depends on the gram-
matical rules (e.g., verb inflection) of the underlying language. For example,
they implicitly assume that words are delimited by spaces, which is not true
for several languages, like the Chinese. Their use in the context of social me-
dia requires, therefore, the knowledge of the language of every tweet. However,
tweets do not carry any meta-data individually. A naive approach for identifying
their language would be to infer it from the location of their author. This is im-
practical, though, due to the high levels of mobility of Internet users and, most
importantly, due to the fact that the same user can post or retweet messages in
different languages (e.g., a American user can post lyrics from a French song).

Another major drawback of the vector model is its limited robustness against
noise: spelling mistakes hinder the process of detecting and clustering together
the different appearances of the same word. In this process, noise also comprises
the words that exhibit high levels of geographic lexical variations. For instance, in
northern California it is common to write “koo” instead of cool, while the same
word in southern California is mentioned as “coo”. As indicated by relevant
literature, this is a widespread practice in Social Media [2].

Last but not least, high dimensionality poses another obstacle to the ap-
plicability of the vector model: the number of distinct tokens that it entails is
usually very high (depending, of course, on the size of corpus). This situation,
usually called dimensionality curse, is also proportional to the heterogeneity of



the document collection at hand, both with respect to the languages it comprises
and the regional variations used by its authors: the more heterogeneous a doc-
ument collection is, the higher is the number of features that have to be taken
into account for the polarity classification. A common practice for restricting
the impact of this problem is to set a threshold on the minimum frequency of
the terms that are considered as features. This constitutes, though, a heuristic
process, whose performance is application-dependent.

4.2 Character N-Grams

To remedy the issue of noise and fine-tuning, a more robust procedure for iden-
tifying patterns in textual content has been proposed in the literature: charac-
ter n-grams. Instead of considering entire words, it identifies frequent character
sequences consisting of n consecutive characters. Thus, each document is rep-
resented by a vector whose i-th dimension denotes the importance of the i-th
n-gram. As in the case of the vector model, the actual value of the i-th dimension
can be either binary (expressing the existence or absence of the corresponding
q-gram) or numeric, expressing the term frequency. Usual values for n are 2
(bigrams), 3 (trigrams) and 4 (four-grams).

4.3 N-Gram Graphs

In the current work, at the core of our approach lies the n-gram graphs method
coined in [3]. As explained in the previous section, the set of n-grams of a
word or sentence comprises the substrings of length n of the original text. For
example, the phrase “home phone” consists of the following tri-grams (n = 3):
{hom, ome, me , ph, pho, hon, one}. N-grams comparison has been widely used
for estimating the similarity of two strings; their main advantage over other string
comparison methods is their tolerance to noise and spelling mistakes. However,
by converting the given text to a bag of n-grams, this method disregards the
valuable information that is encoded in the actual position of the n-grams in the
original text. For instance, the words “wiki” and “kiwi” have the same 2-grams
representation, although their meaning is totally different.

To overcome this problem, the n-gram graphs method associates all pairs
of n-grams with edges denoting how close they are found on average in the
given text(s). That is, it forms a graph whose nodes correspond to the textual
representation of the n-grams, while its edges denote the average distance (in
terms of n-grams) between the respective nodes. To illustrate this structure,
Figure 1 depicts the n-gram graph derived from the phrase “home phone”. More
formally, an n-gram graph is defined as follows [3]:

Definition 1 (N-Gram graph). An n-gram graph is a graph G = {V G, EG,W},
where V G is the set of vertexes, EG is the set of directed edges, and W is a
function assigning a weight to every edge. The vertices are labeled by the corre-
sponding n-gram, whereas each edge is labeled by the concatenation of the labels
of its vertices in the direction of the connection.



Fig. 1. Sample tri-gram graph representing the string “home phone”. Every tri-gram of
this string corresponds to a node in the graph, and the edges connect tri-grams, whose
distance is less than three letters, regardless of their relative position (thus, undirected
edges).

The graph is simply constructed by a running window over a given string, that
analyzes the string into overlapping character n-grams and records information
about which ngrams are neighbours within the window. The edges eG ∈ EG

connecting the n-grams indicate proximity of these n-grams in the text within a
given window of the original text [3]. The edges are weighted by measuring the
number of co-occurrences of the vertexes n-grams within the window.

In addition to their effectiveness in capturing the context of an n-gram, there
are more reasons for selecting the n-gram graphs for building the user models.
First, it’s a language-neutral method that makes no assumptions on the un-
derlying language. Thus, it is able to handle the multilingual data of Twitter.
In contrast, other methods typically used for this purpose have miscelaneous
requirements that do not hold for certain languages, e.g., . Second, they can
be used to uniformly represent a set of texts through a single graph. This is
simply done with the help of the update functionality11, described in [4]. Last
but not least, n-gram graphs allow for fuzzy matching and substring matching,

11 In short, the update functionality of the n-gram graphs works as follows: given a
set of texts, T , it builds an initially empty graph GT . The i-th text ti ∈ T is then
tranformed to an n-gramp graph Gti that is merged with GT to form a new graph
Gu with the following properties: Gu = (Eu, V u,Wu), where Eu = EGT ∪ EGti ,
V u = V GT ∪ V Gti and
W i(e) = WGT (e) + (WGti (e)−WGT (e))× 1/i.



which constitutes a functionality of high importance in open domains like the
user-generated data of Twitter.

In essence, this framework allows to represent a text as a graph for an exam-
ple), keeping more information than a bag-of-words and supporting expressive
representation of sets of text using a single graph [4]. Assuming that each at-
tribute name constitutes a small text T , we can combine all stable names of
the training set into a common graph and all its unstable names into another
graph. The same applies to attribute values. The corresponding graphs capture
patterns common in the content of stable and unstable items, such as recurring
and neighboring character sequences, special characters, and digits. Thus, they
can be employed to measure the similarity of an information item (of the testing
set) with the stable and the unstable class. The similarity is calculated between
the corresponding graph representation Gi of the information item and a class
representative graph Gj . The following three kinds of similarity between n-gram
graphs are used in the scope of this work:

Containment Similarity (CS), which expresses the proportion of edges
of a graph Gi that are shared with a second graph Gj . Assuming that G is an
n-gram graph, e is an n-gram graph edge and that for function µ(e,G) it stands
that µ(e,G) = 1, if and only if e ∈ G, and 0 otherwise, then:

CS(Gi, Gj) =

∑
e∈Gi

µ(e,Gj)

min(|Gi|, |Gj |)
, (1)

where |G| denotes the number of edges (or size) of a graph G.

Size Similarity (SS), which denotes the ratio of sizes of two graphs:

SS(Gi, Gj) =
min(|Gi|, |Gj |)
max(|Gi|, |Gj |)

. (2)

Value Similarity (VS), which indicates how many of the edges contained in
graph Gi are contained in graph Gj , considering also the weights of the matching
edges. In this measure, each matching edge e having weight wi

e in graph Gi

contributes V R(e)
max(|Gi|,|Gj |) to the sum, while not matching edges do not contribute

(consider that for an edge e /∈ Gi we define wi
e = 0). The ValueRatio (V R) scaling

factor is defined as:

V R(e) =
min(wi

e, w
j
e)

max(wi
e, w

j
e)
. (3)

The equation indicates that the ValueRatio takes values in the interval [0, 1],
and that it is symmetric. Thus, the full equation for VS is:

V S(Gi, Gj) =

∑
e∈Gi

min(wi
e, w

j
e)

max(wi
e, w

j
e)

max(|Gi|, |Gj |)
. (4)



V S is a measure converging to 1 for graphs that share both the edges and similar
weights, with a value of V S = 1 indicating perfect match between the compared
graphs.

A derived important measure is the Normalized Value Similarity (NVS),
which is computed as:

NV S(Gi, Gj) =
V S(Gi, Gj)

SS(Gi, Gj)
. (5)

The NVS is a measure of similarity where the ratio of sizes of the two compared
graphs does not play a role.

An n-gram graph is characterized by three parameters: (a) the minimum n-
gram rank Lmin, (b) the maximum n-gram rank LMAX , and (c) the maximum
neighborhood distance Dwin [3]. In the following, we exclusively consider tri-
gram graphs, i.e., Lmin = LMAX = 3 with a neighborhood distance of Dwin = 3,
which were experimentally shown to provide a good trade-off between effective-
ness and efficiency for the English language [3].

Discretizing N-Gram Graph Similarities Given the low values that the above
similarities typically get, it is possible that a discreet value would be more use-
ful for correctly identifying the class of a tweet. To verify to which extent this
premise holds, we discretized the similarities according to the use case at hand.
In the case of the ternary sentiment analysis problem, this is done by transform-
ing the similarities with the three possible classes to three discreet ones (i.e.,
negative, neutral, and positive) as follows:

dsim(simneg, simpos) =

negative, if simpos < simneg

positive, if simneg ≤ simpos

(6)

dsim(simneu, simpos) =

neutral, if simpos < simneu

positive, if simneu ≤ simpos

(7)

dsim(simneg, simneu) =

neutral, if simneg < simneg

negative, if simneu ≤ simneg

(8)

Note that this technique is applied on kind of similarities, separately. For the
binary sentiment analysis problem, the two similarity values are reduced to a
single, discreet one as follows:

dsim(simneg, simpos) =

negative, if simpos < simneg

positive, if simneg ≤ simpos

(9)



4.4 Classification Algorithms

To thoroughly evaluate the performance of our models, we consider several state-
of-the-art classification algorithms of varying time and space complexity. For the
comparative analysis of the document representation models, we employed the
Naive Bayes Multinomial (NBM) and the Support Vector Machines (SVM),
two established algorithms for text-categorization, with the former being sub-
stantially more efficient than the latter. For the rest of the models, we employed
three of the most popular and established classification algorithms: Naive Bayes
(NB), C4.5 and the SVM. They comprise a quite representative set of classifi-
cation methods with respect not only to their internal functionality (i.e., prob-
abilistic learning, decision trees and statistical learning, respectively), but also
to their efficiency (they appear in ascending order of time complexity). For a
detailed description of these algorithms.

5 Evaluation

5.1 Setup

Data set.
In our experimental study, we considered the data set acquired through Twit-

ter API. It contains more than 2 million tweets that were posted by over 10.000
users in a time period of 3 months (from the beginning of July 2015 until the
end of September 2016). In total, this crawl recorded around 20%-30% of the
entire Twitter activity during that period, thus constituting one of the largest
data collections ever gathered from Twitter.

Initially, we had 0,52 million negative tweets in comparison with 0,72 million
positive tweets. To create equally sized samples and reduce processing overhead
to a reasonable level, we randomly selected 0,5 million tweets from each category,
as well as 0,5 million neutral tweets for the ternary classification case. 90% of data
from these sets were used for training: half of those were used for creating the
graph and all of them for comparing and calculating the respective similarities
described above. The rest 10% of the above data were used for testing purposes,
following a 10-fold cross validation approach.

Vector 2-Grams 3-Grams 4-Grams 2-Gram Graphs 3-Gram Graphs 4-Gram Graphs
Model Raw Discr. Raw Discr. Raw Discr.

Binary 148 589 1,456 1,041 6 3 6 3 6 3
MultiClass 142 596 1,448 1,011 9 9 9 9 9 9

Table 1. Number of Features per method

In Table 5.1, the number of features for the raw and discrete n-gram graphs
is provided, in contrast with the respective numbers for the vector model and



the n-gram methods. As can be observed, in our case, the number of features
is significantly less, improving the performance of the classsification and, thus,
making our approach more efficient.

Vector 2-Grams 3-Grams 4-Grams 2-Gram Graphs 3-Gram Graphs 4-Gram Graphs
Model Raw Discr. Raw Discr. Raw Discr.

NBM 62.44% 59.44% 62.94% 64.76% 57.15% - 61.36% - 64.39% -
C4.5 - - - - 60.06% 58.50% 63.07% 61.87% 66.77% 65.34%

Table 2. Binary Classification success rate results

Vector 2-Grams 3-Grams 4-Grams 2-Gram Graphs 3-Gram Graphs 4-Gram Graphs
Model Raw Discr. Raw Discr. Raw Discr.

NBM 44.97% 48.89% 46.97% 47.41% 37.97% - 37.94% - 38.14% -
C4.5 - - - - 41.85% 42.95% 47.33% 48.69% -% 51.31%

Table 3. Multi Classification success rate results

Metrics. Metrics. To estimate the effectiveness of the above models, we em-
ployed the metric of accuracy; in the settings we are considering (i.e., single-label
classification problems), it is simply defined as the ratio of correctly classified
documents over the size of the entire document collection.

5.2 Results

Performance Analysis The goal of this analysis is to twofold: First, to com-
pare the n-gram graphs with the vector model and the n-grams one, and, second,
to identify their best performing configuration (i.e., the optimal size for n). We
employed two classification algorithms: the Naive Bayes Multinomial (NBM),
which is a method typically used in text classification, and the C4.5 tree classi-
fier, which is more appropriate for the similarity features of the n-gram graphs.
For a detailed description of these algorithms see . For their implementation, we
relied on Weka. The implementation of the n-gram graphs was provided by the
open-source library JInsect. Note that we employed the default configuration
of C4.5, without any fine tuning. It should also be stressed that the NBM is
not applicable to instances described only by nominal attributes, such as the
ones resulting from the discretization of n-gram graphs similarities. Finally, it
is worth clarifying that the vector model did not involve any ne-tuning process-
ing, like stemming or lemmatization; such approaches are not practical due to
the rich diversity of languages contained in our corpus. The outcomes of our



experimental study are presented in Tables 1 and 2. We can easily notice that
the n-grams outperform the vector model for n = 3 and n = 4 in all the cases.
Bigrams, on the other hand, have an accuracy that is slightly lower than that
of the vector model. This behavior is a probably caused by the advantages of
n-grams over the vector model: they are language-neutral and robust to noise.
These advantages, however, are not fully exploited in the case of bigrams; their
low performance indicates that their size is not suficient for capturing reliable
patterns in multilingual settings. Regarding the n-gram graphs, we can see that,
unlike the other models, they achieve relatively low accuracies for the NBM, but
take substantially higher values for the C4.5. In the latter case, actually, they
achieve the highest performance among all content-based models, with four-gram
graphs being the overall champion. Three patterns are worth noting: First, the
performance of the n-gram graphs increases by 3% − 4% when the size of n is
incremented by one. Second, their performance is consistently higher than that
of the corresponding n-grams model, probably because of the additional, con-
textual information they capture. Although the differences are not very high
(<= 6%), they were found to be statistically significant ( < 0.005) in all the
cases. Third, the performance of the discretized n-gram graphs similarities is
consistently lower than that of the actual similarity values for Problem 1, and
vice versa for Problem 2, where they actually achieve the highest overall accu-
racy. This can be easily explained by the number of features involved in each
case: as shown in Table 1(c), for Problem 1, the six numeric similarities are re-
placed by 3 nominal ones, inevitably losing significant information. For Problem
2, though, the 9 numeric attributes are replaced by an equal number of nominal
ones, which adequately capture the relevant patterns. Efficiency Performance
Analysis. For a practical, large-scale application of polarity classification, the
number of features plays an important role; the more features are required, the
higher is the computational cost, not only for the training phase, but also for the
testing one. The reason is that the search space grows exponentially with the
increase of its dimensions, even if the instances that are considered are sparse:
the number of features is more critical for the classification efficiency than the
distribution of their values. Although the required number of features can be
limited by filtering algorithms like PCA, approaches that inherently rely on a
limited number of features are more suitable for large-scale classification appli-
cations. To study the efficiency of the aforementioned representation models,
we present in Table 3 the number of features they entail. We can easily notice
that the n-grams involve the largest by far set of features, with the peak cor-
responding to n = 3. This is because, as the size of n increases, the number of
possible combinations grows exponentially. Nevertheless, the four-grams entail
less features than the trigrams, because their numerous substrings are rather
rare and a smaller part of them exceeds the frequency threshold. As expected,
the vector model involves less features than the n-grams, as it considers entire
words instead of substrings. Most notably, though, the n-gram graphs require
a significantly lower number of features in all cases (< 10), thus achieving a
significantly higher classification efficiency.



6 Conclusions

N-grams was proven to be an efficient text analysis method, as observed in the
related work also. It is language-agnostic resolving issues like noise and neolo-
gisms arising in text messages captured from Social Networking Sites. However,
with the incorporation of n-gram graphs, we took a step forward by taking into
account the n-grams’ proximity in the given text, which is highly important as
previously explained, capturing n-gram neighbouring patterns as well. The above
characteristic provided extra added value to this work, increasing the sentiment
classification success rate, as denoted in the paper results.

What now needs to be investigated in future work, is probably the coupling
of the above method with some universal language features (such as punctuation
pattern occurance) as well as social graph and historicity features, concerning
text authors, so as to come up with an even more detailed set of features to be
fed into a Machine Learning algorithm. This is expected to further increase the
classification efficiency to higher levels, providing a concrete sentiment analysis
solution that can be successfully used as an auxiliary service in the Social Media
text analysis business context.
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Abstract. In this paper we present Targeted Advertisement case-study,
a big data case-study for LeanBigData project[1]. PT (Portugal Telecom)
sells multi-platform ads online covering the whole spectrum of web, mo-
bile and TV, allowing advertisers to define their own campaigns, set their
campaign goals and budget, their choice of paid words, as well as many
other constraints including geographic and demographic of the targeted
customers. To reliably provide efficient, contextualised and targeted ad-
vertisements to final users, the current architecture of PT AdServer relies
on in-house developed tools for handling the high-throughput stream of
data and to deal with analysis and visualisation. We present a bench-
mark study performed on LeanBigData platform tested with real PT
needs in terms of data throughput and scalability.

Keywords: Big data, OLTP, OLAP, SQL, Databases, Advertisement,
LeanBigData

1 Introduction

The Big Data hype is said to present huge opportunities for Communication
Service Providers (CSP). Most trends – in technology development, consumer
behaviour, regulation and investments – seem to corroborate that Big Data is
already playing an non-neglectable role in revenue streams. Big Data per se has
little value, but data processing applied to societal, business or organizational
challenges can open a whole new business stream to CSPs: from business predic-
tive analysis and advanced business intelligence to e-health and context aware
marketing, among many others. Nevertheless, the current moment is still an
early stage in the Big Data hype: companies are still experimenting innovative
Big Data based solutions and testing market acceptance. It is estimated that in
the near year of 2017, “60% of big data projects will fail to go beyond piloting
and experimentation and will be abandoned” [7].

According to a study held by The Economist Intelligence Unit [8], the top
two key data challenges in businesses are the quality, reliability or comprehen-
siveness of data and the lack of effective systems to gather and analyse data.



The same study results show that one of the top three data insights critical to
decision-making is “qualitative” (e.g. customer experience). Targeting the best
content (advertisement) for each client is thus critical for improved customer ex-
perience. As stated by Matthew Keylock [8], “If you don’t engage with your best
customers, they won’t want to engage with you”. And this is where LeanBigData
project [1] comes into play.

PT sells multi-platform ads online covering the whole spectrum of web, mo-
bile and TV, as depicted in Figure 1. Similar to other industry standards, such
as Google AdSense and AdWords, it allows advertisers to define their own cam-
paigns, set their campaign goals and budget, their choice of paid words, as well
as many other constraints including geographic and demographic of the targeted
customers. Recent trends point to a maximization of convergence synergies be-
tween all the distribution channels by allowing profiling to happen across the
whole spectrum of data so that ads are served in a much more targeted fashion.

Fig. 1. Ads being served on three different platforms: web, mobile and TV

Decisions on which ads to show in which client need to be made in a frac-
tion of a second and should be informed by all the batch processing associated
with profiling. To cope with these large streams of data, PT currently uses a
hodgepodge of big data technologies, leading to high communication overheads
and undesired operational complexity. The major goals of this case study in the
project are thus the following: (i) simplification of the operational complexity by
sorting out the current heterogeneous mixture of technologies; (ii) improvement
of the overall efficiency of the advertisement system and bid data infrastructure;
(iii) improvement of the throughput capacity in at least on order of magnitude
and (iv) improvement of cross-domain analytics, made possible through the con-
vergence of the various data streams.

2 Use-cases Description

To reliably provide efficient, contextualised and targeted advertisements to fi-
nal users, both web services and application users, the current architecture of



AdServer relies on in-house developed tools for handling the high-throughput
stream of data and to deal with analysis and visualisation. The AdServer in-
cludes of a hodgepodge of technologies, including Hadoop for batch processing
of aggregation and behaviour analytics, MonetDB and PostgreSQL for ad-hoc
analysis and various small custom solutions, Esper as open source CEP engine,
Storm as a scalable stream processing engine and, with a highly negative impact
on the entire system, custom code to glue all of these technology blocks together.
Data goes through a distributed message queue broker architecture relying on a
producer/consumer paradigm and Hadoop and SOLR clusters are used to store
and query the relevant consumed data. A Service Delivery Broker hosts all of
the internal web services as well as third party web services with a Marketplace
for subscribing such services.

Fig. 2. AdServer architecture with the LBD platform

A high-level overview of the integration of LeanBigData platform with the
current infrastructure is depicted in Figure 2. This integration will allow a sim-
plification of the mixture of technologies actually being used, as will allow signifi-
cant improvements in both the throughput of data analysis as well as in the fore-
casting and profiling capabilities of the system. From the database perspective,
the goal will be to take advantage of several improvements at the SQL-engine
level [4][3] as well as the new scalable fault-tolerant transactional platform specif-
ically designed for OLTP workloads [5] to enhance the global throughput of the
system. Additionally, recent work on a new approach for Key-Value Data Stores
[2] will significantly improve OLAP workloads.

Based on the AdServer architecture, on the LBD platform capabilities and
on PT advertisement needs, five different use cases were designed: Ad Serv-
ing (UC1), Forecasting (UC2), Dashboards (UC3), User Profiling (UC4) and
Campaign Setup (UC5). These use-cases will be described in the following sub-
sections.



2.1 Use-cases Requirements

Current SAPO infrastructure processes about 90 million requests per day, in the
scope of multi-platform advertisement. Such requests can go up to 150 million
requests per day in peak days, representing over 3600 requests per second. Ad-
ditionally, 90% of these requests need to be served in less than 30 mili-seconds.
In now-a-days market, demands are exponentially increasing and both technical
and infrastructures setups, as well as user needs have to evolve accordingly. In
this sense, targeting advertisement embraces such challenge by enabling the pos-
sibility of improving PT current big data infrastructure, and, more important
from the business perspective, it introduces new and enhanced mechanisms of
serving more contextualized and better advertisement to PT users.

2.2 UC1: Ad Servering

Ad Serving use-case is focused on serving targeted and contextualised ads to both
clients and ad server actors. A client uses any of PT’s multiplatform services,
whether mobile, web or TV, and receives a targeted contextualised ad which
takes into consideration the user profile and specific campaign requirements by
the advertiser together with general inferred clusters/models from previous usage
of the platform. The expected effect of this UC is the update of the platform
with logging information on the ad served and the client request.

Due to high risk management reasons, the AdServer platform was, at the time
of writing, emulated in a dedicated cluster of virtual machines, with the support
of LeanBigData framework at an SQL boundary, and with a usage scenario as
close as possible to the live system.

We collected a sample of one week of web usage, including user-agents used
to access the webpages, geographical distribution of the users and hostnames ac-
cessed. Using this large sample of real data, together with artificially generated
data, we were able to emulate the AdServer environment. Specifically, real-data
included (i) approximately one thousand different user-agents combinations, in-
cluding information about the device, the OS, its version, etc.; (ii) more than two
thousand different geographic origins (detailed to city) of web requests and (iii)
more than thirty thousand different visited hostnames. Based on this informa-
tion, the AdServer dataset was designed with three major data inputs: banners’
ads, users’ profiles and impressions.

– Banners’ Ads: represent a form of advertising, typically on the web, but
also on different platforms such as mobile applications and IPTV, such as
depicted in Figure 1. Ads comprehend information ranging from banner tags
and hostname to target devices and user locations. The number of banners
vary according to the benchmarks, as detailed in section 3.

– Users’ profiles: comprehend information regarding users’ gender and age,
mainly corresponding to authenticated users, and does represents scarce and
not very rich information. For the sake of this use-case, users’ profiles data
was randomly generated, and profiles are evenly distributed across age and
gender.



– Impressions: a single impression, in the context of online advertising, is
when an ad is fetched from its source, and is countable. Whether or not the
ad is clicked is not taken into account. Impressions are generated according
to each user and banner request, and include information such as timestamps
(date and time of the request), banner metadata and, if available, user profile.

AdServer emulation : The workload for the AdServer emulation consisted of
95% of impressions, 3% of dashboard queries and 2% of Forecasting. These indi-
cators were extracted from the workload of the live AdServer, and they indicate
that 95% of the requests to the AdServer are related to impressions: as expected,
most of the AdServer effort concerns with fetching banners based on user requests
from multi-platforms. Most typical queries are “inserts” with logging informa-
tion from each impressiom. Second, dashboard queries embrace a significant 3%
of the its workload. Such queries are used for batch and real-time dashboards, al-
lowing technicians, advertisers, data scientists and business analyst to visualize,
explore and customize ads behaviours and campaigns. These are typical OLAP
queries with reading and aggregation operators, which complexity largely de-
pends on the users needs. Finally, 2% of the workload is targeted to forecasting.
This information, typically integrated into dashboards, inform business analyst
and advertisers of the ongoing and predict the success of ad campaigns. Similar
to dashboard queries, these one are also represented by OLAP queries.

2.3 Other use-cases

PT has designed and is currently working on four additional use-cases, although
no final results are yet available to be presented.

UC2: Forecasting: Given the history of a campaign including all the as-
sociated specific metadata (e.g. data about the users and kind of user profiles
who have consumed the ads), the goal is to compute the expected behaviour of a
campaign in time in terms of prints and user clicks. The forecast will be useful for
Advertisers to review their campaign specifics, Sales people to predict revenues
and Ad Analysts to possibly revise their ad strategy. The forecasting module
will be implemented with direct support on LeanBigData CEP component [6].

UC3: Custom Reports and Dashboards: Any set of features/values
should be prone to visualisation via insightful dashboards. Sales Persons, Ad
Analysts and Data Analysts will be able to create and save their own dash-
boards based on ad-hoc queries which are executed on the fly from available
data streams. Dashboards are currently being implemented by connecting Lean-
BigData framework to Kibana4 using the JBDC provided drivers.

UC4: User Profiling: Users profile use case is based on the profiling com-
ponent, a module built over the Lean Big Data platform, which clusters users
into characteristic profiles according to their behaviour and past history with
the platform.

4 Kibana is an “elastic” product for data exploration and visualization, available at
https://www.elastic.co/products/kibana



UC5: Campaign Setup: Campaign Setup is a simple use case consisting
of an Advertiser inputting campaign properties via a friendly user interface and
providing that information to the Ad Server. Campaigns typically have delivery
restrictions based on user profile (age and gender, for example) and request fea-
tures such as User Agent (e.g.: device types) and IP address (for geo-reference).

3 Benchmarks

The benchmarks goal is to test LeanBigData platform performance agains cur-
rent PT AdServer infrastructure. As previously mentioned, due to high risk
management reasons, benchmarks can not be performed on PT production en-
vironment. Moreover, three different scenarios need to be taken into account for
the benchmarks:

– Production AdServer: Live system currently being used at PT to serve
ads according to the multi-platform scenario needs.

– Emulated AdServer: An emulated version of the Production AdServer in a
dedicated (non-production) cluster, but with similar workloads and hardware
specification.

– LeanBigData AdServer: A testing version of PT AdServer use-case in
LeanBigData platform, also with similar hardware specification and work-
loads regarding the Production AdServer.

Workloads applied on the Emulated AdServer and on the LeanBigData Ad-
Server were previously detailed in sub-section 2.2 and aim to guarantee similar
test conditions for the benchmarks. Also, hardware specifications are equally
equivalent for both scenarios. While for the emulated AdServer we have 2 nodes,
each with 2x CPUs E5-2670 (32 virtual CPUs / threads), 132GB RAM, 2x
800GB HDD (10k rpm) and 2x 10Gbps network, for the LeanBigData AdServer
we have each node with a CPU E5-2630 (24 virtual CPUs / threads), 128 GB
RAM, 0.5 TB SSD + 4 TB HDD and 1Gbps network.

The conditions for the benchmarks are based on four different parameters.
The number of users, set to 200.000, represents the total number of different
users that may request an ad, an aspect that is taken into account regarding the
number and complexity of user profiles. The number of banners, set to 100.000,
represents the possible number of banners each request can deliver. The number
of interactions (100.000) concerns with the total number of impressions gener-
ated during the tests, with each impression being represented by an interaction
with the AdServer. Finally the number of connections, varying from 50 to 250,
represents the number of concurrent requests to the AdServer.

3.1 Emulated AdServer versus Production AdServer

The first benchmark aimed at comparing the Emulated AdServer with the Pro-
duction AdServer, by measuring both the response time and throughput of these



setups. For the first test (refer to Figure 3, left side), the average response time
vary – according to the number of concurrent clients – from 12.6ms to 19.4ms,
with a minimum of 5.4ms, which is bellow the average response time for the
Production AdServer, 13ms.

Fig. 3. Emulated versus Production

Regarding the throughput test (refer to Figure 3, right side), the throughput
vary from 3668 requests/sec to 2577 requests/sec, with a maximum of 9259
requests/sec, almost three times more that the average throughput at Pro-
duction AdServer. There results indicate that the Emulated AdServer achieved
similar results compared against the Production AdServer, and it thus suitable
for further benchmarks with LeanBigData platform.

From these results we assume that the Emulated AdServer is a suitable rep-
resentation and replacement of the Production AdServer, in the scope of these
benchmarks. Following benchmarks are thus performed against Emulated Ad-
server.

3.2 Emulated AdServer versus LeanBigData AdServer

The second benchmark focus on comparing the Emulated AdServer against the
LeanBigData AdServer. This benchmark is supported on two distinct metrics:
the throughput and response time. The throughput results achieved (refer to Fig-
ure 4, left side) show that LeanBigData platform performed better that the Em-
ulated AdServer from PT, with a different of approximately 1500 requests/sec.
This improvement is considerably interesting, since it represents almost 50% of
the average throughput of events at Production AdServer (3600 requests/sec).

Regarding the results on the response time metric, presented on the right side
of Figure 4, these indicate that LeanBigData is still above the average response
time for PT Emulated Adserver, with 5.4ms. Nevertheless, ongoing work in
LeanBigData project [1] is expected to bring significant improvements in this
matter, in particular with the integration of the new key-value data store[2] and
other improvements in the SQL engine[4][3].



Fig. 4. Emulated versus LeanBigData

3.3 LeanBigData AdServer scalability

The last benchmark goal is to test the scalability of LeanBigData platform, by
progressively increasing the number of nodes from 1 to 5. The metrics for this
benchmark are the average response time and the average throughput. As de-
picted in Figure 5 (left side), the average response time stabilizes when adding
2 more nodes to the AdServer configuration, indicating that this result is not
affected by the increasing number of nodes and the potential overhead for man-
agement.

Fig. 5. LeanBigData scalability

Moreover, when testing the LeanBigData AdServer and measuring its through-
put, results presented in Figure 5 (right side) indicate that the system is capable
of linearly increase its overall throughput capability with the increase of nodes
in the AdServer configuration. Both tests are strong indicators that LeanBig-
Data platform can in fact horizontally scale (by increasing the number of nodes)
without affecting its performance.

4 Conclusions and Future Work

We presented Targeted Advertisement case-study in the scope of LeanBigData
project[1]. Five different use-cases were designed, aiming to cover all Portugal



Telecom needs and expectations regarding a fully targeted and contextualized
advertisement platform. Benchmarks were performed on LeanBigData platform
for the first use-case (Ad Serving), supported on an emulated scenario. Re-
sults have shown that current LeanBigData platform outstands PT in terms of
throughput, although response time using LeanBigData platform in still bellow
PT results. Nevertheless, LeanBigData roadmap includes several improvements
in the key-value data store and SQL engine which are expected to positively
impact on these results. Concerning scalability tests, results have shown that
LeanBigData was able to linearly scale from 1 to 5 nodes, based on the through-
put responses achieved.

Future work includes both the final implementation and validation of all
use-cases designed as well as improvements and extensions on benchmarks tests
against LeanBigData platform.
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Abstract. The wide adaptation of NoSQL data-stores and among them the 

document data-stores, because of their rich functionalities and their 

performance, has led to the need for also providing from them transactional 

semantics. MongoDB, a very popular document data-store, require from the 

application developer to implement his own two phase commit protocol in case 

the application requires ensuring ACID properties. In this paper, it is presented 

an extension of the official MongoDB client for providing transactional 

semantics and Snapshot Isolation. 

1 Introduction 

NoSQL [1], [2] data-store has been adoptive widely the last years basically because of 

their performance capabilities and their simplified [3] data model. In addition to the 

traditional SQL data-stores the NoSQL lack of support of transactional semantics. 

NoSQL have been built from scratch in order to obey to the CAP theorem thus don’t 

provide ACID properties. 

Among NoSQL the document data-stores are widely used in many applications 

despite the lack of transactional semantics. In popular data-stores such as MongoDB 

the application developer has to implement his own two phase commit protocol in the 

application in case is require to ensure ACID properties by the application. 

In this paper, we present the extension of the MongoDB’s official client in order to 

become transactional by implementing the Multi-Version Concurrency Control 

(MVCC) functionality and integrating it with an external as a service client, the 

Holistic Transactional Manager (HTM) of the CoherentPaaS’s [4] Integrated Platform 

for the required support of write-write conflict detection. The Isolation level achieved 

by this implementation is the Snapshot Isolation. 

mailto:y.panagiotakis%7d@neurocom.gr


2 About MongoDB 

MongoDB [5] is a free, open-source, document-oriented database that is commonly 

used by a variety of different application providers. It stores data as documents, in 

JSON-style format with dynamic schemas, providing tools for easy access, supporting 

a variety of popular programming languages (i.e. Java, Python) through the use of 

common drivers. 

2.1 Query Processing 

MongoDB supports all CRUD (Create, Read, Update, and Delete) operations typically 

offered by traditional relational databases, and permits the use of predicates while 

submitting queries.  It supports selections and projections of the selected data, update 

operations, and aggregation functionalities. All data items are stored in the form of 

documents, in a JSON-style format, into specific collections. A collection is a group 

of related documents that have a set of shared common indexes. Collections are 

analogous to a table in relational databases, however they are schema-less and do not 

enforce a specific collection structure. There is no possibility for joined queries 

between different collections. An application developer has to use denormalization 

techniques instead. 

The MongoDB query engine supports comparison query selectors that can 

 match values that are greater than the value specified in the query 

 match values that are equal to or greater than the value specified in the query 

 match any of the values that exist in an array specified in the query 

 match values that are less than the value specified in the query 

 match values that are less than or equal to the value specified in the query 

 match all values that are not equal to the value specified in the query 

 match values that do not exist in an array specified to the query 

It also supports traditional logical operations that  

 joins query clauses with a logical OR returns all documents that match the 

conditions of either clause 

 joins query clauses with a logical AND returns all documents that match the 

conditions of both clauses 

 inverts the effect of a query expression and returns documents that do not 

match the query expression 

 joins query clauses with a logical NOR returns all documents that fail to 

match both clauses 

It can also select documents by checking whether or not a field is of a specific type 

and perform evaluations based on regular expressions or a custom JavaScript. Arrays 

can be also used in the predicates while there is the capability of using geospatial 

operators as well. Moreover, the use of projection operators allows limiting the 

number of element from the returned dataset, just as in the traditional relational 

algebra. 

Regarding the write operations, MongoDB supports insertions, updates and deletes. 

An insert operation simply inserts a new data item, in the form of a document to a 



specific collection. Every newly created data item gets an auto-generated unique 

identifier and a timestamp. A delete operation removes documents from a specific 

collection while an update operation updates specific fields from a document, or 

replaces completely the document. If multiple documents are affected by the same 

operation, it is worth to mention that atomicity is ensured only within single 

documents (and their embedded subdocuments). For the update and delete operations, 

there is the possibility to specify criteria or conditions that follow the same rules of the 

selections. The update operations can modify documents by  

 incrementing the value of the field by the specified amount 

 renaming a field 

 setting the value of a field in an existing document 

 removing the specified field from an existing document 

 adding elements to an existing array only if they do not already exist in the 

set 

 removing the first or last item of an array 

 removing all matching values from an array 

 removing items from an array that match a query statement 

 adding new items to an array 

2.2 Transactional Management 

Most NoSQL databases often relax the level of support of the traditional ACID 

properties, in order to achieve better performance, higher availability and more 

flexibility in storage. However, MongoDB does provide some basic transactional 

capabilities though. 

Atomicity is provided at the level of a single document. This means that a 

transaction that affects multiple documents in the same collection (i.e. a massive 

update based on a predicate criteria) is not atomic. Transactions that perform multiple 

write operations on documents that are stored in different collections (i.e. the 

placement of an order in an e-commerce application) are also non-atomic. However, 

operations that perform multiple updates to subdocuments that are all included into the 

same parent -document, are atomic.   

MongoDB uses a read-write lock that allows concurrent read access to a database 

but gives exclusive access to a single write operation. When a read lock exists, many 

read operations may use this lock. However, when a write lock exists, a single write 

operation holds the lock exclusively, and no other read or write may share the lock.  

[2] provides the definition of 1-copy-snapshot-isolation consistency, which ensure 

that all transactions performing operations in a replicated database, will produce the 

same result in each replica as if they were performing serially. MongoDB only 

provides eventual consistency when replication is used. In a replicated set, one server 

will be the primary one, and the others will be the secondaries. Every time, only the 

primary node is receiving write operations, and then MongoDB guarantees that the 

changes will be flushed to the secondaries eventually. Regarding the read operations, 

an application provider must choose between readings explicitly from the primary 

node, or distribute the traffic in all nodes, but sacrificing the level of consistency.  



Isolation is supported only in single documents by default. Updates on multiple 

documents will allow other operations to interleave with these updates resulting in a 

loss of isolation. If these interleaved operations contain writes, the update operation 

may produce unexpected results. Moreover, the concurrency control is similar to the 

transaction auto-commits used in the relational databases. Every performed operation 

is immediately visible to other concurrent transactions. 

Regarding the durability of a transaction, MongoDB uses a write-ahead-log, called 

‘journal’ where every operation is logged. The journal is committed every 100 

milliseconds by default, with the ability for the user to change this parameter. This 

means that in the event of a system crashing, changes to the database that have not 

been reported to the journal since the latest commit will be lost. However, there is the 

provision for preventing a transaction to commit until the journal is flushed to the 

database and the latter is fully synchronized. However, this implies a tradeoff for the 

latency of transactions that will be delayed till the log is flushed. 

2.3 Multi-versioning 

MongoDB does not support multi-versioning. As a result MongoDB does not have 

any special mechanism for storing different versions of a data item and monitor its 

state transitions within a certain period. It only marks the document with a creation 

date timestamp, as part of its objectID. The objectID is unique identified for each 

document and is auto-generated on every insert. It is a 12-bytes BSON, whose first 4 

bytes represent the seconds since unix epoch. The objectID must be kept non editable, 

as being served as the primary key of the collection. 

2.4 Transaction Recovery 

As mention before, there is no provision for transaction recovery, as MongoDB does 

not provide Isolation semantics when accessing multiple documents. The application 

developer can implement his own transactional management mechanism using a two 

phase commit approach and MongoDB guarantees for atomic operations at document 

level, however, the project’s intention is to implement its own transactional 

management based on snapshot isolation. 

2.5 Journaling in MongoDB 

MongoDB uses write ahead logging to an on-disk journal to guarantee write operation 

durability and to provide crash resiliency. Before applying a change to the data files, 

MongoDB writes the change operation to the journal. On a restart after a crash, 

MongoDB replays all journal files located in the journal directory before the server 

becomes available.If MongoDB terminate or encounter an error before writing the 

changes from the journal to the data files, then MongoDB can re-apply the write 

operation and maintain a consistent state. 



3 Transactional MongoDB 

The Transactional MongoDB Client is the core component that provides Snapshot 
Isolation [6] to MongoDB and ensures ACID properties and transactional 
semantics. It uses and extends MongoDB’s official java driver. 

Snapshot Isolation (SI) requires Multi-version Concurrency Control (MVCC). Each 

time a transaction needs to update or delete a document a new version is created and 

inserted in the data-store. This new version of the document is an uncommitted 

version and must be kept private until the transaction commits. SI can be implemented 

by enforcing two rules. The read rule states that a transaction should observe the most 

recent committed version of each data item at the time the transaction start. The write 

rule states that no two concurrent transactions can update the same data item. Finally, 

SI requires a way to remove obsolete versions of the data items that will never be read 

by active transactions. 

Snapshot isolation avoids all read-write conflicts. However, it still forbids write-

write conflicts. Thus, the MongoDB transactional client needs to be integrated with 

the holistic transactional manager (HTM) of CoherentPaaS, through HTM’s client the 

LTMClient. 

At transactions it is assigned a start timestamps that corresponds to the most recent 

committed state of the data-store. At commit time a commit timestamp is also given to 

each transaction which is used to tag each document (version). The start timestamp 

and the commit timestamp are provided to the Transactional MongoDB client by the 

HTM. 

4 Transactional MongoDB Client 

The Transactional MongoDB Client can handle concurrent transactions and ensure 

ACID properties. A newly opened transaction is assigned with a start timestamp, and 

the transaction identifier. During a read operation, every transaction selects data by 

additionally including the start timestamp and the tid, so that MongoDB can scan for 

the appropriate versions. During the commit stage, the TM assigns a new commit 

timestamp that will characterize the newly inserted version of the data items. For the 

proper management of transactions, the following decisions have been made. 

The general description of the workflow that takes place during the execution of a 

transaction is as follows: 

1. The application needs to create a new transaction. It firstly communicates with the 

holistic Transaction Manager, through a local client implementation that is 

included in the Transactional MongoDB Client, in order to initialize the 

transaction. 

2. The holistic Transaction Manager returns back the transaction’s context, and most 

significantly, its start timestamp and identifier. 

3. At this point, the application is capable of interacting with MongoDB, using its 

Multi-Version Concurrency Control that provides the corresponding versioned 

data items, according to the transaction’s start timestamp. Every update operation 



(insert, update, delete) keeps a private version of the affected data item in the 

private context of the transaction, managed by the Transactional MongoDB 

Client. 

4. When the application is ready to commit, then it informs the holistic TM so that 

the latter can firstly perform all necessary actions in order to prepare the commit 

phase. 

5. If no write conflicts are identified at this phase, then the holistic TM updates the 

transaction context with the commit timestamp and informs the application to 

prepare to commit. 

6. Before committing, Transactional MongoDB Client has to pass the transaction’s 

private write-set to the TM, in order for the latter to make it durable so that 

proper recoverability will be enabled in case of potential failures. MongoDB will 

not rely on its native mechanism, as the latter introduces small time intervals 

where the data cannot be considered durable and can lead to write losses. 

Consequently, Transactional MongoDB Client will provide the TM with the full 

private write-set (all updated versions of data items in the context of a 

transaction) so that the latter can ensure the durability property. 

7. Once the durability is granted, in order to finalize the commit, the Transactional 

MongoDB Client flushes all changes to MongoDB. Transactional MongoDB 

Client registers all pending transactions, so that it can enforce recoverable 

actions, in the case of a potential failure. 

8. If failure occurs during the finalization of the commit phase, then Transactional 

MongoDB Client identifies it and requests the write-set of the failed transaction 

from the TM. 

9. TM provides the requested write-set and Transactional MongoDB Client 

proceeds with the necessary undo/redo actions, in order to recover. 

4.1 Multi-versioning and Version labelling 

Multi-versioning is a first-class citizen in a transactional data-store that needs to 

manage concurrent transactions based on the Snapshot Isolation (SI) approach. Multi-

Version Concurrency Control (MVCC) is not supported natively by MongoDB. Our 

approach is mainly inspired by the work that has been done in PostgreSQL, as 

described in [7], [8]. Every versioned document of the database will be in the form of 

(_id, _dataID, _cmtTmstmp, _nextCmtTmstmp, _isDeleted, document-Data) where: 

 _id: is the MongoDB’s required unique key of every document stored in the data 

store. It is a 20 bytes concatenation of unique dataID and cmtTmstmp, which 

allows versions of the same data item to be stored next to each other. 

 _dataID: is a 12 bytes data item identifier, of type ‘ObjectId’1, provided by 

MongoDB’s native libraries that auto generates this value in a distributed manner. 

It ensures uniqueness of the key across the various instances. The identifier 

                                                           
1http://api.mongodb.org/java/current/org/bson/types/ObjectId.html 



resembles the Java’s UUID class, which is also used to provide unique keys in 

distributed applications. 

 _cmtTmstmp: This is an 8 bytes long timestamp, provided by TM upon commit. 

 _nextCmtTmstmp: This is an 8 bytes long timestamp, provided by HTM. If the 

document is at its latest version, then this field must be null. Otherwise, the 

previous version points to the recently updated one.  

 _tid: This is an 8 bytes long identifier which the tid of the transaction which 

inserted the new version of the document. 

 _isDeleted: This flag indicates whether or not an item is deleted.  

4.2 CRUD 

The Transactional MongoDB client provides all operations defined by its official API, 

which implements all CRUD operations. 

 Read: Read is provided by a predicate condition that is being applied by the 

transactional MongoDB client to the data store. Documents that satisfy this 

condition are being selected and retrieved. Read operations additionally require a 

start timestamp value and the current transaction tid, so that the retrieved 

documents must additionally (by applying an ‘and’ operator) satisfy the following 

condition:  

cmtTmstmp<=@startTmp AND  

((nextCmtTmstmp>@startTmp) OR (nextCmtTmstmp is null)) AND  

(isDeleted is null) 

OR 

(cmtTmstmp IS NULL) AND (TID = @tid) AND (isDeleted is null) 

 

By applying this additional condition, it is always ensured that only the right 

version of each document that satisfies the search condition predicate will be 

retrieved. MongoDB’s internal query mechanism is responsible for selecting the 

proper documents in a range scan, without having to introduce an additional 

performance overhead by additionally iterating through the result data set, in order to 

retrieve the version that corresponds to the current timestamp. In case that both a 

private version of the document exists in the scope of a transaction and a public one, 

then the transactional client is responsible for returning back to the user the private 

one (as it is the most updated for the transaction’s context). 

 Insert: Upon inserting a new data item into MongoDB, the cmtTmstmp gets the 

value of the transaction commit timestamp, while the 

nextCmtTmstmpandisDeleted have null value. The transaction tid is set in the 

corresponding (_tid) metadata field. 

 Update: When a data item is updated, the transactional client has to direct 

MongoDB first to update the value of its last version’s nextCmtTmstmp to the 

transaction commit timestamp and then additionally to insert a new version of this 

data item, by additionally setting the transaction tid to the corresponding metadata 

field, as in the insert operation. 



 Delete: When a data item is deleted, the transactional client has to invoke all 

actions described in the update operation and additionally set the isDeleted flag 

for the newly created version to‘1’.  

4.3 Indexing support 

MongoDB provides by default a B-Tree index on the ‘_id’ field, which is used for 

identifying the key of each document stored in the data-store. Moreover, it lets the 

application developer to define additional indexes on other fields, in order to perform 

performance effective scans.   

4.4 Snapshot Read and Private version Management 

Transactions must read from all publicly available versions, and the versions that are 

stored in their private write-set. Upon its initialization, a transaction is assigned with a 

start timestamp that will be used to select the appropriate latest version, as described 

in the previous subsection. Each versioned document also includes the tid of the 

transaction that added the document to the datastore and will be used in order for 

concurrent transactions not to interfere with each other’s private write-set, thus 

ensuring that each transaction reads its own writes. This process is as follows:  

When an insert/update/delete operation takes place, a new version of the document 

is inserted to the data-store storage and will be part of the current transaction private 

write-set. This new versioned document has no commit timestamp yet, as the 

transaction has not reached to its commit phase yet, and will only have the identifier of 

the current transaction. Additionally, the primary key of the new versioned document 

is stored locally in memory. By doing so, the size of the objects that are kept in 

memory of the JVM is dramatically reduced. Every update/delete operation has to 

additionally invoke LTMClient’s hasConflict method, in order for the HTM to check 

for potential conflicts. If a conflict is found, then a TransactionManagerException 

will be thrown that will be caught by MongoClient and wrapped into the 

corresponding MongoException which will be re-thrown back to the application. By 

doing so, binary compatibility is ensured for applications that need to make use of our 

prototype without altering their source code. An insert operation can also have conflict 

and the hasConflict method needs also invoked. Due to the fact that the application 

developer might need to provide its own primary key (and not let MongoDB to 

automatically generate one on her behalf), there might be the chance two keys are 

identical. This will cause MongoDB to throw an exception, as it ensures the 

uniqueness of the primary keys. 

Regarding snapshot reads, the transactional MongoDB client submits a read 

operation with the input query select criteria, which additionally includes the 

conditions that were described in the previous subsection. MongoDB’s native query 

engine is responsible for retrieving the valid documents that satisfy the select query. 

However, this might cause the following erroneous behavior: If a document that 

satisfies the query has recently been updated by the current transaction, then two 

versions of the document will be returned back to the client from MongoDBdatastore: 



the latest public one (which is outdated in the scope of the current transaction) and the 

one which is included is the transaction private write-set. The transactional client is 

responsible for selecting the appropriate document and returns it back to the 

application: For every public document accessed by MongoDB’s internal iterator, it 

checks whether or not it is already included in transaction private write-set. As 

mentioned before, the transactional client stores internally all primary keys of the 

private write-set of a running transaction. Therefore, if a public document has a 

primary key that is contained in the transaction private write-set, then it will be 

rejected by the cursor. By all means, the application will always receive the valid 

version of the document, either public or private. The same mechanism applies to 

update and delete operations during the process of selecting the appropriate data to be 

modified. 

4.5 Finalizing commit 

A commit protocol takes place when an application developer issues a command to 

commit, which is performed in two steps. In the first step concern the consignment of 

the transaction private write-set to the HTM to ensure the durability property. Due to 

the fact that the Mongo client does not store each transaction private write-set locally 

to its memory, a select query is issued to the data-store in order to retrieve it. Mongo 

client receives all versioned documents whose commit timestamp is set to null and 

whose tid metadata value equals the current transaction identifier. After retrieving the 

transaction private write-set, then a byte array is constructed and sent to the HTM. In 

case that the private write-set cannot be retrieved or the byte array cannot be 

constructed, then a DatastoreException is thrown and the LTMClient will force the 

transaction to rollback. In case the first step of the commit protocol succeeds, then the 

HTM (via the LTMClient) will invoke Mongo client applyWS (apply the write-set), 

thus making the transaction private write-set public. This process can be summarized 

as: the private versions are updated such that their commit timestamp is equal to the 

current transaction timestamp, while the most recently public versions (if any) are set 

their next commit timestamp to this value. In case of a rollback, then MongoDB 

transactional Client retrieves the documents that belong to the current transaction 

private write-set as before, and removes them from the data-store storage by issuing a 

corresponding delete operation to the database.  

4.6 Logging and Recovery mechanism 

The Transactional MongoDB client will not rely on its native mechanism for logging 

and recovery, as this introduces a critical configurable time interval that could lead to 

data loss and inconsistency. MongoDB submits all its write-set to an intermediate 

journal file, in order to avoid multiple accesses to the storage, which would in turn 

introduce an additional performance bottleneck. The journal, which is used as a WAL, 

is being permanently stored in the disk storage at every period of this time interval. 

This makes the modified data during the last period vulnerable to data loss, in case of 



a failure. Due to this, the Transactional MongoDB client will rely on HTM’s logging 

mechanism and through HTM is enforce the durability property of the transaction.  

In case of an unexpected failure before the commit phase of the transaction’s 

lifecycle, then the application will receive a corresponding exception that will have to 

be handled appropriately. A failure during the rollback process of a transaction will 

unexpectedly terminate the removal of the private versions from the database, without 

though leaving the latter in an inconsistent state. These documents belong to the failed 

transaction’s private write-set, thus no other concurrent or forthcoming transaction can 

access them. If a failure occurs during the first phase of the commit protocol, then an 

exception will be thrown to the LTMClient, which will cause the transaction to 

rollback. If a failure occurs during the second phase of the commit, then the 

LTMClient will force MongoDB’s transactional client to redo the private write-set 

when it is re-instantiated. 

4.7 Garbage Collection 

Maintaining multiple versions of data items in the database raises the issue of inducing 

a significant growth in volume. However, while ongoing transactions are terminated, 

some versions become obsolete and there is no reason for keeping them. MongoDB 

has to be periodically informed by the holistic TM regarding which versions are 

obsolete in a given moment, so that it can load a garbage collector to remove them.  

The garbage collection process is invoked periodically with the oldest transaction 

start timestamp. Versions whose timestamp is lesser than this value, and they do have 

an updated version, can be safely removed. 

The process starts separate threads that remove obsolete versions in each collection 

in the data store. Every thread iterates on all objects stored in the collection, in an 

ascending order and decides if they can be safely removed or not. If the timestamp of 

the current examined document is lesser than the input, then this document is 

candidate for removal. As the iterator forwards to the next item, if the latter belongs to 

the same entry, then the previously candidate document will be removed and its place 

as a candidate takes the entry that the iterator currently points to. If the next item 

belongs to a different document, then the candidate remains in the database. If the 

current is marked as deleted and its timestamp is lesser than the input, then this 

document is immediately removed, without having to examine possible newer 

versions, because newer versions of deleted documents can never exist. 

For the process to distinguish different versioned documents, it simply takes their 

identifier in an array of bytes, and split it in two different arrays. The first array 

contains the last 8 bytes of the identifier, which represents the 8 bytes long timestamp, 

and the second array contains the identifier of the document. The process examines 

the equality of the second array to decide if items belong to the same versioned 

document or not, and the comparison of the first array against the input to decide if a 

version is obsolete or not. 



5 Conclusion 

MongoDB is become able to manage concurrent transactions by extending the 
Transactional MongoDB Client, which is the core component that provides 
Snapshot Isolation to MongoDB, ensures ACID properties and transactional 
semantics. It uses and extends MongoDB’s official java driver. 

The MongoDB’s transactional client provides the necessary MVCC functionality, 

a major requirement for the CoherentPaaS’s holistic Transaction Management (HTM) 

mechanism. 

The interaction of MongoDB’s transactional client with the HTM is required for 

providing the write-write conflict detection, the start-timestamp and commit 

timestamp of a transaction and the logging and recovery mechanism. 
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Abstract. Concurrency control is one of the most important and performance-

critical feature of a database. Up to its version 4, ActivePivot was using a simple 

read-write lock to enforce mutual exclusion between queries and transactions. 

While functionally correct this technique causes various performance issues, the 

most visible one being that long-running queries prevent new data from being 

inserted in the database. In this paper, we will see how multi-version 

concurrency control has been implemented in ActivePivot to solve these 

problems. We will also show how this new mechanism has been leveraged to 

implement both as-of and what-if analysis, two new defining features of 

ActivePivot. 

1. Multi-Version Concurrency Control 

1.1. Motivation 

As much as we care about sheer performance, we know that our customers do not 

adopt ActivePivot just because it’s fast. ActivePivot is chosen to do things that could 

not be done before. Such as high performance analytics on data that changes in real-

time.  

There used to be a single mindset about that with the distinction between OLTP vs 

OLAP. On one side of the spectrum, there were databases that were dedicated to 

transactions, to book and record. And on the other side of the spectrum, there were a 

different kind of databases designed and optimized for analytics that could only be 

updated through overnight batches. At Quartet FS, we broke that border between 

OLTP and OLAP when we introduced the mixed-workload concept. What does that 

mean? A mixed workload database has the ability to record data updates through 

transactions and at the same time, to perform large, intensive analytical queries. With 

ActivePivot, we implemented the mixed workload concept in treasury and capital 

markets, probably the industry with the most demanding users when it comes to real-

time decision making on fast moving data sets. 

Mixed workload is a defining feature of ActivePivot, it is used all the time, and 

more and more intensively. Cubes with millions of records grow to cubes with 

billions of records. And while the first real-time projects with ActivePivot were 



dealing with small intraday updates, we now see projects with full revaluations, 

several times a day. 

ActivePivot is now used for Big Data, by analytics savvy users. The mixed-

workload engine as we pioneered it has been pushed as far as it could be. Today we 

want to push it to a new frontier.  

1.2. Implementation 

Under ActivePivot’s current operating model, when a transaction is committed, it requires 

exclusive access to the cube. Meaning that we need to wait for the queries to complete before 

committing the transactions. This can be a source of latency. And because the transaction is a 

priority, a new query popping up during the commit will get delayed (see Fig. 1.). It went 

hardly noticed in use cases where you had short queries and short transactions, but in the world 

of dynamic business logic, you want to be able to deal with short and long queries, short and 

long transactions, all at the same time and with minimum latency. 

 

Fig. 2. Queries and transaction flow with the legacy concurrency-control 

 

Fig. 3. Queries and transaction flow with the new multi-version concurrency control 

 

Now we would not tell you this if we did not have some sort of a solution. Indeed 

we are about to deliver a new generation of mixed-workload engine. It is inspired by 

research on transactional memory, lock-free algorithms and hardware memory 

barriers, assembled together to provide Multiversion Concurrency Control (MVCC). 



In our new engine, several versions of ActivePivot can exist at the same time. If a long query is 

running on version 1 of ActivePivot, a transaction can immediately update the cube to version 

2, but version 1 still exists and that’s what the query will see. Of course we don’t copy the 

entire ActivePivot at each version, we use reverse-delta representations. To achieve that with 

high performance we had to rewrite every single data structure in ActivePivot. Tables, indexes, 

dimensions, aggregates to make each of them multiversioned. We are very proud of this design, 

regarding memory synchronization it is lightweight, lock-free and close to the hardware as we 

use hidden features of the Java JVM. ActivePivot will be able to process long transactions, 

short transactions, short queries and long queries, all at the same time and in a transparent 

manner (see Fig. 2.). 

2. As-of analysis 

2.1. Motivation 

Some of our customers use ActivePivot to monitor millions of transactions in real-

time on thousands of entities and automatically raise alerts whenever necessary. 

Although alerts are raised in real-time, the human analysts are not real-time 

themselves, so to speak. They often inspect an alert hours after it was raised. And 

within that hour, the database has changed so the user would like to work on a copy of 

the data made at the time of the alert. But we know that it is not possible to make a 

copy of a large dataset every few seconds, instead we would need something like a 

“Time Machine” that can rewind the transactions in our system on the fly, so fast that 

the user believes he’s working on a copy of the data. 

2.2. Implementation 

This Time Machine is now something we provide out of the box. We labeled it “as-

of analysis”. The secret is in our multiversion engine that allows several versions of 

the data in ActivePivot to exist at the same time, to decouple queries and transactions.  

While developing the multiversion engine, we came up with an interesting question 

- “If we can keep a version of our data as it was 30 seconds ago, why not record all 

the versions in case we need them later?” Naïvely this would give us as-of analysis at 

any point in the past. That was a crazy challenge, because in the core of our engine, a 

version of a data structure is defined as the delta with respect to the next version. So 

each time you read some data “in the past” it requires several hops, and to apply the 

deltas and the performance collapses very fast. Basically we had to rewrite all of our 

data structures. Again. And be creative with the new constraint that accessing data 

1000 versions in the past should remain fast. 

This time machine that we call ‘as-of analysis’ is the most fascinating feature of 

ActivePivot 5. This kind of feature was only available in big data warehouses that 

have support for historical data, but now for the first time it’s also available for 



operational analytics. We’ve received incredible feedback from early demonstrations, 

and we expanded this further: 

• We developed a “historical dimension” in ActivePivot, which will let you see the 

variation of your aggregates through time, directly in the Pivot Table. This is 

transparently available to end users like any other dimension in the cube. 

• We provided administrative tools to manage versions. You can keep only selected 

versions that are important to the business, and save memory resources. 

3. Simulations and what-if analysis 

3.1. What-if analysis in ActivePivot 

When we look at the use cases of our customers in finance, supply chain, dynamic 

pricing, online advertising… it’s very clear that operational analytics are used to make 

decisions when time is of the essence. You decide to book a new trade to hedge a 

position, you decide to reroute a container to fulfill more orders, you decide to change 

the price of a product to maintain leadership… 

How do you build the confidence that the decision you’ve made is the right one? 

By testing several scenarios and comparing them. After all, we do this all the time. 

Like when we open an Excel spreadsheet to do a budget plan and then we do test 

several scenarios. Even in professional environments, Excel is often the only tool 

that’s left when it comes to quickly respond to the unexpected. 

ActivePivot takes this idea to a whole new level and makes it scale: ActivePivot 

allows you to create new scenarios on the fly and to compare them. To do something 

like that with Excel, you would first run a report in the database, then you would 

retrieve the result of the report in your spreadsheet, and then you would tinker with 

the numbers by removing a row, or increasing a column by 10%. This is also how 

tools like Microstrategy, Spotfire or Tableau work. But sometimes this is not enough. 

Doing a rule of three on high level aggregates does not capture the business logic that 

calculated the aggregates in the first place. In most cases, it will be too far from 

reality and it won’t be good enough to help you steer your business with the 

confidence that you’ve taken all parameters into account. When I make a decision 

based on costs, am I ignoring customer relationships aspects? 

ActivePivot does this differently by handling simulations within the database itself, 

and always using the highest level of detail. The way it works is straightforward: your 

simulation makes changes to the base data, and then ActivePivot applies the business 

calculations on this new data, the same way than it does to the baseline. But it does it 

so fast that it’s interactive. That’s why ActivePivot is the only solution that delivers 

full detailed what-if analysis on live data. 



3.2. What-if Implementation 

The time machine of ActivePivot can be pictured as a series of snapshots. Each 

snapshot is a version of the data, and the line that connects the snapshots represents 

the course of history. The official history. Now, if what we really want is to let users 

simulate anything, why not allow them to fork their own history and create their own 

branch of the data exactly like we programmers do with our source control software. 

Each user would be offered an Analytic Sandbox and regain the flexibility of an 

Excel spreadsheet where he can conduct some experiments without impacting the 

others. A couple of database systems have already outlined this concept of an 

Analytic Sandbox. But what they do is duplicating the data in a private environment 

at the demand of a user. We find this approach too restrictive. 

First, unless you have unlimited resources, duplicating the data does not work with 

large volumes or too many users, especially in-memory. ActivePivot makes the 

difference here because it does not duplicate the data. The multiversion engine is a 

core database component that stores only what changes, the differential delta between 

each snapshot. 

But the main limitation of legacy systems is that you cannot compare simulations, 

and you cannot share your simulation with other users. With Excel for instance, 

everybody has his own private spreadsheet, which makes it difficult to collaborate. 

With the ActivePivot Analytic Sandbox, all simulations are stored on the server, so 

they can be shared. They are designed to be share, the various scenarios that you 

create are exposed just like any other dimension in ActivePivot. This means that a 

user can create a simulation in ActivePivot Live and share it with her colleague and 

can compare it with her own simulation, and can do that in Excel or in Tableau 

Software. 
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Abstract. As services are moving onto the cloud and dataset volumes are exploding, data management becomes extremely de-

manding. Multiple data store technologies emerged (noSQL, in-memory, columnar) to address specific needs. When all needs are 

brought together in an application, big data solutions should respond efficiently. CoherentPaaS project addresses these issues by 

providing a rich PaaS with a diversity of data stores and data management technologies optimized for particular tasks and work-

loads. CoherentPaaS integrates data stores, and complex event processing systems with holistic transactional coherence and a 

common query language to enable data correlation across stores. To assess project results, two use cases are implemented, both 

addressing different needs of telecoms: a price simulation application and a platform to deploy IoT services such as vehicle mon-

itoring. Combination of different data stores and integration with real-time stream queries is brought at the development focus. 

Benefits and achievements are measured, assessed and reported. 

 

Keywords: cloud data stores; real-time; call detail records; Platform-as-a-Service; noSQL database; Complex Event Processing 

1 INTRODUCTION 

1.1 About CoherentPaaS 

The data management world has been evolving towards a large diversity of data management technologies. This has been motivated 

by an increasing demand for flexibility, efficiency and scalability. This blooming of data management technologies, where each 

technology is specialized and optimal for specific processing, has led to a “not one size fits all” situation. On one hand, traditional 

SQL databases have diverged into operational and analytical databases and then an evolution of them has led to specialization for 

particular challenges and workloads. On the other hand, a new world has appeared, NoSQL data stores, where new data models and 

query languages and APIs appropriate for those data models have been proposed.  NoSQL data stores already targeted scalability, 

but it is achieved at the cost of renouncing to the data consistency provided by transactions, because at that point in time transactional 

processing was the bottleneck. This trend has resulted in a large proliferation of query languages and APIs leading to a number of 

isolated silos that are creating increasing pains at enterprises due to the difficulties in updating these independent silos and joining 

data across them.  

CoherentPaaS addresses all these issues by providing a rich PaaS with a wide diversity of data stores and data management 

technologies optimized for particular tasks, data, and workloads. CoherentPaaS integrates NoSQL, SQL data stores, and complex 

event processing data management systems providing them with holistic transactional coherence and enabling correlation of data 

across data stores by means of a common query language. 

mailto:y.panagiotakis%7d@neurocom.gr


 

Fig. 1. CoherentPaaS Overview 

1.2 Assessment of CoherentPaaS through Use Cases 

To validate and evaluate the achievements and benefits brought by the use of CoherentPaaS into the development and execution of 

compound data management actions, demanding applications which involve big datasets were developed on top of CoherentPaaS. 

These applications require enhanced scalability, should perform well under real-time constraints and should feature flexibility when 

adaptation needs emerge.  

Telecom sector business support systems feature big data demands with multidisciplinary query types. Such systems include also 

analytics performed onto telecom usage data (Call Detail Records, CDRs). A first case visited is performing combinatory queries 

on customer, usage and billing data.  

Additionally, the emerging Internet of Things brings also new challenges for telecom operators, where not only their network 

but also application and data services are required to enable data management into variant usage contexts. A second use case in-

volves the processing of event data (Machine-to-Machine, M2M) coming from vehicles; real-time alarming and dashboard views 

are required. The two use cases (Cloud Telecom/M2M Use Cases), their most representative queries and their challenging require-

ments are described here below, along with the CoherentPaaS platform approach towards addressing the critical needs. Overall 

benefits are recorded, highlighting the main reasoning behind CoherentPaaS use.  

2 CLOUD TELECOM/M2M USE CASES  

2.1 Case I: Analysing Call Detail Records – Price Simulation 

Telecoms usage data (Call Detail Records – CDRs) are forming a huge base with valuable commercial information about the cus-

tomers and their behavior. Correlation of CDRs with contractual and revenue data, analysis of interactions and social relation among 

subscribers, historical projection of such data, as well as comparison to simulated invoices which can be produced upon the appli-

cation of other charging scenarios can bring into surface significant findings about the attractiveness and risks of given commercial 

policies. Tariff simulation application practices do offer the means to telecom operators to assess multiple scenarios. It is a telecom 

operator Call-Detail-Record (CDR) analytics case that produces invoices through the application of all possible combinations of 

pricing plans to past, current and hypothetical network usage of existing (or hypothetical) customer base. The main reason behind 

the process is to identify and compare pricing scenarios and estimate their effect into revenue. Moreover, it offers the means to 

analyze competition and justify further pricing decisions. A wide list of aggregate statistics on those simulated invoices, together 

with the interactive production of new invoices and the comparison with the simulated charges are among the basic functions that 



a marketing and pricing team within a telecom organization environment wants to apply. The number of customers, the usage 

volumes (function also of a given use duration) and the number of pricing scenarios are the growth factors for the involved data. 

This imposes limit to scalability, as well as it does not permit the current price simulation solutions to support interactive scenarios. 

The major challenge is to extract useful answers to customers, as several functions need to be performed interactively, many times 

in front of the customer. That requires data subsets to be quickly loaded and comparison analysis to be efficiently performed. 

The different nature of data and queries demands for multiple data store solutions in order to approach the best possible fit to 

functional and performance needs. Columnar stores for simulated invoices, together with relational data and in-memory data sets 

for the interactive load and process of raw usage data, are the main data store components considered, to enable quicker data loading 

and high-performance analytics. Several times, the customer selection (which is an integral part of functional parameters) is defined 

as a sub-graph where links correspond to relations among customers based on relevant usage analysis; henceforth, graph database 

is enabling efficient customer selections when such criteria are used. 

 

Fig. 2. The CDR analytics – price simulation use case on top of multiple data stores accessed through CoherentPaaS (CloudMdsQL query engine) 

2.2 Case II: Vehicle Data on the Cloud  

Vehicle/driver monitoring and sensing is one family of applications that falls in the M2M (Machine-to-Machine) area.  

Drivers, fleet owners, transport operations and insurance companies are the stakeholders which need to have analytical reporting 

on the mobility patterns of their vehicles, as well as real-time views in order to support quick and efficient decisions towards eco-

friendly moves, cost-effective maintenance of vehicles, improved navigation, safety and adaptive risk management. 

Telecom operators need to become the enablers of such applications, not only to provide the network itself, but also the data and 

processing cloud infrastructure to support the dashboard, knowledge extraction and alarming functions which are asked on top of 

the live datasets. 

Vehicle sensors do continuously provide data, while on-the-move, which are stored and processed in order to provide valuable 

information to stakeholders. Applications identify speed violations, abnormal driver behaviors, and other extraordinary vehicle 

machine conditions, produce statistics per driver/vehicle/fleet/trip, correlate event with map positions and route, assist navigation, 

monitor consumptions, and perform many other reporting and alerting functions. 

The main functionalities required by the use case are: 

 Analytics with variant types of aggregation logic: Average and absolute values in time (speed, fuel, kms, etc.) 

 Trip-level analysis: Identification of trips, the relevant trip data and production of statistics on a trip basis 

 Real-time monitoring and alerting: Production of current vehicle position and route on the map. Production of real-time event 

notification upon the identification of certain value conditions or upon geo-referenced data (i.e. vehicle is near a certain Point-of 

Interest) 



While current implementations satisfy the initial business needs, they will not be able to respond to the growing needs, and the main 

concern is to follow new solutions that can scale efficiently. An appropriate design compensates with both the need of analytical 

queries in the huge raw data volume, as well as with the real-time information required. The design preferred produces table views 

on both the real-time and past analytical data; when necessary, it combines the query results from both the real-time view (stored 

in-memory) with analytical data views (from columnar stores). High throughput and quick processing of event data streams is 

supported by complex event processing. Responses also carry data from relational databases. Combining all these frameworks 

(complex-event processing, in-memory, columnar and relational) need the unifying layer of CoherentPaaS, which is especially 

useful when a query function is actually facing the need to provide the union of results across two different stores; one storing 

analytical data and the second storing the real-time data. 

3 MULTIPLE DATA STORE QUERY EXAMPLES 

The CDR analysis case provided us with many different subcases where data stores of different nature were fitting better to the 

query requirements, driving the need to combine multiple data stores. Sample examples are given below. 

3.1 Calculating Revenue Effect – Use of Three Data Stores 

For instance, a query example is formulated when a marketing manager wants to assess the applicability of different charging 

scenarios onto a customer segment. The customer segment is defined as a group of contracts which can be affected by or follow a 

specific set of subscribers. These contracts are related to each other based upon usage criteria, mainly the amount and frequency of 

calls between each other; hence, a subgraph within the call usage graph must be located to extract the segment of interest. The team 

wants to calculate the change into revenue -within a certain period defined as a specific selection of billing cycles – that could have 

happened (and will possible happen in the future) if the customers within the segment change their subscription package, whatever 

that is, to a newly proposed package which the team considers to introduce, as a response to a competitor’s move with a similar 

competitive plan. The query needs to be replayed for many new, hypothetical charging plans and the response time should remain 

into acceptable range. 

The query will attempt to calculate the new revenue; for this, it will sum the actual invoices of contracts, which are not selected, 

with the sum of the simulated invoices with the new scenario, only for those contracts, which match the selection criteria. Selection 

of contracts is facilitated by graph queries; actual invoices data are stored in-memory for quick, interactive access and processing, 

while simulated invoices are in the columnar store so that analysis and comparison can efficiently scale.  

 

Fig. 3. Querying a columnar, a graph and an in-memory data store 

3.2 Interactive Re-rating – Combining In-memory Store 

Similar scenarios with higher interactivity are required when a telecom sales agent wants to find a specific customer’s simulated 

invoices in order to respond to a specific question, while the customer is in front of him or at the other side of the line. Then, the in-

memory storage for CDRs is quickly delivering the asked data so that they can be re-rated and new simulated invoices can be 



compared to actual invoices or other simulated invoices stored in the analytical columnar store. Here, the main motivation for 

migrating a price simulation application from conventional SQL to alternative data stores is the strong requirement for responsive-

ness within interactive scenarios. 

4 RESPONDING TO REAL-TIME DATA NEED 

The M2M case demands for the combination of real-time data updating with query results on analytical data so that to produce 

dashboard views and instant alerting upon certain criteria. Most queries use the union operator in order to merge real-time data with 

analytical data views, before presenting them to the end user. The data are sourced mainly by an OLTP store where real-time data 

reside and columnar store where analytical data are persisted. Event data are ingested into a Complex Event Processing topology 

that instantly filters and queries data so that to identify cases where alarming is performed and updating of dashboard views is done. 

 

Fig. 4. CEP Topology supporting real-time data processing  

5 BENEFITS  

The CoherentPaaS model enables the use of different technologies under the same programming and transaction layer. Otherwise, 

the employment of so many data stores could be extremely complex. The most important benefits derived from this model are: 

 Ability to utilize multiple data stores efficiently and transparently; until now, CDR analytics and price simulation development 

avoided to involve multiple data stores, though it was clear that for certain cases, different data stores were more appropriate in 

order to achieve best enhanced performance. Involving different technologies should increase complexity and requires a unified 

framework and appropriate abstraction mechanisms to address all stores transparently; the need for a common query layer be-

comes apparent. 

 The use of different technologies over the same programming and transaction layer will satisfy important business needs that 

should be addressed by multiple data stores with a rich variety of functionality enabling to perform all kinds of query processing. 

Holistic Transaction Manager assures consistency between different data stores 

 Ability to achieve improved response times within interactive procedures; otherwise, using conventional approaches introduces 

restrictive latencies. Capitalizing on different data store capabilities and advantages shows greater promise to overcome those 

restrictions by introducing polyglot persistence and involving appropriate data stores. For instance, using in-memory data store 

addresses the need to efficiently select and load of telecom usage records. 

 Ability to scale in cloud environments; support for increasing number of scenarios, number of billing cycles and number of 

customers will be sustainable, performance barriers will be less, and limiting factors will be mitigated, contributing to enhancing 

the upper bounds of the system 

 Complex-event processing simplicity is enhanced, since the applications are written based on queries that are declarative as 

opposed to the current programming environments available (e.g. Storm) that take longer to be written and require skillful pro-

grammers. 

The use of CoherentPaaS outcomes allows efficient and flexible development of applications across multiple data stores; it can be 

easily adapted to telecom needs for querying voluminous usage data and invoice analytics, allowing for price simulation operations, 



or other complex operations where big usage data are involved. Careful data store selection boosts interactivity and scalability, 

while CoherentPaaS hides data store specifics from the end user enabling a seamless development environment utilizing appropriate 

abstraction mechanisms over the available data stores. 

Data infrastructures that enable and support IoT big data processing are currently being considered by major ICT firms, including 

telecom operators who are planning their upcoming role in the data and services era. Mobile operators do now strongly consider 

their revenue migration from calls to services and data. The market in this aspect is currently being driven by Machine-to-Machine 

and the need for analysis of M2M events. CoherentPaaS provides the means for real-time transaction management under the harsh 

real-time constraints of an event stream. Coupling of analytical data with real-time data and events is possible through the common 

layer that CoherentPaaS provides; a framework for quicker deployment of efficient IoT implementations is brought to telecoms and 

their suppliers, so that they can accelerate their business transformation towards the M2M/IoT services era. 
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Abstract. In this paper we present the Real-Time Network Performance Analy-

sis in a Telco Environment use case for CoherentPaaS project. It is based on 

Altice Labs product Altaia, which aims to detect network problems before any 

degradation or unavailability of services occur, by actively supervising it. How-

ever, monitoring the whole network implies analyzing big amounts of data in 

real-time and the current solution does not provide the required degree of 

scalability. The plan is to use CoherentPaaS to provide a rich Platform-as-a-

Service that supports several data stores accessible via a uniform programming 

model and language and complying to demanding delay, throughput and data 

volume requirements. All the required transformation will be presented, as well 

as the expected associated benefits. 
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1 Use Case Overview and Objectives 

The objective of the Real-Time Network Performance Analysis in a Telco Environ-

ment use case is to detect network problems before any degradation or unavailability 

of services occur, by actively supervising it. However, monitoring the whole network 

implies analyzing big amounts of data in real-time and the current solution does not 

provide the required degree of scalability that can be found in cloud environments. 

The existing end-to-end (E2E) system, called Altaia, is an end-to-end (E2E) system 

which actively detects deterioration in a network using almost real-time KPIs (Key 

Performance Indicators) and KQIs (key quality indicators), finds the cause of perfor-

mance problems and the produced data is always ready to be analyzed through reports 

and dashboards to check the network’s performance. These reports can be tailored to 

further analyze the network’s performance by creating ad-hoc queries and accessing 

the data that originated the calculated indicators. It is divided in three main modules - 

Mediation, Framework and Portal - and two database layers - DBN0 and DBN1 - as 

illustrated in Figure 1 and described below.  



 
Figure 1: Altaia System Architecture. 

 

 The Mediation module collects data from various sources using several 

plugins and can enrich the data  

 The DBN0 mainly stores raw data collected from the network and DBN1 the 

calculated key performance and quality indicators (KPIs and KQI) from the 

DBN0 data 

 The Framework module is the point where all the KPIs and KQI are pro-

duced and transformed for several types of analyses. It reads the data (stored 

in the DBN0s and other metrics stored in the DBN1) in batch in well-defined 

periods of time and the produced KPIs and KQIs are then stored in batch into 

the DBN1, where they are accessible to the Altaia Portal module.  

 The Portal module is responsible for analyzing the key indicators from the 

DBN1 data stores and presents them in reports or in real-time dashboards. It 

also enables drill-to-detail querying of DBN0 data stores when the analyst 

needs to consult the data that generated the key indicators 

 

The plan is to use CoherentPaaS (CPaaS) to provide a rich Platform-as-a-Service that 

supports several data stores accessible via a uniform programming model and lan-

guage. Based on an analysis of data access patterns from the use case data store layers 

- DBN0 is composed of non-normalized tables that are used to store the same type of 

data, i.e. raw data, and DBN1 is used to store only aggregated data, i.e. calculated 

KPIs and KQIs, using a star schema -, different data store alternatives were accessed 

and the most adapted were applied. The CPaaS based platform will have to comply 

with demanding delay, throughput and data volume requirements. Additionally, 

CPaaS will keep the needed traceability of performance bottlenecks and debugging of 

errors in applications. 



2 Challenges and Approach 

2.1 Functional Validation 

The real-time network performance analysis use case aims to integrate the Altaia 

product with the Common Query Engine and CoherentPaaS CEP.  

Most of the expected benefits emerge from the transparent usage of better adapted 

data stores for the big data scenario that this use case faces. Previous experiments 

using Impala over Hadoop showed some improvements regarding the use case re-

quirements. Hence, we expect that using CoherentPaaS we will be able to use the best 

suited data store for the data being stored, while maintaining the Altaia system rela-

tively untouched.  

Our approach was to evolve Altaia the architecture shown in, Figure 2, 

 

 

Figure 1: Altaia/CQE architecture. 



 where: 

 DBN0 and DBN1 layers will be managed by CQE. 

o DBN0 - Distributed File Systems with added layers of functionali-

ties, like HDFS, is an option as an underlying technology to handle 

the DBN0 data store layer – based on a single fat table. It allows 

having data stored in a cluster instead of a single machine leading to 

increased robustness. Data stores such as LeanXcale can provide 

these benefits. 

o DBN1 - Columnar data stores, such as MonetDB are a possibility 

for the DBN1 data store layer, due to the usage of star schemas, 

which can lead to better compression, and the low delay imposed 

when selecting information but not while inserting; 

 The Mediation and Correlation modules are implemented using 

CoherentPaaS CEP. This means that CoherentPaaS CEP will process events 

as they come from the network, implementing pattern detection (Call Drop 

and Call Collision). Through the usage of the CoherentPaaS CEP system, we 

might expect to reduce framework processing (alarming) and anticipate real-

time alarms, while benefiting from the ease of usage provided by its SQL-like 

language and associated database operators. 

 

Changing the data store used with Altaia is not a trivial process and required several 

components in the Altaia Framework to be adapted. To that end, an adaptation process 

was carried out to adapt the Altaia product in order to use the LeanXcale data store in 

the DBN0 and DBN1. We have also adapted it to use MonetDB at the DBN1 layer. 

Figure 3 shows a simplified architecture of the Framework module for our final de-

ployment, where the focus is on the components that interact with either DBN0 or 

DBN1, and will therefore be subjected to adaptations. This includes the DBN0.XML, 

the DBN1.XML, the DBN1Loader, the Collector and the Configuration component. 

The Filter Manager and the Threshold and Inventory systems do not interact directly 

with either database layers.  
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Figure 3: CoherentPaaS Altaia Framework 

 

We began translating Altaia queries to the CloudMdsQL syntax using the online com-

piler that was provided. This work was used to gather the required adaptations needed 

for the Altaia Framework and possible new use case requirements. Using this infor-

mation, we began adapting Altaia to issue CloudMdsQL queries and deployed CQE 

and the required data stores across virtual machines. To ensure that the new architec-

ture is correct, we have also deployed a reference Altaia environment without any 

modifications to compare the results. This query adaptation process allowed us to 

determine which kind of adaptation would be needed to integrate the Altaia platform 

with the CPaaS platform.  

The initial adaptation to the Altaia platform to integrate it directly with LeanXcale  

and MonetDB data stores required understanding the underlying code that generates 

the queries, which is quite complex, and adapt it to generate syntactically correct que-

ries for the target data store. Furthermore, we had to make the platform aware of the 

new datatypes, connection strings, and other finer aspects through trial and error. The 

main issues found that needed to be solved for so that the Altaia platform could be 

used with LeanXcale and MonetDB were: 

 Casting datatypes uses a very distinct syntax between datastores. 



 Arithmetic using timestamps is not always straightforward. 

 Oracle can add and subtract directly, whereas some datastores possess specif-

ic functions for it (TIMESTAMPADD). 

 ROW_NUMBER function using an ORDER BY clause is not available on 

most datastores, including CPaaS CQE. Thus, a costly subquery is required 

in these cases. 

 Parameter usage in queries can differ from one datastore to another syntacti-

cally. 

 CPaaS CQE requires queries to have a specific header to create named tables. 

We were also able to create a list of operators needed by order of importance, to 

check which could be implemented in CPaaS and which would require an alternative 

solution to work with: 

 Critical frequently used operators: 

o MAX, MIN, SUM, COUNT, CASE WHEN ... THEN ... ELSE ... 

END, NVL (not implemented but trivially replaced), ISNULL (not 

implemented but trivially replaced), IN, LIKE, ROW_NUMBER 

(not implemented with order by clause, requires a costly subquery 

alternative) 

 Critical non-frequently used operators: 

o NULL, POWER, LOG, LN, EXP, SQRT  

 Non critical operators: 

o DECODE (not implemented but trivialy replaced), EXISTS (not im-

plemented but may be avoided), ROUND, TO_DATE, TO_CHAR, 

BETWEEN, FLOOR, CEIL, 

 DDL & DML  

 

Then we started adapting the Altaia platform in order to integrate it with the CQE, by 

generating CloudMdsQL queries. While the process is almost the same as the previous 

adaptation effort, CloudMdsQL requires the datatypes of the columns selected to be 

known. We also needed to adapt and test queries that perform drill-to-detail type que-

ries, i.e. queries that access the data stored directly in the DBN0 layer. 

 

Figure 4 shows some of the adaptation changes made to comply with the 

CloudMdsQL syntax. The query on top is an Oracle query as it was used by the Altaia 

platform and the bottom query is the same query, but now using the CloudMdsQL 

syntax. 



 
Figure 4: Query adaptation changes for CloudMdSQL compliance. 

 

Regarding the CoherentPaaS CEP, we implemented some pattern detection processes 

currently residing in Altaia Framework. This includes: 



 Pattern Detection: some network problems are not trivially discovered, but 

they produce a certain pattern when they occur. This process aims to detect 

those patterns. The patterns to be detected are: 

o Call Drop: When a user ‘A’ calls to a user ‘B’ or user ‘B’ to user ‘A’ 

repeatedly over a small period of time, a call drop problem might be 

occurring.  

o Call Collision: When a user ‘A’ calls a user ‘B’ at the same time that 

user ‘B’ calls user ‘A’, a call collision occurs, preventing the call 

from being established. 

 

We were able to prove the functional validity of the CPaaS platform by making 

changes to the raw data in the DBN0 layer and verifying the correct alteration of the 

metrics on the DBN1, that were calculated using the modified raw data. 

2.2 Performance Validation 

To validate this use case, we will run a set of performance tests, first on each compo-

nent of the Altaia CPaaS system to validate them individually and in the End-to-End 

solution in a second phase. Therefore, the first validation phase will use the necessary 

components for the component testing and the second phase will use the Altaia system 

as a whole to test them together.  

Each test will have minimums, maximums, averages and other relevant metrics that 

may be obtainable. 

The use case optimal/aimed results are stated below: 

 Daily Data Volume 

o DBN0 (raw data) – 3 TB 

o DBN1 (KPI, KQI) – 3 TB 

 Throughput (MB/s)  

 Throughput  DBN0 DBN1 

Insertion 32 32 

Selection 64 4 

Drill-to-detail 4   

 

 Delay (s) 

Delay  DBN0  DBN1  
Insertion  120  120  
Selection  120  1  
Drill-to-detail  1   

 

We will deploy a reference and a CPaaS adapted Altaia platforms - Figure 5 -, and test 

them in three different scenarios: 

 Scenario A, which aims to test the relative performance of Altaia CPaaS with 

the reference deployment, consisting of the Oracle databases and the adapted 



deployment with CPaaS using LeanXcale to support the DBN0 layer and 

MonetDB to support the DBN1 layer. This scenario does not include drill-to-

detail or CEP testing. 

 Scenario B, which is essentially similar to scenario A but it will also aim to 

test the drill-to-detail queries and CEP deployment.  

 Scenario C, which will be a non-comparative test scenario that aims to push 

both deployments to the performance limits of the cluster, to determine ex-

actly where the performance bottleneck occurs.  
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Figure 5 – Altaia Reference and CPaaS physical architectures. 

3 Benefits 

ALB/PTIN acts inside the Altice Group as an instrumental company that supports all 

the companies of the group in terms of new technologies and applications develop-

ment. PTIN provides innovation and technology to the rest of the group companies. It 

is a centre of excellence for a variety of advanced technologies, which it develops for 

the use of the businesses and operating companies of the Group. ALB/PTIN plans to 

exploit and integrate the CoherentPaaS project results with the MEO Cloud Compu-

ting platform. Therefore, some CoherentPaaS components could be the base to lever-

age related ALB/PTIN products and solutions. 



3.1 Evolve Altaia - Real-Time Network Performance Analysis Product  

In the case of Real-Time Network Performance Analysis in a Telco Environment, the 

objective is to detect network problems before any degradation or unavailability of 

services occur, by actively supervising it. However, monitoring the whole network 

implies analysing big amounts of data in real-time and the current deployed solution- 

Altaia - does not provide the required degree of scalability that can be found in cloud 

environments.  

The plan is to evolve Altaia  by using CoherentPaaS to provide a rich Platform-as-a-

Service that supports several data stores accessible via a uniform programming model 

and language. Based on an analysis of data access patterns, the different data store 

alternatives will be accessed and the most adapted will be applied. This will enable 

our developers to focus more in development and improvement of our business appli-

cations instead of reconfigurations and management of the platform back-end tiers. 

The Altaia CoherentPaaS based platform will have to comply with demanding delay, 

throughput and data volume requirements. Additionally, CoherentPaaS will keep the 

needed traceability of performance bottlenecks and debugging of errors in applica-

tions. 

3.2 Evolve other uni-data store products 

For historical reasons, several ALB/PTIN products are based on single technology 

data store, which may constitute a product shortcoming in what concerns cost - licens-

ing data store model not adapted to product market -, scalability - increasingly needed 

due to inclusion of big data features – and development excessive pains – particularly 

when trying to fit new features to non-adapted data store technologies. Therefore, 

several ALB/PTIN products and solutions will be analysed in order to evaluate the 

adequacy of migrating to a CoherentPaaS based platform and benefit from its 

strengths. 

Namely, performance analysis applications will take advantage of online processing 

provided by CoherentPaaS in order to provide real-time analytics. The applications 

will be enormously simplified since applications will be written based on queries that 

are declarative as opposed to the diverse programmatic languages (e.g., map-reduce) 

supported by the different data stores, that take long to be written and require skilful 

programmers, which will enable to write queries on the fly. Additionally, and thanks 

to the unified framework and holistic transactions, CoherentPaaS can play the role of 

both production system and data warehouse/big data analytics platform, since it might 

handle extremely large OLTP loads (in the range of 100s of thousands of update 

transactions per second), but will also support multiple data stores with a rich variety 

of functionality enabling to perform all kinds of query processing. 

3.3 Impact Assessment 

The plan is to evolve PTIN product – Altaia - by using CoherentPaaS to support sev-

eral data stores accessible via a uniform programming model and language. 



Actually, Altaia only supports a single data store, whose costs in the product vary 

accordingly to deployment dimension several factors namely - diversity of sources 

daily processed data volume, diversity of indicators, required throughput, etc. 

Depending on the deployment dimension, data store licensing costs and required asso-

ciated hardware deployment - processing and storage capacity - may contribute to an 

estimated 15% - 40% of the total pricing. 

In sequence of CoherentPaaS evolution in the scope of CoherentPaaS, we expect to be 

able to deploy Altaia with: 

 data store more fitted to the specific deployment scenarios 

 reduce data store licensing costs 

 performance improvements from newly deployed DS, enabling HW invest-

ment reduction 

Therefore, expected impact assessment will apply to: 

 reduced pricing and, subsequently, increased RFPs winning probabilities  

 margin increase expected from the reduced cost of data store – licensing and 

associated HW – in the overall costs 

4 Conclusion and Next Steps 

We presented the Real-Time Network Performance Analysis in a Telco Environment 

use case, detailing all the work done during the project, and how they will fit the pro-

ject and ALB/PTIN objectives. 

Upon deployment of the complete solution dual environment (Altaia Reference and 

Altaia CoherentPaaS based), performance tests will be performed accordingly to a 

consolidated validation plan. 

Results will be collected using JMeter and X-Ray tools and its conclusions will be 

used for the fine tuning of the Altaia CoherentPaaS based solution, as well as for the 

other components of CoherentPaaS – CQE and used DS. 
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Abstract. The data management world has been evolving towards a
large diversity of databases. This blooming of data management tech-
nologies, where each technology is specialized and optimal for specific
processing, has led to a no one size fits all situation. Consequently, soft-
ware applications usually need to use different database technologies si-
multaneously. In this situation, software developers need to deal with
several data integration issues because these cannot apply SQL queries
across databases. In order to solve this gap, we present a middleware
called Common Query Engine (CQE) based on an open source technol-
ogy called Apache Derby to execute SQL-like queries to integrate results
from different data management technologies.

1 Introduction

The data management world has been evolving towards a large diversity of data
management technologies. This has been motivated by an increasing demand for
flexibility, efficiency and scalability. This blooming of data management technolo-
gies, where each technology is specialized and optimal for specific processing, has
led to a no one size fits all situation. On the one hand, traditional SQL databases
have diverged into operational and analytical databases and then, an evolution
of them has led to an specialization for particular challenges and workloads. On
the other hand, a new world of no NoSQL data stores has appeared, where new
data models, query languages and APIs specific have been proposed. NoSQL
data stores already target scalability, but it is achieved at the cost of renouncing
the data consistency provided by transactions, because at that point in time
transactional processing was the bottleneck.

This trend has resulted in a large proliferation of query languages and APIs
leading to a number of isolated silos, creating increasing pains at enterprises due
to the difficulties in updating these independent silos and joining data across
them. Consequently, software developers need to deal with several data integra-
tion issues because these cannot apply SQL queries across databases. In order
to solve this gap, we present a middleware architecture designed in the context
of the CoherentPaaS project, called Common Query Engine (CQE).

Figure 1 shows the lifecycle of a query in CQE. First of all, users send queries
written in CloudMdsQL (Cloud Multidatastore Query Language)[6] through a
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Fig. 1. Query Lifecycle in the CQE

JDBC driver. CloudMdsQL, which is a functional SQL-like language, is capable
of querying multiple cloud data stores (SQL, NoSQL, HDFS, etc.) within a single
query that may contain embedded invocations to each data stores native query
interface. Thus, CloudMdsQL unifies a diverse set of data management tech-
nologies while preserving the expressivity of their local query languages. After a
CloudMdsQL query is parsed, and thus, syntactic and semantically validated, it
is translated into an execution plan of relational operations (PROJECT, JOIN,
SELECT, etc.). Then, the CQE rewrites these operations into their equivalent
Apache Derby[1] operations, which can be executed by its own operator engine.
The CQE component that controls the lifecycle of a query is referenced as query
mediator.

The set of interfaces that database technologies need to implement to be
integrated in the CQE are called the Wrapper API. These interfaces ensure
that queries, no matter the query language a database supports, return rows.
Apache Derby allows executing external code from a SQL query by means of
FUNCTION TABLEs. This functionality gives the possibility to resolve and call
the corresponding Wrapper API implementations.

The rest of this paper is organized as follows. In Section 2, we introduce
the CloudMdsQL language. In Section 3 we describe in detail the query engine
architecture. In Section 4 we describe the query engine interaction with databases
Section 5 we conclude the paper.

2 CloudMdSQL language concepts

The CloudMdsQL language[6] itself is a SQL-based language with the extended
capabilities for embedding native queries to data stores and embedding procedu-
ral language constructs. The latter is needed to perform data and data-metadata
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transformations and conversions of arbitrary datasets into relations, in order to
comply with a common relational data model.

An important concept in CloudMdsQL is the notion of table expression, in-
spired from XML table views [3], which is generally an expression that returns
a table (i.e. a structure, compliant with the common data model). A table ex-
pression is used to represent a nested query and usually addresses a particular
data store. Three kinds of table expressions are distinguished:

– Native table expressions, using a data stores native query mechanism.
– Table expressions, which are regular nested SELECT statements;
– Embedded blocks of Python statements that produce relations.

A table expression is usually assigned a name and a signature, thus turning it
into a named table expression, which can be used in the FROM clause of the query
like a regular relation. Named table expressions signature defines the names and
types of the columns of the returned relation. Thus, each CloudMdsQL query
is executed in the context of an ad-hoc schema, formed by all named table
expressions within the query.

For example, the following simple CloudMdsQL query contains two sub-
queries, defined by the named table expressions T1 and T2, and addressed re-
spectively against the data stores DB1 (an SQL database) and DB2 (a MongoDB
database):

T1(x int, y int)@DB1 = ( SELECT x, y FROM A )
T2(x int, z string)@DB2 = {*
db.B.find( {$lt: {x, 10}}, {x:1, z:1, _id:0} )
*}
SELECT T1.x, T2.z
FROM T1, T2
WHERE T1.x = T2.x AND T1.y <= 3

The purpose of this query is to perform relational algebra operations (ex-
pressed in the main SELECT statement) on two datasets retrieved from a rela-
tional and a document database. The two subqueries are sent independently for
execution against their data stores in order the retrieved relations to be joined
by the common query engine. The SQL table expression T1 is defined by an SQL
subquery, while T2 is a native expression using a MongoDB query that retrieves
from the document collection B the attributes x and z of those documents for
which x < 10. The subquery of expression T1 is subject to rewriting by pushing
into it the filter condition y <= 3, specified in the main SELECT statement, thus
reducing the amount of the retrieved data by increasing the subquery selectivity.

3 Queries Engine Architecture

CQE is composed by the following three elements:

– the query compiler, which generates an execution plan from a CloudMdsQL
query.

– the query mediator, that is the main orchestrater of the query evaluation
process.

– the operator engine which resolves the final query result.
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3.1 Query compilation

The query mediator, which is who first receives the query as a string, sends it
to the CloudMdsQL compiler, which produces a JSON string that represents an
execution plan using relational operators. This JSON string is parsed into an
equivalent data structure representation. This data structure is defined in the
wrappers API. Afterwards, the query mediator creates a QueryContext object,
which has a unique id and wraps the required information needed to process
a CloudMdSQL query, including the previously generated execution plan. The
QueryContext is the responsible to transform the generated execution plan into
an equivalent query representation using Apache Derby operands. This process
is described as follows.

Function tables generation First of all, the query context creates a unique
FUNCTION TABLE [2] for every named table expression and always binds that
function to the Java class WrapperTable. The CREATE FUNCTION statement
of Derby has the requirement that the linked Java function has the same num-
ber of parameters and with a compatible type. One important characteristic of
named table expressions to take into account is that these can accept dynamic
parameters using the WITHPARAMS keyword. Let us see an example:

T1( x int, y string
WITHPARAMS a string )@db1 =

(
SELECT x, y FROM tbl WHERE id = $a

)

In order to bind a CREATE FUNCTION statement with the same code
to resolve a named table expression, we need to have a Java code that allows
working with a dynamic list of arguments. The following method declaration
(located in the WrapperTable class) is our candidate Java function to bind for
all FUNCTION statements.

public static ResultSet read(String tableName, Long ctxtId, Object...
args) throws Exception {

// code
}

Unfortunately, one limitation of the current Apache Derby database, which
has appeared as a challenge for the CQE, is that the CREATE FUNCTION
statement does not accept a Java method with a dynamic list of parameters
(the Object args parameter), which is a feature introduced in Java 5.

Specifically, when Java compiles a method call that corresponds to a method
declaration with dynamic arguments, creates an array with all the values that
contain the call. Therefore, for the CQE implementation, we have modified how
Derby compiles FUNCTION calls to byte code, simulating the same behavior.
On the other hand, we have also modified how derby validates if the bound
Java method has a compatible list of parameter types with the FUNCTION
parameters.
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Now, assuming that the CQE admits CREATE FUNCTION statements with
dynamic parameters, the generated expression that the CQE would generate for
the previous named table expression T1 is the following one:

CREATE FUNCTION CTXT234324_T1
(
name VARCHAR( 50 ), -- T1
ctxt BIGINT, -- 234324
a VARCHAR( 50 ) -- param

)
RETURNS TABLE
(
x INT,
y VARCHAR( 50 )

)
LANGUAGE JAVA
PARAMETER STYLE DERBY_JDBC_RESULT_SET
READS SQL DATA
EXTERNAL NAME e u .coherentpaas.cqe.WrapperTable. r e a d

Statement initialization After having created all the required function tables,
the QueryContext needs to prepare an statement per named table expression.
This statement will be retrieved and executed during the execution of the Wrap-
perTable::read method.

Each type of named table expression needs to be solved with a different
approach. Native named table expressions need to be solved with the wrappers
API; SQL named table expressions need to be solved with the wrappers API if
they are associated with a specific data store; Python named table expressions
need to be solved using a Python interpreter.

To support different approaches from the same Java code (WrapperTable
class) that is executed when a FUNCTION call is produced inside a SQL state-
ment, the CQE adds two implementations for the Statement wrappers API inter-
face: one to resolve SQL named table expressions not associated to any datastore;
and another one to resolve Python named table expressions. Python expressions
are executed from Java using the Jython library [5].

Main query plan transformation Apache Derby is a SQL engine and has
its own SQL grammar written in JavaCC[4]. When Derby is built to generate
an executable, a set of Java classes to parse SQL expressions are generated au-
tomatically. As a result of executing the generated parser by JavaCC, Derby
instantiates the equivalent SQL abstract syntax tree (AST) for an SQL expres-
sion. Let us see an example starting from the following SQL expression:

SELECT * FROM EMPLOYEES;

Figure 2 shows the equivalent AST using Apache Derby operations: In order
to generate the statement byte code associated to an SQL AST, Derby delegates
this responsibility to each node type. Afterwards, the statement can be executed.
Therefore, the problem of having an executable CloudMdSQL query is equivalent
of having the problem of transforming the CloudMdsQL execution plan into the
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Fig. 2. Equivant AST of a SQL expression

equivalent SQL AST. To design this language transformation, the most common
software engineering pattern to apply is the visitor pattern[7].

The set of CloudMdsQL execution plan operators is minimal, and thus, for
a given operator, there are multiple SQL AST nodes equivalences. The follow-
ing table summarizes the most important equivalences between CloudMdsQL
operators and Apache Derby AST nodes.

CloudMdsQL node SQL AST node
PROJECT SelectNode, SubqueryNode, FromList, GroupByList,

OrderByList, ResultColumnList
JOIN JoinNode, HalfOuterJoinNode
SELECT nothing
CALL TableName, MethodCallNode, JavaToSQLValueN-

ode, FromVTI
FUNC BinaryRelationalOperatorNode, BinaryArithmeti-

cOperatorNode, UnaryArithmeticOperatorNode,
AndNode, OrNode, IsNullNode, AggregateNode

AGGREGATE ResultColumn, GroupByColumn
SORT OrderByColumn
UNION UnionNode

4 Query Engine Interaction with Data Stores

A Wrapper provides the interface that makes a database visible for the CQE.
It handles fragments of the execution plan that are intended for execution in a
data store and delivers intermediate results in the appropriate format.

The Wrapper API interfaces and implementations are based on the Java
platform and conceptually similar to the standard JDBC interface, namely, re-
garding the usage of Driver/Connection/Statement objects to provide nested
context for query execution, and a ResultSet to iterate over result data. The
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main entry point to the wrapper is the DataStore interface, which provides Con-
nection contexts for the execution of Statements. Figure 3 shows this flow. The
Statement interface receives the query to resolve. This query can be written in
the proprietary query language of the underlying database, and thus is repre-
sented as an string; or otherwise, the query is a subset of the execution plan
provided by the CloudMdsQL.

Fig. 3. Wrapper API flow

Since the Wrapper API is a simplification of the JDBC API, which is the
required interface to resolve FUNCTION TABLEs that return rows, the CQE
has an adapter component, which implements the JDBC ResultSet, embedding
the wrapper results.

5 Conclusions

In this paper, we have described the architecture of a middleware called CQE
to resolve SQL-like queries across heterogeneous database technologies. This
middleware supports CloudMdsQL as a language and is build as an extension
of Apache Derby. Its architecture is completely open and extensible, since any
database can be integrated bringing their own implementations of the Wrappers
API interfaces.
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Abstract. Thanks to its flexibility (i.e. new computing jobs can be set up in min-
utes, without having to wait for hardware procurement) and elasticity (i.e. more
or less resources can be allocated to instantly match the current workload), cloud
computing has rapidly gained much interests from both academic and commer-
cial users. Increasingly moving into the cloud is a clear trend in the software de-
velopments. To provide its users a fast in-memory optimised analytical database
system with all the conveniences of the cloud environment, we embarked upon
extending the open-source column store database MonetDB with new features to
make it cloud-ready. In the paper, we elaborate the new distributed and replicated
transaction features in MonetDB. The distributed query processing feature allows
MonetDB to horizontally scale-out to multiple machines; while the transaction
replication schemes increase the availability of the MonetDB database servers.

1 Introduction

Cloud computing has become one of the leading utilities for data processing. Cloud ser-
vices help both the academic researcher and commercial organisations in getting more
insights out data with fewer resources. One of the main advantages of cloud computing
is that in just a few minutes one can launch a high-performance virtual instance running
in the cloud and shut it down once its now longer needed ([9], [3]). This significantly
shortens the time it takes to bring an idea from inception to implementation.

While previously one often have to wait for authorisation or even procurement of
computing resources, nowadays accessing high-performance machines can be just a
click away [9]. Such convenience was previously only available to those with constant
access to the hardware and software needed for their job. In the case of large-scale data
analytics, more powerful machines would have been required, thus more resources have
to be spent on their procurement. In commercial organisations, buying hardware gen-
erally falls under capital expenses, which are often planned a year in advance. Hence,
the decision to buy new hardware required for a project must be made well on time. In

? Work conducted while working at MonetDB Solutions.



addition, with fluctuating prices and new hardware models and software versions fre-
quently being introduced, it is virtually impossible to make accurate estimations so far
in advance. Consequently, a project with such a fixed plan often has to live with either
an underestimation with possible negative impact on performance, or an overestimation
which potentially wastes budget and energy.

In comparison, costs of cloud instances generally fall under operational expenses,
which can be allocated in much shorter periods. Moreover, cloud-computing resources
are only used when needed and can be immediately shut down afterwards [2]. Given
this, one can consider cloud resources one of the common utilities of the 21st century.
In this respect, cloud service providers are nowadays comparable to gas, electricity and
telephone companies [3].

With the advent of large, easily accessible compute clusters, analysis of primar-
ily key-value file stores has taken on a wave. Map-Reduce [5] is the underlying pro-
gramming technique to scale out. The rigid database scheme is replaced by a schema
oblivious solution, which works well for single scan data aggregation. As the need
for persistence increased, updates and application interaction became more pressing.
The NoSQL cloud data stores are expanding their reach into the traditional structured
database arena, albeit mostly focused on re-engineering a subset of the SQL’92 func-
tionality. Conversely, SQL-based systems, as always, are incorporating the essential in-
gredients of the NoSQL world to provide the functionality favoured in NoSQL systems.
Consequently, an ever-growing collection of vendors provides Cloud-based SQL-like
database offerings (for short: cloud database) today4. Cloud databases typically have
the following features:

– Web-based consoles, which can be used by the end users to provision and configure
database instances.

– A database manager component, which controls the underlying database instances
using a service API.

– Making the underlying software stack transparent to the user - the stack typically
includes the operating system, the database and third-party software used by the
database.

– Database services take care of scalability and high availability of the database.

The MonetDB open-source columnar database management system (DBMS) has a
long track-record in business analytics, and it is often used as the back end database
engine by various scientific applications5 to manage large volumes of data. A cloud
deployment of MonetDB will give its users the fast query responses of in-memory opti-
mised database, while maintaining the convenience of immediate access to computing
resources. Therefore, in the European project CoherentPaaS6, we embarked upon intro-
ducing features into MonetDB to increase its usability as a cloud database.

In our previous paper [12], we described the deployment automation process we
have built to deploy MonetDB in the cloud environments. The cloud deployment of
MonetDB gives a wider range of users easy access to a high-performance database.

4 https://en.wikipedia.org/wiki/Cloud_database
5 https://monetdb.org/Home/ProjectGallery
6 http://coherentpaas.eu/



Fig. 1. MonetDB column-oriented storage model.

Another step we have taken to make MonetDB cloud read is to improve its horizontal
scalability (i.e. scale-out) and availability. Scale-out scalability is enabled by introduc-
ing distributed query processing features; while higher availability comes from repli-
cated databases. We describe both in details in this paper.

Deployment automation and distributed and replicated transactions together make
MonetDB more appealing to a larger set of users. Next to the ease of deployment, scala-
bility and high availability are critical requirements for both researcher and commercial
database users. With the work we have done, we aim to bring MonetDB in the Cloud
age, giving data analysts a powerful tool that is only a single-click away.

This paper is further organised as follows. First, we give a brief overview of the
MonetDB software suite in Section 2. Then, we zoom in on the MonetDB features that
make MonetDB more suitable for a cloud environment. This includes i) how trans-
actions are managed by a MonetDB server (Section 3); ii) how one can register data
partitioned over a cluster of MonetDB instances to allow running distributed queries
on the data (Section 4); and iii) how transactions can be replicated on multiple Mon-
etDB instances for higher availability and reliability (Section 5). Finally, we conclude
in section 6.

2 MonetDB Overview

MonetDB is an open-source DBMS for high-performance applications in data analy-
sis, business intelligence, online analytical processing (OLAP), geographic information
system (GIS) and data warehousing. These applications are characterised by very large
databases, which are mostly queried to provide business intelligence or decision sup-
port. Similar applications also appear frequently in the area of e-science, where results
from experiments are stored in a scalable system for subsequent scientific analysis.



Fig. 2. Row vs. column oriented storage model.

The design of MonetDB is built around the concept of bulk processing, i.e. simple
operations applied to large volumes of data, which enables efficient use of the modern
hardware for large-scale data processing. This focus on bulk processing is reflected at
all levels of the architecture and the functionality offered to the user. MonetDB achieves
its goal by innovations at all layers of a DBMS, e.g. a storage model based on vertical
fragmentation (column store), modern CPU-optimised query execution architecture, au-
tomatic and self-tuning indexes, and run-time query optimisation [6].

One of the main differences between MonetDB and the traditional database sys-
tems, such as PostgreSQL, MS SQL server and DB2, is the storage model of Mon-
etDB, which is shown in Figure 1. Unlike the traditional database systems that store
data in rows, MonetDB stores data in columnar format and the columns are virtually
stitched together to form tables. Figure 2 shows the main difference the row-based and
the column-based storage model. The vertical storage gives column-stores some advan-
tage in read-intensive workloads, such as data analytics. At the same time MonetDB is
a fully functional relational database. It provides an SQL:2003 compatible query layer
and connectors for many commonly used programming languages. This means that
the common tools and applications designed for working with SQL systems can easily
adopt MonetDB. In addition, MonetDB makes use of a number of novel techniques for
efficient support of a priori unknown or rapidly changing workloads [6]. Recycling [8]
is a fine-grained flexible intermediate result caching technique. Database cracking [7]
is an adaptive incremental indexing technique.

To further improve data analysis capabilities, MonetDB has been integrated with the
R statistical analysis software [10]. This works both ways: i) a connection to a MonetDB
database can be established from inside R to run SQL queries, and ii) user defined SQL
functions can be implemented in R and evaluated directly in MonetDB. Statistical pack-
ages are optimised for advanced algorithms, while database systems provide fast access
to large volumes of data. Their combination creates a powerful platform to speedup
data discovery. The MonetDB.R connector decides which portions of the data analysis
should be performed by either the statically software or the database. In this way, each



systems is used to its best performance. The users are freed from the tedious task of
shuffling data around. This also significantly reduces the overhead of transferring data
between different systems, which can significantly reduce data processing times [11].

3 MonetDB Transaction Management Scheme

MonetDB is primarily designed as an analytical (i.e. OLAP) database, where most oper-
ations are SELECT-FROM-WHERE-GROUPBY queries. Therefore, MonetDB has consciously
chosen for a lightweight optimistic transaction management scheme that is tuned for
reading large chunks of data, rather than writing small chunks of data at high speed
concurrently. Nevertheless, MonetDB fully supports the Atomicity, Consistency, Isola-
tion, and Durability (ACID) properties of transactions of the SQL standard.

3.1 Optimistic Concurrency Control and Snapshots Isolation

The MonetDB transaction management scheme is an Optimistic Concurrency Control
(OCC) scheme7 realised by implementing Snapshot Isolation8 in its multiversion con-
currency control (MVCC)9. MVCC is a common way to increase concurrency and per-
formance; and Snapshot Isolation allows better performance than serialisability, while
avoiding most (although not all) of the concurrency anomalies that serialisability avoids.

In MonetDB, a snapshot of the database in its latest stable state is created for each
transaction. Subsequently, the whole transaction is executed on its private snapshot, thus
avoid the need to acquire any locks on, e.g. the database. With concurrent transactions,
multiple versions of the database can coexist in the system. Conflict is only detected,
when a transaction tries to commit. In that case, the transaction will be aborted and its
snapshot (which includes all changes made by this transaction) is discarded. In Mon-
etDB, there are two main types of conflicts: i) concurrent transactions updating the same
table, and ii) a schema-altering transaction and any update transactions.

OCC is particularly useful for read-heavy applications, with the design that trans-
action management overhead should only be paid when necessary. While providing
each transaction with a consistent view on the database, updates are collected in an
addendum, which is only processed on transaction commit. For each relational table,
a so-called delta column with deleted positions is kept. Deltas are designed to delay
updates to the main columns, and allow a relatively cheap Snapshot Isolation mecha-
nism. However, a downside of OCC is its potentially negatively impact long running
transactions, as these can be affected by concurrent updates on their underlying tables.
The same holds for applications that try to perform concurrent updates to the same
tables from multiple application threads or to create/modify the database schema con-
currently. Although a transaction aborted due to concurrency can be safely rerun until
it succeeds, it often causes (unnecessary) resource contention. A better alternative is to
let the application serialise the transactions.

7 https://en.wikipedia.org/wiki/Optimistic_concurrency_control
8 https://en.wikipedia.org/wiki/Snapshot_isolation
9 https://en.wikipedia.org/wiki/Multiversion_concurrency_control



3.2 Transaction WAL log

The atomicity and durability of transactions are guaranteed in MonetDB by using Write-
Ahead Logs (WAL)10. When a transaction is being executed, instead of applying its
changes directly on the base tables (in its private snapshot), all changes are both recorded
in two auxiliary tables11, as well as written in the associated WAL log file. The WAL
log contains the state of the transaction and all other information needed to recover
a transaction. Committing a transaction in MonetDB means persisting the associated
WAL log file on the hard disk. However, to make the changes visible to all following
transactions, the auxiliary ins and delta tables are merged with the primary database
in a logical view.

All information of one transaction is recorded in one log file, while a log file can
contain multiple transactions. Multiple log files can coexist. However, usually, there is
only one transaction file in the WAL directory - the current, not yet committed one. The
WAL directory is by default under <database directory>/sql logs. Inside it, there is
a directory sql for the SQL module transactions. Different modules or top-level inter-
faces can have different WAL directories. The inner directory contains the following
files:

– log: the WAL catalog file.
• The first line of this file is the internal MonetDB kernel WAL version.
• The next line is empty.
• The third line is the latest transaction id, stored as a 64bit integer.

– log.<transaction id>: each of these files stores a single MonetDB transaction
• Transaction data, partially binary

3.3 Garbage Collection and Transaction Recovery

In MonetDB, most data are garbage collected automatically, for instance, intermediate
data created during a query execution are automatically cleaned up (e.g. memories are
freed, temporary files are deleted); snapshots of aborted transactions are discarded and
automatically cleaned. Only the transaction Write Ahead Log (WAL) files need to be
explicitly garbage collected. A WAL file can contain information of both committed and
aborted transactions, because they are append-only. If a transaction eventually aborts,
only an ABORT record for this transaction will be added to the log file. None of the
existing data in the log file is altered.

During a server session, the MonetDB server will clean up the log files at a regu-
lar time interval (currently, 30 seconds) and if there are sufficient number of changes
(currently, 1 million ). The garbage collection process works as the following:

– Apply the changes made by all committed transactions on the persistent database.
• Merge the ins table with the base table.
• Persist the delta table on disk.

10 https://en.wikipedia.org/wiki/Write-ahead_logging
11 One ins table for all inserted tuples. One delta table with the positions of the deleted tuples.

Updates are handled as an atomic delete+insert.



– Discard all log records belonging to a aborted transaction.

During a database startup, all transaction still left in the WAL are read and any
changes of committed transactions that are not yet applied are written into the persistent
BAT storage. Changes of uncommitted and aborted transactions are discarded. Hence,
in case of failure, all transactions that were reported as committed shall be present, once
the database is started up and made available to the users.

After the process of applying the log files on the persistent database, database files
that are no longer needed (e.g. corresponding files of a dropped table) are automatically
deleted. Finally, once a log file is completely cleaned up (i.e., all transactions in the file
are either applied or discarded), the file is removed from the persistent storage.

4 MonetDB as a Distributed Database

As of early 2014, as part of the CoherentPaaS project, we have been working on intro-
ducing data partitioning and distributed query processing features into MonetDB. The
new features were released in 2015. Together, they enable transparently running queries
at a central MonetDB server over data partitioned over a cluster of MonetDB instances.
In this section, we describe how each of them works.

4.1 Data Partitioning

The prime method to enable finer control of locality of data access during query eval-
uation is to horizontally partition the tables in a database. This is made possibly by
introducing the concept of merge table, which allows a table to be defined as the union
of its partitions. Since the Jul2015 release, this partitioning logic has been moved up
the MonetDB software stack to the SQL layer, where tables can be easily defined as the
union of its partitions, similar to the merge table approaches found in other database
management systems, such as in MySQL12.

To create a merge table in MonetDB, one simply uses a CREATE MERGE TABLE state-
ment. The SQL statements below show how to create a MERGE TABLE mt and populate
it with two partitions t1 and t2. Note that the partitions must contain the same column
signature (i.e. same number of columns of the same data type declared in the same or-
der). Then the partition tables can be queried both individually and jointly through the
merge table.

-- Create a MERGE TABLE
CREATE MERGE TABLE mt1 (t int);

-- Partition tables mush have identical column types. Column names are insignificant.
CREATE TABLE t1 (i int);
CREATE TABLE t2 (j int);
INSERT INTO t1 VALUES (11), (13);
INSERT INTO t2 VALUES (23), (27);

-- Add the partition tables into the MERGE TABLE
ALTER TABLE mt1 ADD TABLE t1;

12 https://dev.mysql.com/doc/refman/5.7/en/merge-table-advantages.html



ALTER TABLE mt1 ADD TABLE t2;

sql> -- sanity check
sql> SELECT count(*) FROM mt1;
+------+
| L1 |
+======+
| 4 |
+------+

Two MERGE TABLEs can contain overlapping partition tables. A MERGE TABLE can
also contain other MERGE TABLEs:

CREATE TABLE t3 (k int);
INSERT INTO t3 VALUES (31), (37);

CREATE TABLE t4 (l int);
INSERT INTO t4 VALUES (41), (47);

-- An overlapping MERGE TABLE (with mt1)
CREATE MERGE TABLE mt2 (t int);
ALTER TABLE mt2 ADD TABLE t1;
ALTER TABLE mt2 ADD TABLE t3;

-- A MERGE TABLE of MERGE TABLE
CREATE MERGE TABLE mt3 (t int);
ALTER TABLE mt3 ADD TABLE mt1;
ALTER TABLE mt3 ADD TABLE t4;

sql> -- sanity check
sql> SELECT count(*) FROM mt2;
+------+
| L1 |
+======+
| 4 |
+------+
sql> SELECT count(*) FROM mt3;
+------+
| L1 |
+======+
| 6 |
+------+

One can remove a partition table from a MERGE TABLE using an ALTER TABLE ...
DROP TABLE ... statement, as shown below. Together with ALTER TABLE ... ADD TABLE
... statements, one can dynamically change the contents of a MERGE TABLE without af-
fecting the underlying partition tables. However, when dropping a partition table, all
MERGE TABLE-s that depend on it must be dropped first.

-- Remove a partition table from a MERGE TABLE
ALTER TABLE mt1 DROP TABLE t1;

sql> -- sanity check
sql> SELECT count(*) FROM mt1;
+------+
| L1 |
+======+
| 2 |
+------+
sql> -- Drop table must happen in the correct order of dependency
sql> DROP TABLE t2;
DROP TABLE: unable to drop table t2 (there are database objects which depend on it)



sql> DROP TABLE mt3;
operation successful (3.048ms)
sql> DROP TABLE mt1;
operation successful (1.948ms)
sql> DROP TABLE t2;

4.2 Distributed Query Processing

Distributed query processing has been introduced since the Jul2015 release of MonetDB
through the support for remote tables. The remote table technique complements merge
table by allowing the partitions of a merge table to reside on different databases. Queries
involving remote tables are automatically split into subqueries by the master database
server and executed on remote databases. The combination of merge table and remote
table enables fine control of distributing data and query workloads to maximally benefit
from the available CPU and RAM resources.

Remote table adopts a straightforward master-worker architecture: one can place
the partition tables in different databases, each served by a worker MonetDB server,
and then glue everything together in a MERGE TABLE in the master database served by the
master MonetDB server. Each MonetDB server can act as both a worker and a master,
depending on the roles of the tables it serves. The shell commands and SQL queries
below show how to place the partition tables t1 and t2 on two worker databases, and
glue them together on a master database.

The format of the address of a REMOTE TABLE is:

mapi:monetdb://<host>:<port>/<dbname>

where all three parameters are compulsory. The MonetDB internal communication pro-
tocol “mapi” is currently used to exchange subquery plans and results between the mas-
ter and the workers. A worker database can reside on a local cluster node or a remote
machine. Note that, the declaration of a REMOTE TABLEmust match exactly the signature
of its counterpart in the remote database, i.e. the same table name, the same columns
names and the same column data types. Also note that, currently, at the creation time of
a remote table, the remote database server is not contacted to verify the existence of the
table. Hence, when a CREATE REMOTE TABLE reports “operation successful”, it merely
means that the information about the new REMOTE TABLE has been added to the local
SQL catalogue. The check at the remote database server is delayed until the first actual
query on the remote table.

-- Start a server and client for worker-database1, and create partition table1
$ mserver5 --dbpath=<path-to>/rt1 --set mapi_port=50001
$ mclient -d rt1 -p 50001
sql> CREATE TABLE t1 (i int);
sql> INSERT INTO t1 VALUES (11), (13);

-- Start a server and client for worker-database2, and create partition table2
$ mserver5 --dbpath=<path-to>/rt2 --set mapi_port=50002
$ mclient -d rt2 -p 50002
sql> CREATE TABLE t2 (j int);
sql> INSERT INTO t2 VALUES (23), (27);

-- Start a server and client for the master-database,
-- and create a MERGE TABLE containing two REMOTE TABLEs



Fig. 3. MonetDB transaction replication with warm standby configuration.

$ mserver5 --dbpath=<path-to>/mst
$ mclient -d mst
sql> CREATE MERGE TABLE mt1 (t int);
sql> -- Identify t1, t2 as REMOTE TABLEs with their locations
sql> CREATE REMOTE TABLE t1 (i int) on ‘mapi:monetdb://localhost:50001/rt1’;
sql> CREATE REMOTE TABLE t2 (j int) on ‘mapi:monetdb://localhost:50002/rt2’;
sql> -- Add the remote tables into the MERGE TABLE
sql> ALTER TABLE mt1 ADD TABLE t1;
sql> ALTER TABLE mt1 ADD TABLE t2;
sql> -- Sanity check:
sql>SELECT count(*) from t1;
+------+
| L1 |
+======+
| 2 |
+------+
sql>SELECT count(*) from t2;
+------+
| L1 |
+======+
| 2 |
+------+
sql>SELECT count(*) from mt1;
+------+
| L1 |
+======+
| 4 |
+------+

5 Replication Services in MonetDB

High-availability is critical for production environments. Downtime in an academic re-
search organisation can cause one to miss important deadline or delays in research re-
sults. Availability of mission critical commercial systems is of even higher importance.
If the data warehouse goes down, neither business reporting nor planning can be done.
High-availability is often achieved via redundancy of critical components. For database
management systems this is achieved using multiple instances of the database running
in parallel. The data is continuously synchronised between the instances. This ensures
that in case a single server is lost, the other replicas can still serve queries.



Fig. 4. MonetDB transaction replication with active-active configuration with read-only slaves.

To increase the availability of MonetDB servers, we have extended the system with
support for transaction replication. This is achieved via log shipping (of the transaction
logs) of a master instance to a number of slave instances. It is generally described as a
pull model [13], where each slave pulls transactions independently and asynchronously.
There is no master-slave information exchange (aside from transactions). Formally this
is considered Lazy Centralised replication with Limited Transparency [13].

By default the MonetDB kernel stores transactions in Write-Ahead Log (WAL)
files, before the transaction are persisted in the primary persistent storage. During the
database start up, the transaction log files are read and any data changes non-persisted
in the primary storage are applied. A MonetDB slave instance can be configured to read
the WAL files of a master instance, load the transactions and persist the data in its own
persistent storage.

On the master instance, the MonetDB should be configured to keep all transaction
log files, even those for transactions already persisted in the primary storage. By default,
the database cleans- up persisted transaction log files. The transaction log files on the
master have to be shipped to the slave instance(s), which can be done using a highly
available shared file system or alternative means.

On a slave instance, the location of the master transaction log files must be config-
ured. In addition, the transaction drift threshold between the slave and the master must
be set. The drift is the difference between the transactions processed by the master and
the slave. If a slave detects that it has passed a pre-set threshold, it will not process any
additional client read queries until it catches up with the master. A slave must also be
set to run in read-only mode.

The master is the only instance that can apply changes to the data (e.g. create, up-
date, delete) to avoid any data inconsistencies. As such all slave instances must run in
read-only mode, where data changes will be propagated only through the transaction-
replication mechanism.

There are two possible cluster configurations, each with its pros and cons:

– Warm standby slaves (see Figure 3)



Fig. 5. MonetDB transaction processing on a slave instance.

• Single master instance, which can do read and write operations.
• One or more slave instances processing no queries, only replicate the master

transactions asynchronously.
• Upon master failure, a slave instance can be restarted in non-read-only mode,

to take the role of a master.

The warm standby configuration has the advantage that it can provide increased
fault tolerance and is relatively simple to setup. Since the instance loading the data can



be queried only, the queries operate on an always up-to-data store. The most significant
disadvantage is the somewhat wasteful use of resources, as the slaves will to do any
query processing.

– Active-active with read-only slaves (see Figure 4)
• Single master instance, which can do read and write operations
• One or more slave instances that can do read operations, next to replicating the

master transactions asynchronously
∗ These read-only instances can improve the read query load
∗ Load-balancing must be provided on the client side

• Upon master failure, a slave instance can be restarted in non-read-only mode,
to take the role of a master.

The active-active configuration provides improved query capacity, compared to the
single read instance warm standby. At the same time, queries sent to the slave in-
stances can be executed on not-up-to-date data, since the transaction replication is asyn-
chronous. This setup also comes at the price of increased complexity at the client side,
due to the load balancing required for query distribution.

MonetDB is primarily designed as an analytical database. As such, data is best
loaded in large bulk transactions. This will also guarantee that only single large files are
shipped to the slaves for replication, minimising the transaction drift.

To set-up MonetDB transaction replication, first and foremost, the shipping of the
transaction log files between the master and the slave instance(s) must be configured.
The most straightforward way is to use a shared file system that can also provide high-
availability for the master transaction log files. It is advisable to choose a shared file
system that is also fault tolerant, such that loss of the master MonetDB instance will
not lead to loss of the master transaction logs as well. This way the shared file system
provides both log shipping, as well as log backup. Since the master instance preserves
all transaction log files, there will be a complete copy of the database (in form of the
transactions).

Good examples of such file system include Ceph and GlusterFS [4] (Write once,
read everywhere, 2014). For public cloud deployment, the native storage of the cloud
provider can be used. For example, in AWS one can setup WAL file replication to
Amazon S3. S3 has high durability and availability [1], making it ideal for both log
shipping and backup. If the MonetDB transaction log is written on S3, slave instances
can read the files directly from the remote store over HTTP or mounted locally in user
space. At the same time the high durability guarantees constant backup of the data. The
main drawback is that S3 is object based [1], and on file update, the complete file must
be uploaded. In the case of MonetDB, as the older transaction log files are not modified,
the effect will be minimal. In addition, if the data is loaded in large bulk transactions,
the impact is further minimised, since there will not be many files.

For the implementation of the transaction replication support we decided to take
the path with least risks. First we evaluated the existing transactions logging scheme.
On a slave instance, if the correct flags are set, the database will set up a second, read-
only logger. Every few seconds the logger will scan its own (shared) directory and if
new transactions are detected, it will load them and persist them in the local storage.



If new tables or schemas were created in that transaction, these changes will not be
visible immediately. To fix it, we also party reload the SQL store, forcing it to update
the schemas and tables.

The mode of operation of a slave instance is shown on Figure 5. The instance will
start up in maintenance mode, not processing any queries. Any data in the slave’s own
WAL will be persisted first. Next the WAL synced from the master will be examined.
The salve will verify if it can replicate all data. In case the tail of master data is further
than the head of the transactions on the slave, the instance will report failure. An opera-
tor/DBA must manually sync the instance coping the persisted data from the master to
the slave. If tail of the master transaction is behind the head of the salve, the slave will
then verify if the drift between the two instances is past the threshold. If that is the case,
the slave will load all needed transaction from the synced master WAL. Once it’s passed
the threshold, it will unlock the store and begin to process read queries. At regular time
interval the synced master WAL will be re-examined and the replication process begins
anew.

On the master instance, as little as possible changes were done, in order not to com-
promise the performance of the database. The only major change is that more than one
transaction is now preserved. This is needed since there is no communication between
the master and the slave instance and all transactions that have to be replicated at the
slaves need to be available.

6 Conclusion and Future Work

Database systems running in the cloud have significantly reduced the time to process
large volumes of data. To support this process, many database management systems
have also adapted to the paradigm of the cloud age. As part of the cloud integration
of MonetDB, we focused on the activities that serve the needs of data analysis best.
The lightweight optimistic transaction management scheme of MonetDB favours bulk
updates that are typical in OLAP applications. With the introduction of merge table and
remote table for distributed data processing, MonetDB starts expanding its scalability
from mainly vertical scale-up to horizontal scale-out, which is of particular importance
in cloud-like environments. The transaction replication support, in addition, enables
high-availability of running the MonetDB instances. The log shipping based approach
reuses as much as possible the existing system. This way the risk and time to market of
this solution is minimised.

With the features introduced mainly in the context of the CoherentPaaS project,
MonetDB is accelerating towards a scalable analytical cloud database system to help
its users gaining insights from their data in lightening speed. However, there is still
much work to be done. We will continue hardening and extending MonetDB’s support
for distributed and replicated transactions, which will mainly be conducted in the con-
text of the ExaNeSt project. For instance, currently, a MERGE TABLE cannot be directly
updated. All updates must be done on the individual partition tables. We plan to also
allow updating queries on MERGE TABLEs, which effectively support distributed updates
on the REMOTE TABLEs through a MERGE TABLE on the master node. To implement this



feature, the 2Phase-like transaction management scheme we have implemented in Co-
herentPaaS can be nicely adopted.
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Abstract. Nowadays applications consume huge amount of live data with the 

requirement of real-time processing. Complex Event Processing (CEP) repre-

sents a promising technology to allow these applications to process large 

amount of information in real-time. Some of the available CEP systems, like 

Apache Storm, provide a programmatic model for the definition of the continu-

ous queries used to process data on the fly. This paper presents STREAM-OPS, 

a library of streaming operators written in JAVA that is designed to ease the 

process of streaming query definition. In the paper we also present an evalua-

tion of the STREAM-OPS library when integrated into two CEP systems de-

veloped in the context of CoherentPaaS and LeanBigData European projects. 

1 Introduction 

Nowadays applications consume huge amount of live data with the requirement of 

real-time processing. Complex Event Processing (CEP) represents a promising tech-

nology to allow these applications to process large amount of information in real-time. 

Some of the available CEP systems, like Apache Storm [1], provide a programmatic 

model for the definition of the continuous queries used to process data on the fly. This 

paper presents STREAM-OPS, a library of streaming operators written in JAVA that 

is designed to ease the process of streaming query definition. 

In the last decade several implementations of CEP came out on the market from 

both academia and industry (Borealis, [4]), (Flink, [5]), (Spark, [6]). Among those, 

Apache Storm (Storm, [1]) is considered state of the art in distributed complex event 

processing. Storm is a distributed, reliable and fault-tolerant computation system cur-

rently released as an open source project by the Apache foundation. Storm does not 

provide a language for describing queries and operators on the streams. Everything is 

done programmatically. This approach although flexible, it is error prone and time 

consuming. In the context of CoherentPaaS [2] we developed a CEP engine built on 

top of Storm enriching it with several new features among which the incorporation of 

the STREAM-OPS library presented in this paper. STREAM-OPS library is also 

included in the engine developed in the context of LeanBigData [3] project that is a 

novel high scalable and efficient CEP. In the rest of the paper we first present the 



operators available in the STREAM-OPS library and then we report the performance 

evaluation of some of these operators in a distributed setup. 

2 Streaming Operators 

Streaming queries are modelled as an acyclic graph where nodes are streaming opera-

tors and arrows are streams of events. Streaming operators are computational boxes 

that process events received over the incoming stream and produce output events on 

the outgoing streams. Algebraic operators can be either stateless or stateful, depending 

on whether they operate on the current event (tuple) or on a set of events (window). 

Stateless operators process incoming events one by one. The output of these opera-

tors, if any, only depends on the last received event. Stateless operators provide basic 

processing functionalities such as filtering and projection transformations.  

Stateful operators perform operations over a set of incoming events called sliding 

window.  A sliding window is a volatile memory data structure. There are three types 

of sliding windows: 

 

 Tuple-based window: it stores up to n tuples. 

 Time-based window: it stores the tuples received in the last t seconds. 

  Batch-based window: it stores all the tuples received between a start and stop 

conditions. 

 

Tuple and time based windows must be configured with the size and advance pa-

rameters. The size parameter defines the capacity of the window (number of 

events/time in seconds) and the advance parameter defines which events must be re-

moved from the window when the window is full.  

STREAM-OPS library also provide a set of operators with the capability of reading 

and writing tuples from/to external data stores, these are called database operators. 

2.1 Stateless Operators 

The stateless operators in STREAM-OPS library are: map, filter, multi-filter and un-

ion. They are described in the following.  

 

The Map operator it is a generalized projection operator defined as: 

 

Map(S) = { A’1 = f1 (t), A’2 = f2 (t), . . . , A’n = fn (t) , O} 

 

It requires one input stream and one output stream. The schema of these two streams 

may be different. The map operator transforms each tuple t on the input stream S by 

applying a boolean and/or arithmetic expression (fi). The resulting tuple have attrib-

utes A’1, . . . , A’n where, A’i = fi (t),  and is sent through the output stream O. 

 

The Filter is a selection operator defined as:  



 

Filter(S) = {(P(t) , O  )} 

 

The filter operator requires one input stream and one output stream with the same 

schema. It verifies the match of tuples t on the input stream S with the user defined 

predicate P. When P(t) is satisfied the tuple t  is emitted on the output stream O. 

 

The MultiFilter is a selection and semantic routing operator defined as: 

 

MultiFilter(S) = {( P1(t) , O1  ), ( P2(t) , O2  ),  . . . ,  ( Pn(t) , On  )} 

 

The MultiFilter operator requires one input stream and at least one output stream, all 

with the same schema. The MultiFilter emits a tuple t on all the output streams Oi for 

which the user defined predicate, Pi(t) is satisfied. 

 

The Union is a merger operator defined as:  

 

Union(S1, S2, . . ., Sn){O} 

 

The Union operator requires at least one input stream and only one output stream, all 

with the same schema. It is used to merge different input streams with the same sche-

ma into one output stream O. 

 

Figure 1 shows an example of the Map operator. In the example the Map is used to 

transform the input tuples, with the schema [idcaller, idreceiver, duration, timestamp] 

representing a simplified Call Description Record (CDR) by adding a new field (cost) 

evaluated with the expression cost=duration*10 + 10. 

 

 

Figure 1: Example of Map operator. 

 

2.2 Stateful Operators 

Two stateful operators are defined in STREAM-OPS library: aggregate and join. 

 

The Aggregate operator computes aggregate functions (e.g., sum, average, min, 

count, ...) on a window of events. It is defined as: 

 



Aggregate(S) = { A’1 = f1(t ,W), . . . , A’n = fn(t ,W) , s, adv, t, Group-by(A1, . . . , 

Am), O} 

 

The aggregate operator accepts only one input stream and defines one output stream. 

It supports both time based sliding windows and tuple based sliding windows. Pa-

rameters s, adv and t define the size, the advance and the type of the sliding window. 

The Group-by parameter indicates how to cluster the input events; that is, the operator 

keeps a separate window for each of cluster defined by the attributes (A1, . . . , Am). 

Any time a new event t arrives on the input stream and the sliding window of the cor-

responding cluster is full, the set of aggregate functions {fi}i1≤i≤n are computed over 

the events in that sliding window W. The resulting tuple with attributes A’1, . . . , A’n 

where, A’i = fi(t ,W), is inserted in the output stream O. Finally, after producing the 

output tuple, all the windows are slid according with the advance adv parameter. 

 

The Join operator joins events coming from two input streams. It is defined as: 

 

Join(Sl,Sr) = {A’1 = f1(t ,Wl,Wr),.. , A’n = fn(t , Wl,Wr) , P, wl, wr, Group-by(A1, .., 

Am), O} 

 

The join operator accepts two input streams and defines one output stream. Sl identi-

fies the left input stream and Sr identifies the right input stream. P is a user defined 

predicate over pairs of events tl and tr belonging to input streams Sl and Sr, respec-

tively; wl and wr define the size and the advance of the left and right sliding windows 

while de group-by defines the clustering as in the aggregate operator. In order to be 

deterministic the join operator only supports time based sliding windows. In the fol-

lowing we consider the simplified situation where the group-by parameter is empty 

and there is only one sliding window per stream. For each event tl received on the 

input stream Sl (respectively tr from stream Sr) the concatenation of events tl | ti is 

emitted on the output stream O, if these conditions are satisfied:  

 

(1) ti is a tuple currently stored in Wr (respectively in Wl ) 

(2) P is satisfied for the pair tl and ti  (respectively tr and ti ) 

 

The attributes A’1, . . . , A’n of tuples that are indeed inserted in the output stream O 

are a subset of the concatenation of events tl | ti where,  A’i = fi(t ,Wl,Wr). After that 

all the output tuples triggered by the tuple tl (respectively tr) received on the input are 

produced, the sliding window Wr (respectively in Wl ) is slid according with the ad-

vance parameter. 

 

2.3 Database Operators 

Database operators access the data stores using queries written in SQL. In STREM-

OPS library there are available two database operators, ReadSQL to fetch data from 

the data store and UpdateSQL to store data in the data store. 

 



The ReadSQL operator requires one input stream, S, and one output stream. The 

schema of these two streams may be different. The operator is configured with a pa-

rameterized query to be run against a data store. The parameterized query must be a 

SELECT statement. For each tuple, t, received on the input stream, S, the operator 

replaces the parameters in the query with the values read from the corresponding 

fields in the input tuple t and then, it executes the query. The operator produces as 

many tuples on the output stream as tuples has the result set of the query executed on 

the data store. Each output tuple is created either using fields of the incoming tuple, t, 

or fields of the result set row or a combination of them. 

 

The UpdateSQL operator is in charge of storing results of the CEP query in a data 

store. It requires one input and one output stream. The schema of these two streams 

may be different. This operator is also configured with a parameterized query that 

must be an update statement, that is, it modifies, inserts or deletes data in the data 

store. For each tuple, t, received on the input stream S, the UpdateSQL operator re-

places the parameters in the query with the values from the corresponding fields in the 

input tuple and then, it executes the query updating the data store. The UpdateSQL 

operator creates one output tuple for each input tuple. The output tuple can be either a 

copy of the input tuple or the number of modified rows in the data store or a concate-

nation of the two. 

 

Figure 2 shows an example of the ReadSQL operator. The operator receives CDRs 

and fetches from an external data store the monthly plan (idplan) of the user making 

the phone call. The output tuple is composed by the fields idcaller, duration and 

timestamp of the input tuple plus the idplan field read from the data store. 

 

 

 

Figure 2: Example of ReadSQL operator 

 

 

 

 



3 Evaluation 

This section reports the results of the evaluation of STREAM-OPS library when inte-

grated into the two CEP systems developed in the context of CoherentPaaS and Lean-

BigData European projects.  

 

We use two STREAM-OPS queries in the evaluation.  A simple query, named que-

ry1, made be a single aggregate operator and a more complex query, named query2, 

composed with a filter operator followed by a map and an aggregate. The schema of 

the data used in the experiments is a simplified Call Description Record (CDR) sche-

ma composed by 4 fields labelled idcaller, idreceiver, duration and timestamp. The 

first two fields identify the caller and the receiver number of a phone-call. The field 

duration reports the duration of the phone-call in seconds and the field timestamp 

marks the time the phone-call was made. 

In particular query2 evaluates the average cost per user every 10 calls, taking into 

account that: 

 Phone calls with duration shorter than 10 seconds are free. 

 The cost of a phone call is 1 cent per second plus 10 cents per call establish-

ment 

In query2 the filter is used to discard all phone calls with duration shorter than 10 

seconds, the map is used to calculate the price of each phone call and the aggregate is 

used to calculate the average cost of each user. query1 is a simplification of query2 

where we removed filter and map operators. 

 

3.1 Deployment 

The evaluation is being made at UPM cluster. We used several nodes each one 

equipped with a quad-core Intel Xeon X3220@2.40GHz, 8GB of RAM and 1Gbit 

Ethernet and a directly attached 160GB SDD disk running Ubuntu 12. To monitor the 

nodes used in the experiments we used the Ganglia Monitor System [7] that is a scala-

ble distributed monitoring system for high-performance computing systems.  

The setup is: 

 

 1 to 4 blades to run load generator applications. 

 1 to 6 blades to run the CEP with STREAM-OPS continuous queries. Each 

CEP node is configured with up to 6GB of memory. 

 1 blade to run the Ganglia monitor Server 

 

We executed several experiments varying from 1 to 6 the number of nodes used to 

run the CEPs. In particular we used the 4 setups highlighted in Figure 3 with the CEP 

deployed in 1, 2, 4 and 6 nodes. The STREAM-OPS  queries are parallelized in order 

to be deployed in the distributed CEP cluster. 

 

 



 

Figure 3: Deployments 

 

3.2 Results 

Figure 4 shows the maximum throughput reached by LeanBigData(LBD) and Co-

herentPaaS (CP) CEPs using the STREAM-OPS library in the 4 deployments. 

  

 

Figure 4: CEP Throughput comparison 

 

In both scenarios the CEPs scale almost linearly reaching the million tuples per 

second processed with query1 in the 6 node deployment of LBD-CEP. The difference 

in throughput between the two CEPs is due to very high efficient architecture of 

LeanBigData CEP that is able to optimize the distributed event processing. The 

STREM-OPS operators have the same behavior in the two CEPs. This is highlighted 

with Figure 5 and Figure 6 that report the latency of aggregate operator in the two 



CEPs. The figures show the latency of one aggregate operator instance of query1 

when used in the 4 node deployment. In both cases the average latency of the opera-

tion is around 15 milliseconds even if the throughput of LBD-CEP doubles the CP-

CEP one. 

 

 

Figure 5: Aggregate Latency in LBD-Query1 with 4 nodes deployment 

 

 

Figure 6: Aggregate Latency in CP-Query1 with 4 nodes deployment 



4 Conclusions 

In this paper we presented STREAM-OPS, a library of streaming operators written 

in JAVA that is designed to ease the process of streaming query definition. We 

demonstrate the efficiency of the library deploying it in two different Complex Event 

Processing engines able to process millions of events per second using few nodes with 

commodity hardware. 

For the upcoming work, we plan to extend the library incorporating new streaming 

operators for text processing and to evaluate the library also on top of Apache Flink 

[5]. 
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Abstract. In the last decade it has been observed an exponential explosion of generated user data over the
internet. Traditional data management solutions such as relational databases are simply not able to process this
large amount of data in a reasonable time. A new need of high scalable data management tools emerged, the
cloud data stores. These technologies are able to process petabytes of data but with an important trade-off:
the lack of transactional consistency. The scenario becomes even more complex for those applications whose
building blocks is on top of a hybrid data store ecosystem. This works presents a novel protocol to provide
transaction semantics on top of heterogeneous data stores transparently to applications.
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1 Introduction

In the last decade it has been observed an exponential explosion of generated user data over the internet. Traditional
data management solutions such as relational databases are simply not able to process this large amount of data
in a reasonable time. A new need of high scalable data management tools emerged, the cloud data stores. Internet
companies, like Facebook3, Google4 and Twitter5, created data management solutions to satisfy this need, the
NoSQL data stores. HBase6, an open source implementation modeled after Google’s Bigtable key value data
store [1] or Cassandra [2], another key value data store, are only a couple of examples. These technologies are
able process petabytes of data but with an important trade-off: the lack of strong transactional consistency. The
secret behind this technologies is known as sharding, where data is partitioned and a single node is responsible to
manage a reduced part of the data. There is no coordination between nodes when data items from different nodes
are updated by the application.

The scenario becomes even more complex when other data store technologies come into play like document
and graph data stores, i.e., MongoDB [3] and Sparksee [4] or Neo4j 7 respectively. Graph databases became very
popular after the social networks explosion, in the beginning of this century. The problem remains the same:
the lack or reduced support of transactional semantics. Applications whose building blocks rely on this type of
technolgies, formally defined as polyglot persistence [5], are facing a big pain on providing consistency across
data stores.

In this work we present a transactional processing architecture with special emphasis in the provisions that are
needed in order to support transaction consistency across multiple data stores. The transactional processing lever-
ages the ultra-scalable transactional management from the CumuloNimbo ultra-scalable transaction processing
system [6].

The reminder of this work is organized as follows. Section 2 provides some background on transactional
processing. Section 3 presents a simplified version of the CumuloNimbo transactional processing protocol. Then,
Section 4 introduces the designed extensions on the transaction manager and the implementation efforts required
on the data stores to provide full ACID support across heterogeneous data stores. Finally, Section 5 concludes this
paper with some initial conclusions and defines a road map for the next steps in our research.

2 Transactions

2.1 ACID Properties

A transaction is a sequence of data operations that are executed in an atomic way. Transactions provide the so-
called ACID properties [7], namely:

3 http://www.facebook.com
4 http://www.google.com
5 http://www.twitter.com
6 http://hbase.apache.org
7 http://www.neo4j.com



– Atomicity: It provides all-or-nothing semantics in the advent of failures. That is, the effect of a transaction
should be “all” it if succeeds (the transaction committed) or nothing if it does not succeed (the transaction
aborted or rolled back).

– Consistency: It is provided by the application. The application code in a transaction should guarantee that if
provided with a consistent state of the database, it should produce a new consistent state of the database.

– Isolation: It provides synchronization atomicity. It provides the illusion that the user is executing the transac-
tion alone in the system even if multiple transactions are executed concurrently.

– Durability: It guarantees that the updates of a successful (committed) transaction are not lost even in the
advent of failures.

2.2 Why Transactions?

Transactions are a very important abstraction to program since they remove two hard problems when programming
applications. The first one is dealing with concurrency. Users do not need to take care about concurrency control
when they program applications using transactions to bracket the access to shared data. The protocols in charge
of implementing the isolation property will take care of concurrent accesses. Second, applications do not have to
deal with failures. Atomicity and durability protocols provide automated recovery in the advent of failures yielding
all-or-nothing semantics. The ACID properties simplify the task of programmers.

2.3 Implementation of transactional properties

Transactional properties are attained by a combination of different protocols. Atomicity provides the ability to
undo aborted transactions. Durability provides the ability to redo successful transactions. Both atomicity and
durability require having redundancy at the data level, typically in the form of a log, that is, they are implemented
on top of a logging mechanism. The log has to be complemented with a recovery protocol that it is executed upon
recovery after a failure. The recovery protocol is executed before the database becomes available after a failure and
is in charge of restoring the database consistency by undoing updates of aborted transactions and redoing updates
of committed transactions to start with a fully consistent database state.

Isolation requires having implicit concurrency control. The highest level of isolation is known as serializability
[7]. Serializability guarantees that the concurrent execution of transactions is equivalent to a serial execution of
them. Therefore, the result is as if there was not concurrency at all. That is, as if all reads and writes of a transaction
would happen at a single point in time.

However, it is well known that serializability reduces dramatically the potential concurrency due to the conflicts
between predicate reads (e.g. select where SQL statement) and writes. Basically, a predicate read conflicts with
any write on the same table unless the predicate is made exclusively over indexed columns and the predicate can
exploit the index ordering (equalities or inequalities over indexed columns). For this reason, other isolation levels
have been proposed such as the ANSI isolation levels and snapshot isolation. Other ANSI isolation levels reduce
too much the isolation resulting in many potential anomalies. However, snapshot isolation [8] has become very
popular because it only introduces a single anomaly known as write skew that many applications do not even
trigger. Snapshot isolation basically splits the synchronization atomicity of a transaction in two points, the start
of the transaction at which all reads happen logically, and the end of the transaction at which all writes happen
logically.

Snapshot isolation provides a very high isolation level thanks to the fact that transactions read from a snapshot
of the database with the state as it was when the transaction was started. Snapshot isolation requires using multi-
version concurrency control [7]. This mechanism lies in instead of storing a single version of each data item, a
new version is created when a transaction that updated the item commits. Therefore, for a single data item multiple
versions of it can exist at a given time. These versions need to be labeled in a way that they enable to choose the
right version for a given transaction that tries to read a data item. Typically, logical timestamps are used for this
labeling.

Snapshot isolation avoids all read-write conflicts including the aforementioned one between predicate reads
and writes. However, it still forbids write-write conflicts. This requires for checking those conflicts with some
conflict management system.

3 CoherentPaaS Transaction Management

We consider a transaction to be a sequence of read and write operations on data records. A read operation can
read individual records or collections of records selected by means of an arbitrary predicate. We present a so-
lution based on snapshot isolation that avoids conflicts between reads and writes and has been well-established



both for traditional relational database systems as well as transaction solutions on top of key-value data stores.
Many commercial database systems provide snapshot isolation as their highest isolation level, such as Oracle,
PosgreSQL.

We assume a multi-version system where each write operation wi(xi) of transaction Ti on record x creates a
new private version x, and each read operation ri(xj) of transaction Ti reads the latest version of x, xj created by
a committed transaction Tj such that j < i and there is no other committed transaction Tz , such that j < z < i.

With such a multi-version system, snapshot isolation requires the snapshot read and snapshot write properties.
Snapshot read requires that a transaction Ti reads a snapshot of the database that reflects the latest committed
versions of all records as of start time of Ti. In particular, this means that if Ti performs a read ri on x, then it
reads either the private version Ti previously created (read your own writes) or it reads the version xj created
by Tj such that Tj was the last transaction to write x and commit before Ti started. Snapshot write requires that
no two concurrent transactions (i.e., neither committed before the other started) update the same entity. If this
happens one of the two transactions will abort (typical strategies are either the first committer wins, or the first
updater wins). When a transaction commits, the commit timestamp is increased and all the private versions of a
transaction are tagged with that commit timestamp. If the transaction aborts, private versions are discarded.

TS=1 
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Figure 2: Transaction Processing

tamp S(Ti). In the figure, this is the value 1 (shown as
TS=1). When a transaction Ti wants to write a record x,
the write operation will first perform a conflict check with
the transaction manager. A conflict occurs, if there is a
concurrent transaction Tj , i.e., Tj has not yet committed or
its commit timestamp is larger than Ti’s start timestamp
(C(Tj) > S(Ti)), and Tj has written x. If there is no con-
flict, the write can proceed, creating a new private version
of x so far only visible to Ti itself. If there is a conflict, Ti

must be aborted to guarantee the snapshot write property.
This simply means to discard the private versions Ti has
created so far. When a transaction Ti requests to read a
record x, the data store has to provide the record created
by transaction Tj with commit timestamp C(Tj), such that
C(Tj)  S(Ti), and there is no version of x created by a
transaction Tk such that C(Tj) < C(Tk) < S(Ti). This
provides the snapshot read property.

At commit time of transaction Ti, several things have to
be accomplished. First, the transaction requests a commit
timestamp C(Ti) to the transaction manager, which is done
by assigning it the next counter value. Second, all record
versions created by Ti must be labelled with C(Ti). Then,
the changes must be made durable, which is typically per-
formed by persisting the redo-log to stable storage. The
changes also must be integrated into the data store. Only
then, the commit is confirmed to the user. In principle, this
commit processing has to be an atomic action. In particular,
the increment of the counter in the transaction manager and
the integration of the new versions into the data store are
tightly related because once the new counter value C(Ti) is
assigned as a start timestamp to a new transaction Tk, Tk

must be able to see the updates performed by Ti, i.e., the
updates must be visible in the data store.

While existing solutions might di↵er from above outline
in the way timestamps are assigned or when conflict detec-
tion is done, the principle execution steps are conceptually
similar.

2.2 Naive Distribution

We can use a conceptually straightforward approach to
migrate this approach to a distributed architecture in an
attempt to scale up. First, we create many instances of
the query engine layer, assign them to di↵erent nodes and
distribute transactions across them. Second, we create many
instances of the data store layer, assign them to di↵erent
nodes and distribute the data across them. The latter can
be achieved, for instance, by using a key-value store. Finally,
the transaction manager remains a single global transaction
manager component.

With this, transaction processing can essentially continue
as described in Figure 2 with the simple di↵erence that the
di↵erent components reside on various machines. However,
the resulting solution is severely limited because of various
reasons.

Limitation 1: Serial and Atomic Commit Process-
ing. Firstly, making commit processing appear as a single
atomic action that is spread across multiple nodes becomes
extremely expensive in terms of the time it takes to complete
the action, as well as the negative impact it has on concur-
rency. As long as record versions are not labeled with the
commit timestamp and integrated into the data store, no
new transaction can start nor can other transactions com-
mit because the commit counter is blocked. While this serial
commit phase might be acceptable in a central data store,
and/or can be optimized taking advantage of the monolithic
architecture or special features of the individual database en-
gines, it is clearly a bottleneck for scalability, limiting what
can be achieved in terms of throughput. Therefore, our ap-
proach needs to have a much higher level of concurrency
during commit processing.

Limitation 2: Monolithic Transactional Process-
ing. Secondly, the global transaction management com-
ponent can easily become a bottleneck, performing many
di↵erent tasks and connecting to a huge number of other
components. This means, our solution has to distribute
transaction management tasks in order to avoid as much
as possible any single point of contention.

Limitation 3: Synchronous Communication. Thirdly,
transaction execution is prolonged by including many syn-
chronous message exchanges. For each write operation, the
transaction first checks for conflicts at the transaction man-
ager, and then writes the changes to the data store. Further-
more, the start and commit of the transaction require addi-
tional message rounds with the transaction manager and/or
the data store. Our solution will have to avoid such syn-
chronous communication whenever possible.

Limitation 4: Message Overhead. Finally, at large
transaction rates all components have to handle a large
amount of messages which can quickly become a major over-
head, for instance, a round-trip message per updated item.
Reducing the message overhead will be essential to achieve
higher throughputs.

3. CUMULONIMBO TRANSACTIONS
In this section we describe our transactional processing

that (i) scales-out, (ii) it is syntactically and semantically
transparent to client applications, and it does not limit trans-
actions in any way (no restrictions on the data to be accessed
or the design of transaction, no requirements of a priori
knowledge of data accesses), (iii) provides extreme through-
put scalability, (iv) keeps transaction response acceptable
for online transactional processing applications, and (v) can

	
Fig. 1. Centralized Transaction Manager

In Figure 1, we illustrate a possible execution of transactions under snapshot isolation in a centralized system.
The system is split into a query engine layer that parses and executes SQL queries, the data store layer that
maintains the records (i.e., buffer and file system), and the transaction manager. In the figure, the actions associated
with the transaction manager are indicated as blue boxes, the ones associated with the data store layer with brown
boxes.

In most snapshot isolation implementations, the transaction manager maintains a counter that is used to tag
transactions with start and commit timestamps. The value of the counter reflects the commit timestamp of the last
committed transaction.

At start time of a transaction Ti, the transaction manager (Txn Mng in the figure) assigns the current counter
value, TS, (reflecting the last committed transaction) as start timestamp. In the figure, the initial value of the
counter is 1 (shown as TS = 1). When a transaction Ti wants to write a record x, the write operation will first
perform a conflict check with the transaction manager. A conflict occurs, if there is a concurrent transaction Tj ,
i.e., Tj has not committed yet or its commit timestamp is larger than Ti’s start timestamp (C(Tj) > S(Ti)), and
Tj has written x. If there is no conflict, the write can proceed, creating a new private version of x ,so far only
visible to Ti itself. If there is a conflict, Ti must be aborted to guarantee the snapshot write property. This simply
means to discard the private versions Ti has created so far.

When a transaction Ti requests to read a record x, the data store has to provide the record created by transaction
Tj with commit timestamp C(Tj), such that C(Tj) ≤ S(Ti), and there is no version of x created by a transaction
Tk such that C(Tj) < C(Tk) < S(Ti). This provides the snapshot read property.

At commit time of transaction Ti, several things have to be accomplished. First, the transaction requests a
commit timestamp C(Ti) to the transaction manager, which is done by assigning it the next counter value. Second,



all record versions created by Ti must be labeled with C(Ti). Then, the changes must be made durable, which is
typically performed by persisting the redo-log to stable storage. The changes also must be integrated into the data
management layer. Only then, the commit is confirmed to the user. In principle, this commit processing has to be
an atomic action. In particular, the increment of the counter in the transaction manager and the integration of the
new versions into the data store are tightly related because once the new counter value C(Ti) is assigned as a start
timestamp to a new transaction Tk, Tk must be able to see the updates performed by Ti, i.e., the updates must be
visible in the data store.

CoherentPaaS Holistic Transaction Manager implements a distributed and ultra-scalable version of the de-
scribed protocol. The details of the protocol are out of the scope of this work, more details can be found in [6].

4 Transactions across cloud data stores

CoherentPaaS has a set of subsystems that play an important role in transactional processing. They are: holistic
transactional manager, HTM, data stores and common query engine [9], (CQE). We consider two kinds of data
stores: 1) Data stores that fully delegate transactional processing to the holistic transactional manager; 2) Data
stores that perform internally transactional processing and only delegate coordination of the transaction to the
holistic transactional manager for global transactions (transactions handled by CoherentPaaS ).

The holistic transactional manager provides all the transactional functionality for the first kind of data stores
and transactional coordination for the second kind of data stores. The common query engine has a peculiar role.
From the perspective of a CoherentPaaS application it looks like a complex data store that provides multiple func-
tionalities (i.e. the aggregation of all CoherentPaaS data stores). From the perspective of the holistic transactional
manager it looks as another application executing transactions across all data stores. Both the Application and the
Common Query Engine do have a collocated Local Transaction Manager, LTM(see Figure 2).

The LTM is accessed via an Local Transaction Manager Client, LTMc, similar to a JDBC driver for a database
that exposes the API to manage transactions and acts as an interface towards the holistic transactional manager.
This means that the application and the common query engine do have collocated LTMs. Data stores are accessed
by means of a client proxy as well (a JDBC driver or the equivalent for the data store) that are also collocated with
the client application and the common query engine. Data stores clients implements a common interface that is
used to interact with the LTMc in a transparent manner, independently on the nature of the data store. In order to
support snapshot isolation, data stores must implement multi-versioning.

Fig. 2. CoherentPaaS architecture

4.1 Local Transaction Manager Client design

The Local Transaction Manager Client is the access point towards the CoherentPaaS Holistic Transaction Manager.
At bootstrap, applications and common query engine instance a single LTMc and as many as needed data store



clients instances. Applications register data store clients instances in the LTMc. LTMc uses the references to invoke
callbacks on the data store clients during the transaction execution.

In order to preserve the data store clients API, we have conceived the concept of connection, Cnx. The ap-
plication creates a connection, just like in JDBC. It is through the connection where the transaction life cycle is
managed. The application creates a Cnx to the LTMc invoking getConnection. There is a single connection per
client thread.

A transaction is started through the invocation of Cnx.startTransaction. startTransaction produces a transac-
tion context object, TxnCtx. The transaction context object is doted with a start timestamp, commit timestamp, a
transaction context id and the list of involved data stores, which is empty when the transaction is started. The appli-
cation associates one ore more data store clients to the current transaction, through TxnCtx.associate(DSClient).
Data store clients implement the interface TransactionalDSClient, the contract between data store clients and
the LTMc. TransactionalDSClientis implemented by the clients and declares the following methods: getWS,
applyWS, notifyStartTransaction, redoWS and terminate. We will look at the details of the implementa-
tion details of the contract in the following section. A transaction is terminated (committed or rolled back) invoking
TxnCtx.commit or TxnCtx.abort functions. The TxnCtx object is destroyed once the transaction is terminated.

The abstraction of connection is not present on the common query engine side. The common query engine is
multi-threaded and having a single thread to execute queries against multiple data stores in a serial fashion is not
desired. Instead, on the common query engine, the transaction context object is used directly. It provides the same
API of Cnx allows concurrent access. For the reminder of this work, we provide the details of the implementation
from the application perspective, that includes the whole transaction execution path.

4.2 Transaction Life Cycle

We deepen now in the details of the transaction life cycle. Algorithm 1 describes the initialization process of the
system. The application instantiate one or more client connections to different data stores and the connection to
the HTM, through the creation of a LTMcinstance. The data store client connections are registered in the LTMc.

We describe the process with a transaction executed by the application against two data stores, DataStore and
DataStoreB. We assume DataStore is a simplified version of a key value data, like HBase8, and DataStoreB is a
SQL data store, like LeanXcale9. Algorithm 2 presents the transaction code. The application creates a connection
to the LTMc and starts the transaction (lines 1 and 2). Then, in lines 3 and 4, the data store clients instances
are associated to the transaction. The association (Algorithm 4) tells the LTMc that these particular data stores
participate in the transaction execution. Data stores are also notified that a new transaction is starting and they are
participants of it.

Now the application executes transactionally and transparently two operations across heterogeneous data
stores. The applications firstly reads some value X from the key value data store and them all rows in table
someTable.someColumn in the SQL data store. Finally the transaction commits. Every executed step could
have failed, in such case rollback is invoked and the transaction is aborted. We describe now each of the executed
steps one.

Algorithm 1 System bootstrap
1. DSClient = connect(jdbcUrl)
2. DSClientB = connect(keyV alueConnectUrl)
3. LTMc = new LTMc()
4. LTMc.register(DSClient)
5. LTMc.register(DSClientB)

Algorithm 2 Transaction execution example
1. Cnx = LTMc.getConnection()
2. TxnCtx = Cnx.startTransaction()
3. TxnCtx.associate(DSClient)
4. TxnCtx.associate(DSClientB)
5. val = DSClient.read(X)
6. sqlStmt = ”update someTable set

someColumn = val”
7. DSClientB.execute(sqlStmt)
8. TxnCtx.commit()

Fig. 3. System bootstrap and transaction execution example

8 http://hbase.apache.org
9 http://www.leanxcale.com



Cnx.startTransaction: Algorithm 3 creates a TxnCtx. The LTMc obtains a start timestamp and a context id and
populates the TxnCtx object with them. This timestamp is the Snapshot Isolation version of the data that transaction
will observe. The context id is used to globally uniquely identify this transaction.

TxnCtx.associate: Algorithm 4 associates a particular data store client to a TxnCtx. The association tells the LTMc
that these particular data stores participate in the transaction execution. Data stores are also notified that a new
transaction is starting and they are participants of it. Data store implementation of notifyStartTransaction may
vary depending on the data store nature. A non-transactional data store like HBase, just creates some internal data
structure to keep track of the updates performed by the transaction. A SQL data store like LeanXcale, creates a
SQL transaction and it is mapped to the CoherentPaaS global transaction. Either of the possible paths, the transac-
tion context object is kept in a thread local variable. This decision was carefully though as usually transactions are
executed by a single thread and thus there is no need to break the data store client API providing the transaction
context in the signature of data store methods.

Algorithm 3 Cnx.startTransaction()
1. TxnCtx = new TxnCtx()
2. st = LTMc.getStartT imestamp()
3. txnCtxId = LTMc.getTxnCtxId()
4. ctx.startT imestamp = st
5. ctx.txnCtxId = txnCtxId
6. return TxnCtx

Algorithm 4 TxnCtx.associate(TransactionalDSClient)
1. TxnCtx.addToInvolvedDataStore(TransactionalDSClient)

{make the data store client participant of this transac-
tion}

2. TransactionalDSClient.notifyStartTransaction(TxnCtx)
{notify the data store client that is participant of the
transaction }

Fig. 4. Transaction start (3) and data store association to transactions (4).

DSClient.read(X): Algorithm 5 illustrates a simplification of the read operation. We assume the API does not
change, but instead, the implementation needs to be extended to obtain the start timestamp and the transaction
context id (lines 1 and 2). Then the native read is executed. Data stores that fully delegate the transaction process-
ing on the CoherentPaaS , which is the case of HBase, retrieve the version corresponding to the provided start
timestamp with the value of X. Data stores that delegate the transaction coordination to the CoherentPaaS trans-
action manager simply inform the global transaction context id. On the server side, this global transaction context
id is mapped to an internal transaction and the operation is executed on the context of this internal transaction. In
our example from Algorithm 2 (line 5), the transaction executes a simplified version of the read operation of the
key value data store.

An extension of the read API that receives the context as a parameter is provided for multi-threaded envi-
ronments such as the common query engine. In this case, the transaction context is resolved directly from the
parameter instead of the thread local variable.

DSClient.write(X): Algorithm 6 illustrates a simplified version of the write operation. Likewise read(X), We
assume the API does not change, but instead, the implementation needs to changed to save the private version of
the data item in some internal data structure (lines 6 to 10). Recall that private versions are visible only to the
transaction that generates them and become public at commit time. Depending on the implementation, private
versions may be kept on the client side or on the server side. In our example from Algorithm 2 (line 6 and 7), the
transaction executes a simplified version of an update SQL statement on the JDBC client. Since the statement may
update more than one item, a new private version of each data item is generated.

Apart for keeping the private version, and since under Snapshot Isolation the transaction manager needs to
check for write-write conflicts, data stores that fully delegate the transactional processing on the CoherentPaaS
transaction manager invoke the checkWriteWriteConflict service of the LTMc. If a conflict is found, an error
is thrown and the transaction needs to be aborted. Data stores that only delegate transaction coordination perform
write write conflict checking on the server side. If a conflict is found, the data store returns an error signal and the
transaction is aborted.

Likewise read(X), an extension of the write API that receives the context as a parameter is provided for
multi-threaded environments such as the common query engine. In this case, the transaction context is resolved
directly from the parameter instead of the thread local variable.



DSClient.write(X): Algorithm 6 illustrates a simplified version of the write operation. Likewise read(X), We
assume the API does not change, but instead, the implementation needs to changed to save the private version of
the data item in some internal data structure (lines 6 to 10). Recall that private versions are visible only to the
transaction that generates them and become public at commit time. Depending on the implementation, private
versions may be kept on the client side or on the server side. In our example from Algorithm 2 (line 6 and 7), the
transaction executes a simplified version of an update SQL statement on the JDBC client. Since the statement may
update more than one item, a new private version of each data item is generated.

Algorithm 5 DSClient.read(x)
1. st = TxnCtx.getStartT imestamp()
2. txnCtxId = TxnCtx.getTxnCtxId()
3. val = executeNativeReadForV ersion(x, st, txnCtxId)
4. return val

Algorithm 6 DSClient.write(x, val)
1. ctxId = TxnCtx.getTxnCtxId()
2. conflict = LTMc.checkWriteWriteConflict(x)
3. if conflict == true then
4. return abort on conflict
5. else
6. ws = getPrivateWS(tid)
7. if ws is empty then
8. ws = createPrivateWS(tid)
9. end if

10. ws.addPrivateV ersion(x, val, ctxId)
11. return
12. end if

Fig. 5. Implementation example of DSClient.read(x) and DSClient.write(x, val).

TxnCtx.commit: In our example, Algorithm 2, the commit method is invoked and the commit phase is started
after the transaction code is executed (line 8). The commit process is described in Algorithm 7. The first step is
to certificate that the transaction is conflict free. This is done by invoking the LTMc.certificate function. If there
is not any conflict, the transaction may proceed to the next step otherwise an error is thrown and the transaction
is aborted. Likewise in the commit process from Figure 1, the next step in commit phase is to persist the global
transaction write-set in a durable log. Involved data stores are requested to provide the private write set, invoking
getWS, in an array of bytes, the arrays of bytes are concatenated producing a unique and global array of bytes
(lines 7 to 9). Data stores that delegate the transaction coordination to the CoherentPaaS transaction manager
provides a byte array with a different semantic. The byte array is a handle to an internal commit log record. Also,
some of these data stores perform conflict checking at commit time. If there is a write-write conflict getWS
returns an error and the transaction is aborted.

Read only transactions produce an empty write-set . If so, the transaction does not need to go through the com-
mit process. Every data store is simply informed to cleanup temporary data (TransactionalDSClient.terminate,
lines 18 to 20) associated to the transaction and the transaction is terminated.

Update transactions follow a different path. A commit timestamp is obtained from the CoherentPaaS Holistic
Transaction Manager. This timestamp is used to label the private versions of the write-seton the data stores.
Subsequently, the provided write-set’ are concatenated and the global array of bytes is persisted in the log (lines
11 and 12). This is a no way back point. The transaction is considered to be durable and it must survive any kind
of failure.

Once the transaction is durable, updates are reflected on the data stores. Involved data stores are requested to
apply the write set, by invoking applyWS. Both getWS and applyWS implementations depend on the data store
nature. Once the write-setare reflected on the data stores, the transaction is considered to be readable.

Note that a data store failure results in an error when applyWS is invoked. Since the transaction is considered
to be durable, and in consequence committed, this is simply ignored. write-set will be applied when the data store
is recovered.

Finally, the LTMc informs that the transaction has been committed successfully. The transaction context id
and the commit timestamp of the committed transaction are propagated to the CoherentPaaS holistic transaction
manager. The transaction manager updates the conflict’s table and eventually make this new version visible. Recall
that he updates of a transaction Ti are visible to some transaction Tj when ST (Tj ≥ CT (Ti).

TxnCtx.rollback: In our example, Algorithm 2, instead of invoking commit the application could have decided to
abort the transaction. This would have been done by invoking abort. The abort process is described in Algorithm



8. The procedure ask involved data stores and the LTMc to cleanup temporary data associated to the transaction
(private write set, TxnCtx). Since the propagation of the updates to the data stores takes after the transaction
is marked as durable the cleanup is trivial. Data stores that delegate only the coordination of the transaction
management, the abort process is mapped to an internal transaction abort execution.

Algorithm 7 TxnCtx.commit()

1. ctxId = ctx.getTxnCtxId()
2. conflict = LTMc.certificate(TxnCtx)
3. if conflict == true then
4. return abort on conflict
5. end if
6. ws = {}
7. for dsc in TxnCtx.getInvolvedDS() do
8. ws.append(dsc.getwrite-set(ctxId))
9. end for

10. if ws is not empty then
11. ct = LTMc.getCommitT imestamp()
12. LTMc.commitToLog(ws, ct, ctxId)
13. for dsc in TxnCtx.getInvolvedDS() do
14. dsc.applyWS(ct, ctxId)
15. end for
16. LTMc.commitTxn(txnCtxId, ct)
17. else
18. for dsc in TxnCtx.getInvolvedDS() do
19. dsc.terminate(ctxId)
20. end for
21. end if
22. return

Algorithm 8 TxnCtx.rollback()
1. ctxId = ctx.getTxnCtxId()
2. for dsc in TxnCtx.getInvolvedDS() do
3. dsc.rollback(ctxId))
4. end for
5. LTMc.rollback(TxnCtx))
6. return

Fig. 6. Implementation of commit and abort.

4.3 Recovery

In order to satisfy the durability property of the ACID acronym, the system must be able to survive after failures.
During the recovery phase, the CoherentPaaS transaction manager opens the log file where the write-setare kept.
Write-sets are read one by one and the LTMc requests the data store clients to redo the write-set. Data stores
implement the redoWS function. redoWS receives the write-set provided at commit time, the transaction context
id and the commit timestamp. The data store is in charge to recover the write-set from the array of bytes and apply
the updates on the backing data store.

4.4 Failure scenarios

As stated in Section 4, CoherentPaaS transactions start from the moment the application invokes the startTrans-
action method. Then, the application associates one or more data store clients to the transaction. The application
issues data manipulation operations on the different data stores. Changes made by the transaction (write-set) are
kept as private versions on the data stores and are only visible to the transaction. Other transactions do not observe
these updates until the transaction commits. When the application invokes the commit method, the following steps
are executed:

1. Acquire a commit timestamp
2. Getting the write-set from each data store and persisting the transaction global write-setin the log. After this

step is completed, the transaction is said to be committed,
3. Apply the write-set , that is, request every data store to make the private versions to become public
4. Inform the commit timestamp to the holistic transaction manager. This makes that the newly generated ver-

sions to become visible to other transactions.



The different components of CoherentPaaS participating in a transaction run on a distributed system, therefore,
failures might affect to one or more components simultaneously. Any failure on any component that happens
before the second step of the commit is completed, triggers the transaction rollback. After the second step is
completed, the transaction is considered to be committed. The recovery process undoes the effects of aborted
transactions and completes the transactions that executed successfully the second step.

4.5 Local Transaction Manager Client failures

Local Transaction Manager Client orchestrates the transaction life cycle. Internally it keeps a connection to every
component of the CoherentPaaS transaction manager. It also keeps track every active transaction context object.
LTMc persists the write-set of transaction on the transaction manager. Every transaction persisted is considered
to be committed. When a LTMc fails all non-committed transactions are aborted.

When a LTMc is restarted after a failure, it connects to the CoherentPaaS transaction manager. Then, all data
store clients registered on the LTMc, see Algorithm 1. The data store clients are registered at bootstrap to run the
recovery process before making the system available to the application.

The recovery process is described in Algorithm 9. First, the log file is open (line 1). The recovery process starts
reading one by one the log records from log file (line 2). The log record contains the following information: the
transaction context id, the commit timestamp and the global write-set (the concatenation of all data store’ write-
set). The first byte of the write-set contains the data store id, dsID. The data store id is used to identify the data
store at commit time.

For each log record, the LTMc reads one by one the write-set (line 6 to 10). For each write-set , the data store
id is retrieved in order to know what data store has to redo the transaction. The data store is requested to redo the
write-set , by the invocation of the redoWS.

Once the complete log record is reflected on the data stores, the LTMc informs the successfully committed
transaction id and commit timestamp to the CoherentPaaS transaction manager to update the conflict’s table and
the snapshot isolation counter.

An observer reader may have observed already that a write-set could be applied more than once. Since we run
snapshot isolation, overwriting some version of some data item is an idempotent operation. So no new values are
generated every time redoWS is invoked.

4.6 Data store failures

When a data store is restarted after a failure, it performs its internal recovery process and afterwards they are
registered back in the LTMc. The LTMc triggers a data store recovery process, similar to the one described on
the LTMc recovery process. The log file is open and it is iterated to read every log record, but instead of redoing
all the write-set of the log record, only the recovering data store write-set, identified by recoveringDsID, are
applied. The Algorithm 10 shows the recovery protocol executed by the LTMc when a data store is restarted and
registered in the LTMc.

5 Conclusions and Future Work

We have presented a protocol to enhance transaction consistency semantics across heterogeneous data stores. The
protocol dotes non-transactional data stores, such as MongoDB or HBase, with full ACID semantics compliance
providing the dominant isolation level in the database market, Snapshot Isolation. Transactional data stores like
LeanXCale, MonetDB have been easily incorporated to the platform extending their transactional engines to par-
ticipate in CoherentPaaS transactions in a consistent and transparent manner to application developers.

We have extended the CumuloNimbo [6] transactional engine to support multiple data stores and we have
defined and implemented an API to homogeneously integrate heterogeneous data stores. Data stores have imple-
mented this API and implemented multi-versioning in the backing store to be able to support Snapshot Isolation.

We plan to do an exhaustive evaluation to measure the overhead of the transactional system on each data store
individually. The evaluation will consist in running the Yahoo! Cloud Serving Benchmark (YCSB) [10], which
is the de facto benchmark for cloud data stores. The evaluation will run the benchmark with different workloads
(read-only, update-only, read and update with different percentages of each operation type) for every data store.
Each data store will be evaluated with and without transactional support, thus we can measure the real overhead
of our transactional system. Data stores that have implemented multi-versioning will be also evaluated with and
without multi-versioning support to detect improvements opportunities in our implementation.



Algorithm 9 LTMc recovery
1. logF ile = LTMc.openLogF ile(ltmcId)
2. while not EOF logF ile do
3. logRecord = logF ile.next()
4. ct = logRecord.commitT imestamp
5. txnCtxId = logRecord.txnCtxId
6. for ws in logRecord do
7. dsID = ws.id
8. dsClient = LTMc.getDataStoreClient(dsID)
9. dsClient.redoWS(txnCtxId, ct, ws)

10. end for
11. LTMc.commitTxn(txnCtxId, ct)
12. end while
13. return

Algorithm 10 Data store recovery
1. logF ile = LTMc.openLogF ile(ltmcId)
2. while not EOF logF ile do
3. logRecord = logF ile.next()
4. ct = logRecord.commitT imestamp
5. txnCtxId = logRecord.txnCtxId
6. dsClient = LTMc.getDataStoreClient(recoveringDsID)
7. for ws in logRecord do
8. dsID = ws.id
9. if dsID == recoveringDsID then

10. dsClient.redoWS(txnCtxId, ct, ws)
11. break
12. end if
13. end for
14. LTMc.commitTxn(txnCtxId, ct)
15. end while
16. return

Fig. 7. Implementation of the recovery protocol
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